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Chapter 1

Introduction

One of the biggest puzzles of Fundamental Physics is Dark Matter (DM). Since the
first observations by Zwicky in 1933 of velocity dispersion of galaxies, a wealth of
other evidence has been collected to foster the idea that the majority of the energy
budget of the universe is unexplained by matter predicted in the Standard Model
(SM) of particle physics. See [1] for a review and [2] for a more historical perspective
on the problem.

While the original observations point to the need to introduce some new physics to
correct the motion of visible matter at small, galactic scale (. 0.01 Mpc) (see for
example Fig. 1.1), among the best observations so far of the DM phenomenon we
mention the spectacular observation of angular anisotropies of the temperature of
the Cosmic Microwave Background (CMB) (Fig. 1.2), the distribution of clustering
galaxies in Large Scale Structures (LSS) [3, 4], lensing effects [5].

Figure 1.1: Galaxy rotation curves for two sample galaxies: velocity as a function of the
distance from the galactic center. The solid black line is obtained by fitting the data points
with a three parameters dark halo fit. The rotation curves of individual components are
also shown: dashed for the visible component, dotted for gas and dash-dotted for the dark
halo. Taken from [6].
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Figure 1.2: Planck2018 SMICA CMB Temperature Map. Taken from [7].

These instead call for a modification of physics at larger scales (> 0.01 Mpc). A
simple explanation that has been put forward to explain both aspects of these grav-
itational anomalies is Cold Dark Matter (CDM): extra matter that during the cos-
mological history of the universe has energy content redshifting as non-relativistic
particles. Some examples of good DM candidates are new heavy particles (non-
relativistic when structures start to gravitationally form) produced in thermal equi-
librium (see [8, 9] for reviews) or outside [10, 11], coherent oscillations of a scalar
field near the minimum of its quadratic potential [12], like axions [13, 14, 15] or more
generically Ultralight DM [16], or even macroscopic objects like Primordial Black
Holes [17].

The goal of the Thesis is to explore the nature of DM, however in order to have a
complete picture of the cosmological history of the Universe we need to introduce
extra ingredients. Indeed the observation of the accelerated expansion of the universe
today via local measurements like from SuperNovae (SN) [18] cannot be explained by
particle DM, needing instead a fluid exerting negative pressure, dubbed dark energy
(DE), that would constitute approximately 70% of the total energy budget of the
Universe. The presence of DE is also inferred indirectly from CMB measurements,
but there is a discrepancy between the two classes of results [19] (the so-called
Hubble tension [20, 21]).

The third piece of the puzzle is the existence of an initial stage in the history of the
universe called inflation [22], in which the universe underwent a very fast accelerated
expansion. This is needed to source very smooth initial conditions for the matter
density inhomogeneities. Inflation, Dark Matter and Dark energy are the pillars of
the Standard Model of Cosmology, called Concordance Model or for short ΛCDM
from the name of its constituents.

This picture of Cosmology allows to make precise predictions on the distribution of
matter at large scale. Indeed, it is possible by using General Relativity (GR) equa-
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tions to solve for the evolution of the matter inhomogeneities, to make quantitative
predictions on its distribution and compare this with data.

The addition of DE and DM gives results in excellent agreement with the matter
distribution on the large scales. Typically, the abundance of DM is expressed in
terms of the quantity ΩDMh

2 ≡MDMnDM/ρ0 , where MDM is the DM mass, nDM its
number density and ρ0 today’s critical energy density. Measurements of the CMB
from the Planck experiment indicates that the energy budget ΩDMh

2 stored in the
DM fluid is [23]:

ΩDMh
2 = 0.1186± 0.0020 , (1.1)

which is roughly 27% of the total energy density of the universe.

To summarize, the results are consistent with the presence of a new fluid, the Dark
Matter, which is stable on cosmological timescales, collisionless, cold (roughly mean-
ing that it behaves as a non-relativistic particle) and dominated by GR at large
distance.

The data unfortunately does not hint at any other property of the Dark Matter, nor
about the existence of other particles in the so called Dark Sector (DS) interacting
with it. This fact could suggest that trying to model DM interactions is a useless
endeavour. On the contrary, we think that there are at least two reasons for why
the opposite is true.

The first reason is that current data by itself does not give any insight on where
scientists should look for further evidence. Instead, charting a landscape of the
possible DM interactions can give indications on the experiments needed to test the
various hypothesis. This is due to both the fact that the interactions can already
tell to which visible particle the DM interacts mostly with, and to the fact that in
some cases interactions can specify the production mechanism of DM and in turn
its mass. In this Thesis it will be shown that, not surprisingly, different models for
different DM interactions are best studied in different environments, for both the
reasons outlined above.

The second reason is that it is not completely understood if the picture of DM at
the very small scales (galactic) is fully consistent with a pure ΛCDM model, in
which the DM is truly collisionless. Indeed there have been several claims in the
literature of the failure of the vanilla ΛCDM model to properly capture some prop-
erties of galactic dynamics [24, 25, 26], such as the radial density profile of DM
(observationally less cuspy than expected [27]), the lack of satellites around galax-
ies [28, 29], and the fact that satellites are more likely to be found in less massive
subhalos than predicted (Too-Big-to-Fail problem) [30]. Additionally, galaxies ex-
hibit regular dynamical properties [31] that suggests scaling relations between the
baryonic and dark matter components that need non-trivial explanations from a
purely ΛCDM perspective (and that can look fine-tuned). Examples are the tight
correlation between total baryonic mass and radial acceleration (the baryonic Tully-
Fisher relation) [32], and the strong correlation between total observed acceleration
and the one predicted from the baryonic distribution (the Radial Acceleration Rela-
tion) [33]. Despite the fact that galactic observations were the first to suggest the
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existence of DM, in light of these discrepancies they are now the subject of debate
whether or not the DM paradigm is the right one, or rather if they call for mod-
ifications of gravity, as postulated for example by Modified Newtonian Dynamics
theories (MOND) [34, 35, 36]. For example, MOND has the advantage of explaining
almost by construction the correlations between baryonic matter and features in
the galaxy rotation curves. Predictions at the very small scales in ΛCDM are in-
tractable analytically and need expensive large N-body simulations. The predicted
DM profiles of these computations can be strongly affected by effects that are hard
to model, such as baryonic feedback from Supernovae (see [37] for a proposed mech-
anism, and references therein), so there is no total consensus on the real nature of
these small scales problems. If these discrepancies are to be taken seriously, they
call for some physics beyond (or maybe different) from ΛCDM. It has been put
forward the idea that the departure from the collionless hypothesis and the intro-
duction of DM self-interaction can ameliorate these small scale problems in DM
models (see [38] and [39] for a review). Under this circumstance, studying other
possible consequences of DM interactions can help in providing further tests that
could be independent from numerical simulations, and pinpoint more precisely the
ballpark of the self-interaction.

With these observations in mind, the goal of the Thesis is to chart the landscape
of the possible DM interactions (both with itself and with ordinary SM particles)
and how to test the several hypothesis that will be put forward. Since Physics is
not Mathematics, achieving a description that leaves no loophole open is impossible.
Indeed the the possibilities are virtually endless, with plethora of models that can
explain the current data and make fancy predictions. If we want to learn something
more about the nature of DM, we must ask robust questions about the interactions
and try to give systematic answers.

As a starting point to discuss possible interactions, a good strategy is to see what
the interactions of visible matter are, and try to understand if the idea behind their
modelization can be of any help in our goal.

It is well known that in the SM the interactions between matter and vector force
carriers is described via gauge interactions. The SM gauge group is

GSM = SU(3)c × SU(2)L × U(1)Y , (1.2)

where the first factor describes the strong nuclear forces while the others the elec-
troweak (EW) ones. If a field (and hence the particles it excites) lies in a given
representation of a gauge group, it will interact with the respective gauge bosons
with a strength dictated by the dimensionality of the representation and the (uni-
versal) gauge coupling. Intuitively, the larger the representation, the stronger the
coupling.

The very first question that comes to mind regarding the nature of DM interactions
is whether or not DM can exchange forces with SM matter through the SM force
carriers. As explained above, this is equivalent to ask if the DM lies in a non-trivial
representation of GSM. This is the first question that we will try to answer.
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We mention that it is also possible to have interactions of matter with a scalar field,
like the Higgs in the SM, through so-called Yukawa interactions. We will consider
them later, both in the context of Yukawa with the SM Higgs and also with new
dark scalars.

The second question arises if the answer to the first one is negative: if the DM does
not carry any non-trivial SM charges, what are its possible iteractions with the SM?
In this case, the DM is a SM singlet. Therefore it can only interact via lagrangian
operators, called portals, that are made by the product of some DS singlet field
that can excite the DM, and some SM singlet field. These portal operators arise for
example whenever a heavy mediator charged under both GSM and some symmetry
in the DS gets integrated out. For a given dimension of the lagrangian operator
there are only a finite number of them, and therefore the scenario can be studied
systematically, provided we find observables that do not depend too much on the
precise nature of the portal. Our second task therefore will be to study suitable
model independent observables and to put generic bounds on portal interactions,
following the footsteps of previous works.

The third possibility is that the DM itself interacts only gravitationally with the
SM (or the other non-gravitational interactions are simply negligible). Naively this
lack of interactions seems like an insurmountable obstacle to our goal to further
characterize the DM fluid. However some of the self-interactions in the Dark Sector
might qualitatively change how DM inhomogeneities cluster together. Since baryons
track the DM inhomogeneities, the DM self-interactions can in principle leave an
indirect imprint in the distribution of baryonic inhomogeneities. There are further
examples of how other properties of the the DS, such as phase transitions, can be
inferred via gravitational interactions (like for example emission of gravitational
waves due to bubble collisions [40]), but as a first step in this endeavour we will only
consider the modifications of the clustering properties of the DM as a probe of its
self-interactions.

To summarize, the questions that we are trying to answer are going to be the
following:

i) Does DM interact with ordinary matter via SM gauge forces?

ii) Does DM interact with ordinary matter via SM-singlet operators?

iii) If the non-gravitational interactions are absent or negligibly small, to which
extent is it possible to infer informations about DM self-interactions?

Our approach is purely phenomenological: we are surveying the possibile DM inter-
actions and comparing them with data. We are not using any theoretical insight on
how a DM model might look like. For example, stability of the DM can be in con-
flict with certain conjectured properties of quantum gravity (see [41] and references
therein), unless the DM is protected by some gauge symmetries (either in the SM or
new ones). This concept, called Accidental Stability, has been a useful guidance for
model building [42, 43]. This suggests that our phenomenological analysis can be
complemented by theoretical insights. We will sketch in Chapter 5 how we applied
the Accidental Stability of the composite models introduced in [42] to their asym-
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metric DM version (see [45, 46] for reviews). Not suprisingly, the combined request
of accidental stability and asymmetry generation limits the field content options.

1.1 Interactions through SM forces
Intutive arguments imply that the DM particles cannot interact too much with SM
particles, therefore they cannot carry non-trivial SU(3)c and electric charges. This
leaves open the possibility for the DM to have weak interactions, that we explored
in [47, 48]. This means that it is a n-plet of SU(2)L with hypercharge Y , with the
lightest stable compenent satisfying T3 + Y = 0 where T3 is the diagonal generator
of SU(2)L (in the basis we have chosen). We will refer to this charge assignment
for the DM with the notation nY . Interestingly, once both n, Y are set, the size
of the interaction with the SM is essentially fixed1. In particular, the size is such
that in the early universe the DM multiplet was in thermal equilibrium with the SM
plasma, until temperatures of order MDM/25. The equation for the number density
(and hence energy density given the non-relativistic nature of Cold DM), is given
by:

z

Yeq

dY

dz
= −nDM,eq〈σ|v|〉

H

(
Y 2

Y 2
eq

− 1

)
, (1.3)

where Y = nDM/s is the DM yield (ratio between DM number density and entropy
density s), z is the temperature in unit of the DM mass, H the Hubble rate, and
〈σ|v|〉 the thermally averaged annihilation cross section of DM into SM particles.
Solving the equation allows to find the DM energy density as a function of the
cross section. The latter is, at fixed EW charges, only a function of the DM mass.
Therefore the relation completely fix the mass and hence the model (at least in its
cosmologically relevant aspects). In order to get a reliable result non-perturbative
effects such as Sommerfeld Enhancement (SE) [49, 50] and Bound State Formation
(BSF) [51] must be included. It turns out that the masses of fermionic candidates
range from 1.1 TeV for 21/2 to > 50 TeV for n > 7.

This scenario, called Minimal Dark Matter (MDM) has been explored in detail in
[43, 50, 52]. In such works, some of the nY possibilities were not studied in detail
because the authors were focusing on models satisfying several extra assumpion:
accidental stability and the absence of sub-Planckian Landau poles. Since our ap-
proach is focused on understanding if the DM can interact electroweakly, we will
drop these more theoretically-driven assumptions. Our only request will be to ask
for calculability: the prediction for the mass must be reliable in perturbation theory.
We will refer to these models with the historical name of Weakly Interacting Mas-
sive Particle (WIMP), given to a DM candidate with mass set by the freeze-out of
a weak interaction: in our case “weakly” truly refers to the SM weak interaction.

Once the value of the mass is known, we develop a strategy to test the hypothesis.
The low n candidates (n = 2, 3, 4) are suited to be studied at a future high energy
lepton collider with center of mass energy

√
s of few TeV [53]. Higher n candidates

1For scalar DM, in principle there are quartic coupling to the Higgs which we anticipate are
disfavored by Direct Detection experiments.
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are heavier and therefore in order to probe them at collider experiments unrealis-
tically high

√
s are needed. However in this case large exposure Direct Detection

(DD) experiments like DARWIN [54] can exclude at the 2σ level the hypothesis.
Residual annihilation of WIMPs into SM particles in Indirect Detection (ID) exper-
iments is also a potentially promising signature, especially with next generation tele-
scopes [55]. However it suffers mostly from the uncertainty in the mass computation
and in the peak of the annihilation cross-section in the non-relativistic regime. Other
indirect probes that we study are Electroweak Precision Tests (EWPT) [56, 57] and
electron dipole moment measurements [58].

We mention that to be precise, the possibility for DM to interact with the strong
nuclear force is not completely ruled out, although it appears to be a rather exotic
possibility. For details see [59, 60]. We will not further consider this scenario. The
strategy that we outline should give a clear answer to the possible SM charges of
the DM candidate.

1.2 Interactions via singlet operators
If the DM is a SM singlet, how can it interact with the SM? Such an interaction
is modeled by a lagrangian operator that is of the form OSMODS where the O are
singlet operators built as product of SM and DS fields. Interestingly enough, at the
renormalizable level only 3 operators can be written:

F µνF ′
µν , H†HS2 , HcL̄N , (1.4)

provided the existence in the DS of a dark photon A′
µ [61, 62, 63], a dark scalar

S [64, 65, 66] and a heavy neutral lepton N [67, 68, 69] respectively. These portals
are known as the kinetic mixing portal, the Higgs portal2 and the neutrino portal.
In particular, these portals can be responsible for the thermal freeze-out of DM,
if its mass is in the MeV [70, 71] range, and thus can be studied via a combina-
tion of high intensIty experiments and astrophysical bounds. These scenarios has
been thoroughly studied in the literature, given their motivation stemming from an
Effective Field Theory (EFT) point of view.

In general, given a UV model for the DS, there is no reason to expect the portal
operators at the renormalizable level. Consider for example a theory with dark
quarks Q charged under a new confining interaction, dubbed dark color. If at some
UV scale ΛUV a heavy mediator (carrying both dark color and suitable SM charges)
connects the two sectors, once it gets integrated out by gauge invariance the first
available operators are the following 5D and 6D:

kS
ΛUV

H†HQ̄Q ,
kJ
Λ2

UV
JSM
µ Q̄γµQ , (1.5)

with JSM
µ a conserved SM current. Models of this kind are for example found in [72,

73, 74, 75]. A less exotic scenario in which the leading portal between some secluded
2There is also the super-renormalizable term H†HS.
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sector is non-renormalizable appears in the SM itself. Indeed the neutrinos can be
seen as “singlet” particle of the U(1)em electromagnetic gauge group below the
ElectroWeak Symmetry Breaking (EWSB) scale. The mediator in this case can
be thought to be the Z boson3. We will in general consider non-renormalizable
operators of the form:

kO

ΛD−4
UV
OSMODS , (1.6)

where D = [OSM] + [ODS] is the sum of the dimensionality of the SM and DS
operators. This scenario is less constrained than the EW DM case, due to the
fact that the couplings size is not completely fixed by gauge invariance. Also, the
constituents field of ODS will in general contain not only the DM, but possibly other
DS fields. It is not obvious to get robust conclusions in this scenario, both on
the cosmological history of the model and on the potential signatures at terrestrial
experiments such as beam dumps and colliders. Following the formalism introduced
in [76], in [77] we found that it is possible to set constraints on a very broad class
of models at current and future neutrino and beam dump experiments. The idea is
that for very light dark sectors (lighter than the typical energy of the beam of the
experiments for example), the inclusive production cross section of DS excitations
depends only on the coupling size and the number of internal degrees of freedom of
the DS in a very simple way, as suggested by a very naive application of dimensional
analysis. Indeed for non-renormalizable portals of Eq.1.6, the inclusive production
cross-section of DS particles σDS can be estimated as:

σDS ∼
√
ŝ
2D−10

Λ2D−8
UV

, (1.7)

where
√
ŝ is the relevant energy of the production process (for example the center

of mass energy of a collider experiment). Remarkably, for the non-renormalizable
operators that we are set to study, the production cross section is dominated by
the UV energies. Therefore it is insensitive to the specific details of the DS, like for
example the various mass thresholds and mass splittings4.

In [76] this observation was used to compute missing energy signals at collider ex-
periments, in which DS is produced and escapes detection. We expand their results
considering also the case in which some DS particle is unstable and decays back
to the SM via one of the portals. This scenario can be tested using high intensity
experiments such as beam dumps and neutrino experiments: the DS excitations are
produced when the beam impinges on a target, and then one of the produced DS
particles decays back to visible particles in the detector placed O(km) downstream.
If the DS contains an unstable particle of mass up to few GeV, and if the portal
scale is lower than a few TeV, a handful of such particles will decay visibly inside
the detectors, leading to exclusion bounds.

3The example is not completely fitting due to the existence of the W boson, but we think it
still give the corrrect picture.

4We are tacitly assuming that ODS can excite DS states with different invariant mass p2DS.
Intuitively this means that ODS excites multiparticle states. An example of a non-renormalizable
portal in which instead pDS is fixed to a given value is the axion portal aFµν F̃

µν , where ODS = a
excites only axion 1-particle states with p2DS = m2

a. Our formalism does not apply to such operators.

8



Thanks to the approach outlined above, we only need to make a few assumptions on
the nature of the event, while the rest of the discussion is kept model independent.
We find that for D = 6 portals made by the product of a SM and DS currents the
leading projected constraints come from the future DUNE multipurpose neutrino
detector at FermiLab [78].

It is tempting to ask if it is possible to use a model independent approach to study
also the cosmological history of models with non-renormalizable portals. Indeed the
presence of a very weakly coupled portal allows for DM to be produced via freeze-
in, without having to specify the DS self-interactions. As discussed above, non-
renormalizable portals are dominated by UV physics, so the freeze-in abundance is
set by the highest available temperature of the universe, which is the reheating tem-
perature TRH. Therefore the abundance strongly depends on an extra assumption on
the initial conditions of the universe. Additionally, the mechanism is viable only if
the temperature of the DS is always below ΛUV to guarantee the validity of the EFT
description. Under this extra assumption, the correct relic abundance is reproduced
only for extremely high cutoffs (for example ΛUV > 108 GeV for TRH = 106 GeV),
that are essentially inaccessible at terrestrial experiments. We will not pursue this
attempt, altough we mention that it has been studied in [79, 80].

1.3 Gravitational interactions only
If the portal interaction is negligibly small, or if it is completely absent, there is
only the gravitational force that allows to peek inside the Dark Sector. In this
scenario, can we say something about the self-interactions of the DM itself? A
good example in which gravitational observations can put limits on the strength of
self interactions is the famous galaxy merging event known as Bullet Cluster. In
such event, shown in Fig. 1.3 the dark matter constituents (visible through lensing
techniques) can be seen passing through each other, not experiencing any kind of lag
due to extra interactions. Therefore this data can be used to put an upper bound
on the (elastic) self-interaction cross section of the DM σSI/MDM . 1 cm2/ g [82].
We would like to replicate this idea, but instead of using galactic scales, using large
scales, in which it is still possible to somewhat retain analytic predictions for the
matter distribution. In order to do so, we must first understand which kind of models
can be studied in this way. The simplest scenario is to consider a real scalar DM
particle, having self-interactions mediated by a real light scalar φ (mφ . H0) (e.g. a
Yukawa-type interaction). The reason for this choice is that, unlike what happens
for vector mediators, the interaction does not suffer from screening effects and it is
always attractive. Moreover, the lightness allows essentially to have Coulombian-
like interactions inside the cosmological horizon. Such a light field will not undergo
oscillations: the role of the scalar at this stage of the work is to only mediate the
force. We are planning to study in the future the oscillating scalar scenario, given
that it has potentially interesting phenomenological implications. The bounds that
are going to apply come from the CMB and from the galaxy matter power spectrum
Pg, defined in Fourier space as:

〈δg(~k1)δg(~k2)〉 ≡ (2π)3 δ
(3)
D (~k1 + ~k2)Pg(~k1) , (1.8)
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Figure 1.3: Bullet Cluster event. The colored map represents an X-ray image taken with
Chandra telescope. Green lines indicates the reconstructed lensing signal. The white bar
corresponds to 200 kpc. Taken from [81].

where δg = (ng − n̄g)/n̄g are galaxies number overdensities with respect to the
homogeneous background n̄g. Bounds from linear cosmology (CMB and BAO) on
this scenario were considered in [83]. These bounds constrain the strength of the
self-interaction to be 5 × 10−3 weaker than the gravitational force. We extend this
work by including Large Scale Structure (LSS) data, like the galaxy power spectrum
measured by BOSS [3]. We will also consider projections coming from future galaxy
surveys like Euclid [84].

Since the theory of cosmological perturbations is expressed in terms of “fundamen-
tal” fields like the number density of DM particle χ and baryons, in order to describe
the galaxy density we employ the formalism of bias parameters. This framework al-
lows to express the “composite” δg as a power series in terms of the “fundamental”
fields δχ, δb, where each of the expansion coefficients is a to-be-fitted bias parameter
[85, 86, 87].

Due to the relatively small scale of k ∼ 0.3h/Mpc, we need to include non-linearities
in the peturbation evolution using the 1-loop formalism. In order to improve the
control of perturbative corrections, we employ the Effective Field Theory of Large
Scale Structure (EFTofLSS) [88, 89]. We will also include other corrections such as
redshift space distortion (RSD) [90] and the Alcock-Paczynski (AP) effect [91].

The presence of a long range force can be seen as a violation of the Equivalence
Principle (EP) in the Dark Sector: indeed after a field redefinition it is possible
to show that the theory with the DM interacting with a long range scalar field is
equivalent to a theory in which non-interacting DM particles couple to a different
metric with respect to the SM. A consequence of this is that in principle objects with
different compositions of ordinary matter and DM will fall toward a given matter
clump at different rates. This is not too different from the idea behind torsion
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balance experiments that test the EP in the laboratory [92, 93].

In our case, what we want to do is to use the whole visible Universe as a scale to test
the infall of different matter inhomogeneities. This precise idea is mathematically
translated in the Fourier Transform of the 3-point correlator, or equivalently the
galaxy bispectrum Bg:

〈δAg (~k1)δBg (~k2)δCg (~k3)〉 ≡ (2π)3 δ
(3)
D (~k1 + ~k2 + ~k3)B

ABC
g (~k1, ~k2) , (1.9)

where A,B,C stand in principle for the different kind of tracers (galaxies) observed.
Different types will in general have different DM-SM particle content, and therefore
in presence of the new long range force will experience different attractions toward
each other. As a first step, we will consider only a single tracer. It will be interesting
in the future to study the multi-tracer case since it has a peculiar pole of Bg in
momentum space that signals a violation of EP [94]. We will comment on how Bg

can help in further constrain the bounds coming from the CMB and LSS surveys.

This Thesis is structured as follows. In Chapter 2 we discuss the possibility of DM
interacting with SM forces, in particular the electroweak interaction, discussing in
detail the prospects of future detections. In Chapter 3 we consider instead the possi-
bility that DM is a SM singlet, and the interactions with SM particles are described
by non-renormalizable effective portals that are overall made by the product of SM
and DS total singlet operators. We will put emphasis on a model independent strat-
egy that can be employed to study these scenarios. In Chapter 4 we discuss the
last possibility: what if the DM interactions with the SM are only gravitational (or
so weak to be impossible to detect)? We will study how long range interactions
within the DS sector itself can be imprinted in the distribution of ordinary matter
via gravitational interactions. In Chapter 5 we briefly sketch how the theoretical
constrain of Accidental Stability can be applied to the composite ADM scenario and
constrain the model building possibilities. In Chapter 6 we summarize the results
and give details on how this program can be ampliated.
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Chapter 2

DM as an EW multiplet

In this section we will explore the possibility that the DM interacts with the SM
gauge bosons.

In this scenario, the DM is thermally produced in the early Universe and its abun-
dance is determined by the freeze-out of 2 → 2 annihilations into SM states, As
remarked in Chapter 1, the elusive nature of DM implies that it cannot interact
with the strong nuclear force or with the photon.

Therefore the possibility we will explore, because of its minimality and predictive
power, is that the DM is the lightest neutral component of one EW multiplet.

We recall here the logic of our classification as described in [47, 48] (see also [43, 50,
52, 95, 96] for previous work on the subject).

Requiring the neutral DM component to be embedded in a representation of the EW
group imposes that its electric charge Q = T3 + Y , where T3 = diag

(
n+1
2
− i
)

with
i = 1, . . . , n is the diagonal generator of SU(2)L, and Y is the hypercharge. At this
level, we can distinguish two classes of WIMPs: i) real EW representations with Y =
0 and odd n; ii) complex EW representations with arbitrary n and Y = ±

(
n+1
2
− i
)

for i = 1, . . . , n. Class i) models automatically avoid strong constraints from direct
detection searches due to the absence of tre level coupling to the Z boson, and will be
taken here as a minimal realization of the EW WIMP scenario. The lightest particle
in any such representation can be made stable by enforcing a symmetry acting on
the DM only (for multiplets with n ≥ 5 such a symmetry arises accidentally in the
renormalizable Lagrangian). However, we shall see that in general this can require
additional assumptions about the completion of the theory at some high UV scale.
Within class ii), we can further distinguish two subclasses of complex WIMPs: a)
complex representations with Y = 0 and odd n; b) complex representations with
Y 6= 0 with even n (odd n) for half-integer Y (integer Y ). The subclass a) is a
straightforward generalization of the class i) models (analyzed in [47]) where the
stability of the DM is guaranteed by an unbroken dark fermion number which can
be gauged as was first done in Ref. [96]. For completeness, we give the freeze-out
prediction of these scenarios in App. E. The subclass b) is non-minimal: the neutral
particle is a Dirac (Complex) particle in the fermionic (scalar) case respectively,
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and in general it has a non-zero coupling to the Z boson. To avoid direct detection
bounds, these neutral degrees of freedom must mix, so that in the physical mass
basis there are two Majorana (real) fermionic (scalar) particles with a non-zero
mass splitting. In this way, the scattering mediated by the Z is inelastic: if the mass
gap between the two neutral particles is large enough, the scattering of DM with
the detectors nuclei is kinematically suppressed. In this non-minimal realization, the
fact that the neutral particle is the lightest is not guaranteed, and such condition
must be enforced with the help of non-renormalizable operators (which represents
the mixing with states heavier than the cutoff of these operators).

The main purpose of this Chapter is to study how to experimentally exclude all the
possible EW charge assignments, indicated with the symbol nY . In order to do so,
it is pivotal to accurately compute the DM thermal mass.

For any given nY -plet, computing the EW annihilation cross-section in the early
Universe allows to infer the WIMP cosmological abundance, and therefore its mass.
By requiring it to match the measured value of the DM abundance today, ΩDMh

2 =
0.11933± 0.00091 [23], the mass of the n-plet can be univocally determined. These
mass predictions are an essential input to assess if and how the future experimental
program will be able to fully test the EW WIMP scenario. In contrast to previous
papers on the subject [43, 50, 52, 95, 96], our approach here is to minimize the
theory assumptions and fully classify the calculable freeze-out predictions. Because
of its infrared-dominated nature, the calculability of freeze-out depends purely on
the partial wave unitarity of the total annihilation cross-section [97], which we re-
analyze here for EW n-plets. All in all, demanding perturbative unitarity requires
n ≤ 13 for both bosonic and fermionic DM. Approaching this boundary the theory
uncertainty on the mass prediction grows as shown in Fig. 2.1. Stronger constraints
on n can be imposed by demanding the EW interactions to remain perturbative up
to scales well above the thermal DM mass.

The effects of Sommerfeld enhancement (SE) and of bound state formation (BSF) are
known to significantly affect the freeze-out predictions and need to be included. The
first effect has long been recognized to lead to an enhancement of the annihilation
cross-section at small relative velocities [49, 98, 99, 100]. The effects of BSF for
WIMP freeze-out have been first computed in Ref. [51] for the n = 5, Y = 0 fermionic
multiplet (see Ref.s [101, 102] for earlier computations in other contexts). Here we
extend their treatment to fermionic and scalar representations of arbitrary high n,
up to the break-down of perturbative unitarity. At growing n, we find that bound
states (BS) are more tightly bound, with their ionization rate being exponentially
suppressed. At the same time, the multiplicity of accessible BS channels grows
significantly. These two effects result in an increase of the annihilation cross-section
compared to the estimates of Ref. [103].

The freeze-out mass predictions are summarized in Table 2.1, Table 2.2 and Fig. 2.1
for the real and complex n-plets considered here. With masses ranging from several
TeV to tens or hundreds of TeV, most of the EW WIMP candidates are still out
of reach of present experiments, but could be tested in the future, thanks to the
forthcoming progress in collider physics and DM detection experiments. With the
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mass predictions at hand, we thus commence a systematic survey of the WIMP
phenomenology: i) at very high energy lepton colliders up to 30 TeV center of mass
energy [53, 104, 105, 106, 107]; ii) at direct detection experiments with 100 tons/year
of exposure like DARWIN [54, 108]; These two methods of detection can in the future
be able to exclude the WIMP paradigm. We comment in Sec. 2.7.1 the possibility to
study heavier WIMPs at high-energy γ-ray telescopes like CTA [55, 109, 110, 111].

We first examine the reach of a hypothetical future muon collider, studying in detail
for which values of center-of-mass energy and integrated luminosity the candidates
with n ≤ 5 can be fully probed through direct production.

We instead find direct production of the EW multiplets with n > 5 to be beyond
the reach of any realistic future machine (this is in contrast with the results of the
recent study [112] due to the increase of the thermal mass of higher n-plets with
the inclusion of BSF effects). These larger n-plets are possibly within the reach of
large exposure direct detection experiments, and will probably be tested more easily
with future high energy γ-ray telescopes. A careful study of the expected signals in
indirect detection is left for future works, given the large theoretical uncertainties.

This Chapter is organized as follows. In Sec. 2.1, Sec. 2.2 we summarize the EW
WIMP paradigm, discussing the real and complex case respectively. in Sec. 2.3 we
illustrate the main features of our freeze-out computations. We discuss them only
for the real candidates for clarity purposes, leaving the complex case to App. C.
These sections provide a full explanation on the results of Table 2.1, Table 2.2 and
Fig. 2.1. In Sec. 2.4 we discuss the implications of our study for a future muon
collider, while in Sec. 2.5 and Sec. 2.7 we briefly re-examine the reach of direct
detection experiments and other indirect probes respectively in light of our findings.

2.1 Which Real WIMP?
At the renormalizable level, the extensions of the SM that we consider are

Ls =
1

2
(Dµχ)

2 − 1

2
M2

χχ
2 − λH

2
χ2|H|2 − λχ

4
χ4 , (2.1)

Lf =
1

2
χ (iσ̄µDµ −Mχ)χ , (2.2)

for scalars and fermions, respectively, where Dµ = ∂µ − ig2W
a
µT

a
χ is the covari-

ant derivative, and T aχ are generators in the n-th representation of SU(2)L. The
Lagrangian for the real scalar in Eq. (2.1) also admits quartic self-coupling and
Higgs-portal interactions at the renormalizable level. The latter is bounded from
above by direct detection constraints (see Fig. 2.16 right) and gives a negligible
contribution to the annihilation cross-section.1

The neutral component and the component with charge Q of the EW multiplet are
splitted by radiative contributions from gauge boson loops. In the limit mW �MDM

1No other quartic coupling is allowed since χT a
χχ identically vanishes. Indeed, (T a

χ )ij is antisym-
metric in i, j, being the adjoint combination of two real representations, while χiχj is symmetric.
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Figure 2.1: Summary of the thermal masses for Majorana fermion (red) and real scalar
WIMPs (blue) including both Sommerfeld enhancement (SE) and bound state formation
(BSF). The solid lines are the thermal masses with SE. The dashed lines are the thermal
masses for the hard annhilation cross-section. The gray shaded region is excluded by s-
wave perturbative unitarity including BSF.

these contributions are non-zero and independent on Mχ. This fact can be under-
stood by computing the Coulomb energy of a charged state at distance r & 1/mW

or the IR mismatch (regulated by mW ) between the self-energies of the charged and
neutral states. The latter can be easily computed at 1-loop [115, 116, 117],

MQ −M0 '
Q2αemmW

2(1 + cos θW )
= Q2 × (167± 4) MeV , (2.3)

with the uncertainty dominated by 2-loop contributions proportional to α2
2mt/16π.

These have been explicitly computed in Ref.s [118, 119] giving a precise prediction
for the lifetime of the singly-charged component, which decays to the neutral one
mainly by emitting a charged pion with

cτχ+ ' 120 mm
T (T + 1)

, (2.4)

where 2T +1 = n. The suppression of the lifetime with the size of the EW multiplet
can be understood in the Mχ � mW limit where the mass splitting between the
charged and neutral components is independent of n while the coupling to W is
controlled by

√
T (T + 1)/2. As we will discuss in Sec. 2.4.2, the production of a

singly charged DM component at colliders gives the unique opportunity of probing
EW multiplets with n = 3 and n = 5 through disappearing tracks [43, 112, 120,
121, 122].

Interestingly, the IR generated splitting from gauge boson loops is not modified
substantially by UV contributions. The latter are generated only by dimension 7
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DM spin EW n-plet Mχ (TeV) (σv)J=0
tot /(σv)

J=0
max ΛLandau/MDM ΛUV/MDM

Majorana fermion

3 2.86± 0.01 – 2.4× 1037 2× 1012*
5 13.6± 0.8 0.003 5.5× 1017 3× 1012

7 48.8± 3.3 0.019 1.2× 104 1× 108

9 113± 15 0.07 41 1× 108

11 202± 43 0.2 6 1× 108

13 324.6± 94 0.5 2.6 1× 108

Real scalar

3 2.53± 0.01 – 2.4× 1037 4× 1024*
5 15.4± 0.7 0.002 7× 1036 3× 1024

7 54.2± 3.1 0.022 7.8× 1016 2× 1024

9 117.8± 15.4 0.088 3× 104 2× 1024

11 199± 42 0.25 62 1× 1024

13 338± 102 0.6 7.2 2× 1024

Table 2.1: Freeze-out mass predictions for WIMP DM in real EW multiplets with Y = 0.
The annihilation cross-section includes both the contribution of SE and BSF. We provide
a measure of how close the DM annihilation cross-section is to the unitarity bound for
s-wave annihilation (σv)J=0

max = 4π/M2
DMv. Approaching the unitarity bound, the error

on the WIMP mass grows proportionally to the enhancement of the next-to-leading order
(NLO) contributions estimated in Eq. (D.4). We derive the scale where EW gauge coupling
will develop a Landau pole by integrating-in the WIMP multiplet at its freeze-out mass.
The stability of both scalar and fermionic DM can always be enforced by requiring a Z2

symmetry in the DM sector to forbid DM decays. This symmetry forbids the scalar and
fermionic 3-plets decay at renormalizable level as indicated by the *. The value of the UV
cut-off ΛUV gives an idea of the required quality for this symmetry to make DM stable
and avoid stringent bounds on decaying DM (τDM > 1028sec) [113]: a new physics scale
lower than ΛUV would require a Z2 to explain DM stability, while a cut-off higher than
ΛUV would make DM stability purely accidental.

(dimension 6) operators if the DM is a Majorana fermion (real scalar) and can be
written as

∆LI ⊃
cI
ΛnI

UV
χaχb(H†T aH)(H†T bH) , (2.5)

with nI = 3, 2 for I = f, s. This corresponds to a splitting ∆MI ' cIv
4/ΛnI

UVM
3−nI
χ

which is always negligible with respect to the residual error on the 2-loop splitting
for ΛUV & 100 TeV and cI ∼ O(1). This is different from the complex WIMP, in
which the charged states lifetimes are free parameters.

Requiring perturbativity of the EW gauge coupling above the WIMP thermal mass
can provide an upper bound on the dimension of the SU(2)L representation. Indeed,
large SU(2)L n-plets will make the EW gauge coupling run faster in the UV, eventu-
ally leading to a Landau pole. In Table 2.1 we provide the value of the scale ΛLandau
such that g2(ΛLandau) = 4π. We integrate the RGE equations for the SM gauge
couplings at 2-loops and integrate-in the n-plet at the WIMP thermal mass.2 Com-
paring ΛLandau and ΛUV, we see that the stability of the fermionic n-plets with n ≤ 5
only depends on physics in a regime where the EW coupling is still perturbative.
Instead, the stability of n0-plets with n > 5 requires specifying a UV completion

2Our results are compatible with the ones found in Ref. [123] (where χ is integrated-in at MZ)
given that ΛLandau/MDM is approximately independent on MDM.
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DM spin nY MDM (TeV) ΛLandau/MDM (σv)J=0
tot (σv)J=0

max δm0 [MeV] Λmax
UV /MDM δmQM

[MeV]

DC

2 1
2

1.08± 0.02 > MPl - 0.22 - 2 · 104 107 4.8 - 104
31 2.85± 0.14 > MPl - 0.22 - 40 60 312 - 1.6 ·104
4 1

2
4.8± 0.3 'MPl 0.001 0.21 - 3 · 104 5 · 106 20 - 1.9 ·104

51 9.9± 0.7 3 · 106 0.003 0.21 - 3 25 103 − 2 · 103
6 1

2
31.8± 5.2 2 · 104 0.01 0.5 - 2 · 104 4 · 105 100 - 2 · 104

8 1
2

82± 8 15 0.05 0.84 - 104 105 440 - 104
10 1

2
158± 12 3 0.16 1.2 - 8 · 103 6 ·104 1.1 · 103 - 9 · 103

12 1
2

253± 20 2 0.45 1.6 - 6 · 103 4 ·104 2.3 · 103 - 7 · 103

CS

2 1
2

0.58± 0.01 > MPl - 4.9 - 1.4 · 104 - 4.2 - 7 · 103
31 2.1± 0.1 > MPl - 3.7 - 500 120 75 - 1.3 ·104
4 1

2
4.98± 0.25 > MPl 0.001 4.9 - 3 · 104 - 17 - 2 ·104

51 11.5± 0.8 > MPl 0.004 3.7 - 10 20 650 - 3 ·103
6 1

2
32.7± 5.3 ' 6 · 1013 0.01 4.9 - 8·104 - 50 - 5 · 104

8 1
2

84± 8 2 · 104 0.05 4.9 - 6 ·104 - 150 - 6 · 104
10 1

2
162± 13 20 0.16 4.9 - 4 · 104 - 430 - 4 · 104

12 1
2

263± 22 4 0.4 4.9 - 3 · 104 - 103 - 3 · 104

Table 2.2: Thermal masses of complex WIMPs with Y 6= 0, obtained including Som-
merfeld enhancement and BSF. The upper bound on n for even multiplets comes from the
perturbative unitarity bound, as can be seen from the (σv)J=0

tot /(σv)J=0
max , where (σv)J=0

max is
the maximal allowed annihilation cross section [97]. The loss of perturbativity is also sig-
naled by the Landau pole ΛLandau progressively approaching the DM mass. The upper bound
on odd n with Y = 1 comes from the perturbativity of the higher dimensional operators
generating δm0 . For multiplets with n > 5 the largest UV cutoff Λmax

UV required to generate
the minimal viable splitting is smaller than 10MDM. For each candidate we provide the
allowed range for the mass splittings. The lower limit on δm0 comes from strongest bound
between direct detection and BBN as shown in Fig. 2.2. The upper bound from the most
stringent condition between DD constraint from PandaX-4T [114] and the perturbativity
of the coupling of O0 in Eq. (2.6). Similarly, the lower limit on δmQM

comes from the
BBN bound on the charged state decay rate, while the upper limit from the strongest limit
between DD and the perturbativity of the coupling of O+ in Eq. (2.6).

for the EW gauge group that does not give rise to the dangerous operators listed in
App. A.1. In this sense, the Majorana 5-plet studied in Ref. [43] is special, because
it can be made accidentally stable by raising the scale ΛUV, without any further
assumption on the nature of the UV completion at ΛLandau.

Requiring ΛUV/Mχ & 10 to ensure perturbativity of the theory up to well above
the WIMP mass would select n ≤ 9 for fermions, and n ≤ 11 for scalars. However,
requiring a large hierarchy between ΛLandau and Mχ is not necessary to ensure the
calculability of thermal freeze-out, which depends only on EW processes at energies
much below the DM mass. A more robust upper bound on the dimension of the
SU(2)L n-plets will be derived in App. D, analyzing the s-wave unitarity of the
annihilation cross-section. This bound will require n ≤ 13 for both fermionic and
scalar WIMPs. A further study including the NLO effects also on BSF is found in
[124].
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2.2 Which Complex WIMP?
In this section we focus on complex WIMPs with Y 6= 0 whose phenomenology
differs substantially from the one with Y = 0. We focus here on the fermionic
case and leave the discussion about the scalar WIMPs to App. B.2. The minimal
Lagrangian for a fermionic complex WIMP with Y 6= 0 is:

LD = χ
(
i /D −Mχ

)
χ+

y0

Λ4Y−1
UV
O0 +

y+
ΛUV
O+ + h.c. ,

O0 =
1

2(4Y )!

(
χ(T a)2Y χc

) [
(Hc†)

σa

2
H

]2Y
, (2.6)

O+ = −χT aχH†σ
a

2
H ,

where T a is a SU(2)L generator in the DM representation. The main difference
with respect to real WIMPs is that the renormalizable Lagrangian is no longer
sufficient to make the DM model viable. In Eq. (2.6) we write only the minimal
amount of UV operators required to make the DM model viable. As we discuss
in App. B.1 these operators are also unique and possibly accompanied by their
axial counterparts. These are obtained from the ones in Eq. (2.6) by adding a γ5
inside the DM bilinear. We now illustrate the physical consequence of O0 and O+

in turn in Sec. 2.2.1 and Sec. 2.2.2 and derive the implication for the viability of
complex WIMPs in Sec. 2.2.3. In general none of the complex WIMPs with Y 6= 0
can be accidentally stable in the sense of Minimal Dark Matter [43]. Specific UV
completions of the physics generating the inelastic splitting in Eq. (2.8) might allow
for DM accidental stability. This question goes beyond the scope of this study.
Conversely, complex WIMPs with Y = 0 can be accidentally stable thanks to the
gauging of the unbroken U(1) flavor symmetry in the DM sector [96]. The freeze-out
predictions for these millicharged WIMPs are given in App. E. We comment on DM
stability in App. A.

Our results are summarized in Table 2.2, whose logic can be explained as follows.
Once the DM mass is fixed from the freeze-out predictions, the phenomenology of
complex WIMPs depends essentially on two parameters: i) the “inelastic” splitting
between the-next-to lightest neutral component and the DM; ii) the “charged” split-
ting between the charged components and the DM. In our setup these splittings are
generated by its (non-renormalizable) interactions with the SM Higgs (generated by
unspecified UV dynamics).

The inelastic splitting δm0 is bounded from below by DD constraints [125, 126] and
BBN constraints on the decay of the next to lightest neutral component. Interest-
ingly, this requirement alone selects a limited number of complex WIMPs: i) scalar
and fermionic WIMPs with Y = 1/2 and even n up to the unitarity bound of the
freeze-out annihilation cross section [97]; ii) scalar and fermionic WIMPs with Y = 1
and n = 3, 5. Multiplets Y = 1 and n > 5 or with higher hypercharges are excluded.
At the same time, the inelastic splitting is bounded from above by DD constraints
on Higgs-mediated nuclear recoils. This leaves a finite window for the inelastic split-
ting of every multiplet which we report in Table 2.2. This window will be further
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probed by large exposure DD experiments such as LZ [127], XENONnT [128], and
ultimately by DARWIN/G3 [54, 129].

The natural value of the charged splitting δmQ is fixed by the radiative EW con-
tributions [115, 116, 117] but (non-renormalizable) interactions with the SM Higgs
can induce large deviation from this value. In particular, for all the n-plets with
non-maximal hypercharge, these interactions are required to make the DM stable.

The allowed range of the two splittings above controls the hierarchy of the states
within the EW multiplet. In this parameter space one can map out the expected
signals in a future hypothetical muon collider [130]. Depending on the lifetime of
the charged states we can have different signatures at colliders: i) long lived charged
tracks; ii) disappearing tracks (DT); iii) missing energy accompanied by an EW
bosons. While the first two searches rely on the macroscopic decay length of the
charged states, the last is directly related to the DM pair production recoiling against
one (or more) EW boson. In general, a future muon collider could complement the
large exposure DD experiments in probing complex WIMPs in regions of the param-
eter space where the DD drops below the neutrino floor of xenon experiments [131].

2.2.1 Inelastic splitting

The non-renormalizable operator O0 is required to remove the sizeable coupling to
the Z boson of the neutral component χN of the EW multiplet

LZ =
ieY

sin θW cos θW
χN /ZχN . (2.7)

This coupling would lead to an elastic cross section with nuclei already excluded by
many orders of magnitude by present DD experiments [132]. After the EWSB, O0

induces a mixing between χN and χcN . Replacing the Higgs with its VEV, (Hc†)σ
a

2
H

is non-zero only if we pick σa = σ+, so that the new (pseudo Dirac) mass term in
the Lagrangian reads

Lm =MχχNχN +
δm0

4
[χNχ

c
N + χcNχN ] ,

δm0 = 4y0cnY 0ΛUV

(
v√
2ΛUV

)4Y

.

(2.8)

cnY Q = 1
2Y +1(4Y )!

∏Y−1−|Q|
j=−Y−|Q|

√
1
2

(
n+1
2

+ j
) (

n−1
2
− j
)

contains the normalization of
O0 and the matrix elements of the generators. The mass eigenstates are Majorana
fermions, χ0 and χDM, with masses M0 = Mχ + δm0/2 and MDM = Mχ − δm0/2,
whose coupling to the Z boson is

LZ =
ieY

sin θW cos θW
χ0 /ZχDM . (2.9)

The Z-mediated scattering of DM onto nucleons is no longer elastic and the process
is kinematically forbidden if the kinetic energy of the DM-nucleus system in the
center-of-mass frame is smaller than the mass splitting
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Figure 2.2: Summary of the lower bounds on the neutral mass splitting. The dark green
shaded region is excluded by tree-level Z-exchange in XENON1T [133] for both scalar and
fermionic DM. The dashed green line shows what XENON1T could probe by analyzing
high recoil energy data. The blue and red lines are the BBN bounds on the splitting for
fermionic and scalar DM respectively.

1

2
µv2rel < δm0 , µ =

MDMmN

MDM +mN

, (2.10)

where mN is the mass of the nucleus, µ is the reduced mass and vrel is DM-nucleus
relative velocity. In particular, given the upper bound on the relative velocity vrel <
vE + vesc, where vE = 240 km/sec is the Earth’s velocity and vesc = 600 km/sec
is the assumed escape velocity of DM in the Milky Way, the largest testable mass
splitting is δmmax

0 = 1/2µ(vE + vesc)
2 which for xenon nuclei gives δmmax

0 ' 450 keV.
The splitting for a given recoil energy is

δm0(ER) =
√
2mNER(vE + vesc)− ER

mN

µ
, (2.11)

which explain why the maximal constrained splitting experimentally is δmmax,exp
0 '

240 keV as shown in Fig. 2.2, given that XENON1T [133] analyzed data only for
ER < 40 keV. Extending the range of XENON1T to higher recoil energies would be
enough to probe splitting up to δmmax

0 as already noticed in Ref. [125, 126].

In principle, larger mass splittings can be reached using heavier recoil targets than
xenon such as iodine in PICO-60 [134], tungsten in CRESST-II [135], CaWO4 [136],
PbWO4 [137], 180Ta [138], Hf [139] and Os [140]. However, these experiments cur-
rently do not have enough exposure to probe EW cross-sections.

A complementary bound on δm0 comes from requiring that the decay χ0 → χDM+SM
happens well before BBN. The leading decay channels are χ0 → χDMγ, χ0 → χDMν̄ν
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and χ0 → χDMēe with decay widths

Γγ =

(
1 +

1

2
log

(
m2
W

M2
DM

))2
Y 2α2

2αem

π2

δm3
0

M2
DM

, (2.12)

Γν̄ν ' 6Γēe =
G2
F δm

5
0Y

2

5π3
. (2.13)

The first process is induced by a dipole operator generated at 1-loop for fermionic
DM as computed in [141]. The three body decays are instead induced at tree-level
by the EW interactions both for fermionic and scalar DM. For fermionic DM, the
dipole-induced decay dominates the width in the mass range of interest. In order
for these processes not to spoil BBN, we have to impose the following condition on
the decay rate of χ0:

Γχ0 ≡ Γν̄ν + Γēe + Γγ > τ−1
BBN , (2.14)

where τ−1
BBN = 6.58×10−25 GeV. The lower bounds on the neutral mass splitting for

fermions are shown in Fig. 2.2 together with those for scalars computed in App. B.2.
The main difference between scalars and fermions is that the former are typically
more long lived due to the suppression of χ0 → χDMγ. As a consequence the BBN
bounds are stronger for scalar WIMPs.
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Figure 2.3: Mass splittings of 31 (left) and 41/2 (right) as a function of δm2+. In the
31 case, no mixing between the charged components of the multiplet can occur and δm+ is
a monotonic function of δm2+. In the 41/2 case, instead, because of the mixing induced
by O0, the positively charged mass eigenstate χ+ is always heavier than χ−. The splitting
between χ+ and χ− has a minimum of order δm0, which was taken 50 MeV in this plot
for display purposes.

2.2.2 Charged splitting
The operator O+ in Eq. (2.6) is necessary to make the DM the lightest state in the
EW multiplet for all the n-plets whose hypercharge is not maximal. Indeed, EW
interactions induce at 1-loop mass splittings between the charged and the neutral
components of the EW multiplet which in the limit mW �Mχ are [115, 116, 117]

∆MEW
Q = δg

(
Q2 +

2Y Q

cos θW

)
, (2.15)
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where δg = (167 ± 4) MeV and Q = T3 + Y . This implies that negatively charged
states with Q = −Y are pushed to be lighter than the neutral ones by EW inter-
actions. Notable exceptions are odd-n multiplets with Y = 0 where one recovers
Eq. (2.3) and all the multiplets with maximal hypercharge |Ymax| = (n− 1)/2 where
negatively charged states are not present. For these multiplets, having y+ = 0 would
be the minimal and phenomenologically viable choice.

Including the contribution of O+, the final splittings δmQ = MQ −MDM between
the DM and the charged components read

δmQ =
δm0

2
+ δgQ

2 + sgn(Q)

√(
2Y δg
cos θW

− y+v2

4ΛUV

)2

Q2 +
δm2

0

4

c2nY Q
c2nY 0

, (2.16)

where sgn(Q) in Eq. (2.16) accounts for the presence of opposite charge states that
are not related by charge conjugation, as implied by to the non-zero hypercharge of
our WIMPs. The second term inside the square root comes from the mixing between
the charged gauge eigenstates χQ and χc−Q induced by O0. This obviously vanishes
for Q > (n− 1)/2− Y .

The different charged-neutral mass splittings can all be written in terms of two
independent splittings, which we choose to be δm0 and δmQM

, where QM ≡ Y +
(n− 1)/2 is the largest electric charge in the multiplet. Since cnY QM

= 0, δmQM
is a

monotonic function of y+ and Eq. (2.16) can be inverted. In Fig. 2.3 we show as an
example the mass splittings of 31 and 41/2 as a function of δm2+. In the former case,
no mixing occur within the components of the multiplet and δm+ is a monotonic
function of δm2+. For the 41/2, instead, the mixing induced by O0 between the
components with Q = ±1 makes the positively charged mass eigenstate χ+ heavier
than χ−.

In Sec. 2.5.2 we will explore the parameter space spanned by δm0 and δmQM
, fixing

the thermal DM mass of every EW multiplet as shown in Table 2.2. Crucially,
the operators inducing the splitting in Eq. (2.6) also generate new Higgs-exchange
contributions to the spin-independent scattering cross-section of DM on nucleons.
Therefore, the current best upper limit on the DM elastic cross section onto nucleons
set by PandaX-4T [114] translates into upper bounds on the neutral and charged
splittings as reported in Table 2.2.

Charged-neutral splittings smaller than the EW one in Eq. (2.15) require a certain
amount of fine-tuning between UV operators and the EW contribution. To quantify
this we define the Fine Tuning (F.T.)

F.T. ≡ max
I

[
d log δmQ

d log δmI

]
, (2.17)

where the index I runs over the three contributions in the definition of δmQ in
Eq. (2.16). Large values of F.T. imply a significant amount of cancellation between
two or more parameters.
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2.2.3 Viable complex WIMPs
The EFT approach used to write Eq. (2.6) is meaningful only if the UV physics
generating O+ and O0 is sufficiently decoupled from DM. When ΛUV approaches
the DM mass the cosmological evolution of the DM multiplet cannot be studied in
isolation, since the heavy degrees of freedom populates the thermal bath at T 'MDM
and are likely to modify our freeze-out predictions. To avoid these difficulties we
restrict ourselves to ΛUV ≥ 10MDM. Notice that this choice is conservative since
freeze-out happens at T �Mχ.

This condition, together with the required inelastic splittings in Fig. 2.2, can be
used to select the viable complex WIMPs. Starting from Eq. (2.8) and imposing
δm0 > δmmin

0 , we derive the viable window for ΛUV:

10MDM < ΛUV ≤
(
4y0cnY 0v

4Y

22Y δmmin
0

) 1
4Y −1

. (2.18)

We are now interested in estimating for which multiplets the viable window shrinks
to zero. Setting y0 = (4π)4Y in Eq. (2.18) that is the largest value allowed by Naive
Dimensional Analysis (NDA) we derive the values of n and Y having a non zero
cutoff window in Eq. (2.18). These are for both scalar and fermionic WIMPs n1/2

multiplets with n ≤ 12 together with the 31 and the 51 mupltiplets.

This result can be understood as follows. The upper bounds on n for Y = 1/2
multiplets come from the perturbative unitarity of the annihilation cross section as
discussed in App. D. The maximal cutoff required to obtain the phenomenologically
viable splittings is of order ∼ 107 TeV as shown in the fifth column of Table 2.2.
This is many orders of magnitude larger than the DM masses allowed by freeze-out
so that Eq. (2.18) results in a wide range of allowed ΛUV.

For Y = 1 multiplets the maximal required cutoff is of order ∼ 102 TeV so that the
n-dependence of the allowed window in Eq. (2.18) becomes relevant. Given that the
DM mass grows with n as MDM ∼ n5/2 and the required cutoff stay approximately
constant, we expect the allowed window to shrink to zero for large n. Numerically
we find that the last allowed multiplet has n = 5.

We refer to App. B.2 for a similar argument for scalar WIMPs. These have a slightly
different parametric which however results in the same viable EW multiplets of the
fermionic case.

We now introduce the minimal splitting benchmark: that is when the mass splittings
are chosen to be the smallest possible allowed by the requirements of the previous
section. For fermions, we set δm0 = 220 keV for n1/2 WIMPs with n ≤ 4 as well as
for the allowed n1 WIMPs. For n1/2 WIMPs with n > 4 the BBN bound in Fig. 2.2
gives the minimal δm0. For scalars instead, we set δm0 = 4.9 MeV for n1/2 and
δm0 = 3.7 MeV for n1 WIMPs, both coming from BBN.

In this minimal setup, 21/2 and 31 stand out as the only two multiplets where the
DM is automatically the lightest state, with a splitting with the Q = 1 state given
by the pure EW splitting in Eq. (2.15) that is 354 MeV for 21/2 and 542 MeV for 31.
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For all the other WIMPs a UV generated splitting is needed to make the DM lighter
than the negatively charged states. We fix this splitting to the smallest possible
value that gives the DM as the lightest state. As can be seen from Eq. (2.16) this
requires a UV splitting which is of the order of the EW one.

This is useful to study the complex WIMPs in the minimal setup. We will explore
in Sec. 2.6 what happen in the non-minimal scenario, in which the splittings are
allowed to vary.

2.3 WIMP cosmology
The determination of the DM thermal mass hinges on a careful computation of
the DM annihilation cross-section in the non-relativistic regime. This require the
inlcusion of non-perturbative effects such as Sommerfeld Enhancement (SE) and
Bound State Formation (BSF). To discuss the impact of such effects, we will discuss
only the real WIMP scenario: in the complex case they can also arise from the
exchange of the weak hypercharge boson, but the qualitative picture does not change,
and it will be discussed in App. C. For real WIMPs, the potential is generated
by SU(2)L gauge boson exchange between DM pairs. It is attractive for isospins
I .
√
2n, resulting into Bound State Formation (BSF) through the emission of an

EW gauge boson in the final state. The energy of the emitted gauge boson is of the
order of the Bound State (BS) binding energy EBI

' α2
effMχ

4n2
B
− αeffmW , where nB is

the BS energy level, αeff is the effective weak coupling defined in Eq. (2.28), and we
neglected corrections of order m2

W/M
2
χ. In the non-relativistic limit, and at leading

order in gauge boson emission, the BSF process

χi + χj → BSi′j′ + V a (2.19)

is encoded in the effective dipole Hamiltonian described in Ref. [51, 142] which
dictates the BS dynamics.

H LO
I = − g2

Mχ

(
~Aa(~x1) · ~p1T ai′iδj′j + ~Aa(~x2) · ~p2T

a

j′jδi′i

)
+

+ g2α2

(
~Aa(0) · r̂e−Mar

)
T bi′iT

c

j′jf
abc ,

(2.20)

where the first to terms are a simple generalization of the standard QED dipole
interaction while the last one is a purely non-abelian term which arises from vector
boson emission from a vector line.

The BS dynamics relevant for DM freeze-out is well described by the unbroken
phase of SU(2)L so that the configuration of the DM pair can be decomposed into
eigenstates of the isospin I of the pair

|χχ〉IIz = C(IIz|ij)|χiχj〉, Iz ∈
[
−I − 1

2
,
I − 1

2

]
, (2.21)
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where C(IIz|ij) are the Clebsch-Gordan coefficients and I is the dimension of the
isospin representation. Denoting with L and S the total angular momentum and the
spin, the isospin-Lorentz structure of the dipole Hamiltonian enforces the following
selection rules: i) ∆S = 0 because the dipole Hamiltonian is spin-independent; ii)
|∆L| = 1 because the dipole operator transform as a vector under rotations; iii)
|∆I| = 2 because a single, G-parity odd weak boson is emitted.

Since we are dealing with real representations, spin-statistics imposes further re-
strictions on the allowed quantum numbers, depending on the fermionic or scalar
nature of the wave function. In particular we have

(−1)L+S+
I−1
2 = 1 , (2.22)

which implies that for scalars nBs (nBp) bound states, i.e. with L = 0 (L = 1), can
exist only with even (odd) I−1

2
, while for fermions odd (even) I−1

2
states with L = 0

are forced to have S = 1 (S = 0).

We are now ready to describe the system of coupled Boltzmann equations for the
evolution of the number densities of DM and BS. Following [51], we will discuss how
this coupled system can be reduced to a single equation for the DM number density
with an effective annihilation cross-section. The Boltzmann equations for DM and
BS read

z
dYDM

dz
= −2s

H
〈σannvrel〉

[
Y 2
DM − (Y eq

DM)
2
]
− 2s

Hz

∑
BI

〈σBI
vrel〉

[
Y 2
DM − (Y eq

DM)
2YBI

Y eq
BI

]
,

(2.23a)

z
dYBI

dz
= Y eq

BI

{
〈ΓBI ,break〉

H

[
Y 2
DM

(Y eq
DM)

2
− YBI

Y eq
BI

]
+
〈ΓBI ,ann〉

H

[
1− YBI

Y eq
BI

]
+

+
∑
BJ

〈ΓBI→BJ
〉

H

[
YBJ

Y eq
BJ

− YBI

Y eq
BI

]}
, (2.23b)

where BI,J,... labels the different bound states, z = Mχ

T
, s is the entropy density and

Y = n
s

is the number density per co-moving volume.

The dynamics of a given BS BI in the plasma is described by Eq. (2.23b) and
depends on: i) its ionization rate 〈ΓBI ,break〉; ii) its annihilation rate into SM states
〈ΓBI ,ann〉; iii) its decay width into other bound states 〈ΓBI→BJ

〉. The ionization rate
〈ΓBI ,break〉 ≡ nγ〈σI,breakvrel〉 encodes the probability of a photons from the plasma
to break the BS BI . Assuming thermal equilibrium, detailed balance relates the
cross-section for the BS breaking 〈σI,breakvrel〉 to the BSF cross-section 〈σBI

vrel〉

〈ΓBI ,break〉 =
g2χ
gBI

(MχT )
3
2

16π
3
2

e−
EBI
T 〈σBI

vrel〉 , (2.24)

where gBI
and gχ count the number of degrees of freedom of the bound state BI

and of the DM multiplet, respectively. If either the BS decay or the annihilation
rate satisfies Γ � H, we can neglect the LHS in Eq. (2.23b), obtaining algebraic
relations between the DM and the BS yields.
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Plugging these relations into Eq. (2.23a), we arrive at the final form of the DM
Boltzmann equation

dYDM

dz
= −〈σeffvrel〉s

Hz
(Y 2

DM − Y
eq,2
DM ) , (2.25)

where
〈σeffvrel〉 ≡ Sann(z) +

∑
BJ

SBJ
(z), (2.26)

and we defined the effective cross-section as the sum of the direct annihilation pro-
cesses, Sann, and the ones which go through BSF, SBJ

. In particular, Sann can be
written as

Sann =
∑
I

〈SIEσIannvrel〉 , (2.27)

where σIann is the hard cross-section for a given isospin channel I, SIE is the Som-
merfeld enhancement (SE) of the Born cross-section, and vrel is the relative velocity
of the two DM particles. In the limit of small relative velocity between the DM
particles (but larger than mW/Mχ), the SE factor can be approximated as

SIE ≈
2παeff

vrel
, where αeff ≡

I2 + 1− 2n2

8
α2 . (2.28)

The finite mass effects modify the behavior of the SE at vrel . mW/Mχ and are
included in our full computation (see Ref. [100] for explicit formulas). However,
Eq. (2.28) will be enough to estimate the behavior of the SE at the temperatures
most relevant for freeze-out.

Analogously we can factorize the BSF processes as

SBJ
=
∑
I,l

〈SIES
I,l
BJ
〉RBJ

, (2.29)

where SI,lBJ
is the “hard” BSF cross-section of the state BJ starting from a free

state with angular momentum l and isospin I multiplied by the SE factor of that
particular isospin channel as defined in Eq. (2.28). Explicit expressions for this can
be found in Ref. [51, 142]. RBJ

gives instead the effective annihilation branching
ratio into SM states which depends on the detailed BS dynamics (i.e. annihilation,
ionization and decay). In particular, RBJ

approaches 1 once the temperature of the
plasma drops below the binding energies of the bound states involved in the decay
chains.

In the case of a single BS, RBJ
takes a rather intuitive form

RBJ
=

〈Γann〉
〈Γann〉+ 〈Γbreak〉

, (2.30)

which applies to 1sI and 2sI BS with I ≤ 5. The latter, once formed, annihilate
directly into pairs of SM vectors and fermions, with rates Γann ' α5

eff/n
2
BMχ. These

BS together make up for more of the 50% of the BSF cross-section.
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Figure 2.4: Effective cross-section for BSF normalized over the total annihilation cross-
section as a function of z = Mχ/T assuming vanishing ionization rates, i.e. RBS = 1
(see Eq. (2.29) and below). The dashed lines for the fermionic 5-plet (dark blue) and
7-plet (cyan) show the deviation of the real bound state dynamics from the approximation
of vanishing ionization rates. For n > 5 the error due to the RBS = 1 is subdominant
compared to the virtual and real effects at NLO in gauge boson emission.

While the effect of BSF has already been computed for the fermionic 5-plet in
Ref. [51], here we include it for the first time for all WIMP candidates. For larger
EW multiplets, we find the relative effect of BS dynamics on the total cross-section
increases, as can be seen from Fig. 2.4.

This is the consequence of two effects: i) the binding energy grows at large n,
suppressing the ionization rate with respect to the annihilation one; ii) at larger n
the number of attractive channels increases and thus the BS multiplicity per energy
level grows linearly with n. For example, for n = 5 the attractive channels have
I = 1, 3, 5, for n = 7 BS with I = 7, 9 can also form. The relevance of these higher
isospin channels was not recognized in [103], where only the I = 1, 3 channels were
included, significantly underestimating the thermal mass already for n = 7.

As we increase the dimension of the multiplet, the bound states become more tightly
bounded and the effect of the ionization rate becomes smaller. This can be explicitly
seen from Eq. (2.24) where the binding energy controls the Boltzmann suppression
of the ionization rate. For this reason, we only account for the detailed BS dynamics
for n ≤ 7 while for n > 7 we set the annihilation branching ratios to 1. We assume,
as explicitly checked for the 7-plet, that the formation cross sections for 4s and 3p
BS are negligible. In fact, the cross sections of BS differring only for their principal
quantum number have the same parametric dependence on n, so that the hierarchy
between different energy levels is independent on n.
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2.4 WIMP at high energy lepton colliders
We now look at the possible detection strategies for direct production of WIMPs at
collider experiments. From the results in Table 2.1, Table 2.2 one can immediately
see that DM masses & 30 TeV are required to achieve thermal freeze-out for EW
multiplets with n > 5, . Pair-production of these states would require center-of-mass
energies exceeding 60 TeV, which are unlikely to be attained at any realistic future
facility. On the other hand, multiplets with n ≤ 5 have thermal masses in the few
(tens) of TeV range, potentially within the reach of present and future colliders.

Direct reach on these dark matter candidates at hadron colliders is limited by the
absence of QCD interactions for the DM candidates, which can be produced only
via electro-weak interactions. As such the limits at the LHC (see e.g. [143]) are
rather far from the interesting thermal mass targets and only a future pp collider
may have the reach for some low-n candidates if collisions around 100 TeV can
be attained [121, 144, 145]. Low energy e+e− colliders tend to have reach mainly
through indirect effects, e.g. the modification of the angular distributions in simple
ff̄ production at center of mass energies below the threshold to produce the DM
pair. The reach in this case is up to masses a factor a few above the center of mass
energy [146, 147].

A very-high-energy lepton collider, such as a muon collider, would be the perfect
machine to hunt for these WIMPs, due to its large center-of-mass energy, relatively
clean collision environment, and the capability of pair-producing weakly interacting
particles up to kinematical threshold. Here we consider in particular a future muon
collider with center-of-mass energy of 10 TeV or more and the baseline integrated
luminosity of [104]

L ' 10 ab−1 ·
( √

s

10 TeV

)2

. (2.31)

While such a machine is currently not feasible, various efforts to overcome the
technological challenges are ongoing. Early developments on machine performances
[148, 149] found the luminosity Eq. (2.31) to be achievable for

√
s . 10 TeV, and

further development to produce a realistic accelerator design is currently in progress
[53, 150].

We implement two possible search strategies: i) Missing Invariant Mass searches
(MIM), in which some SM particle recoils against the heavy, undetected DM particle,
ii) Disappearing Tracks (DT) searches, in which one of the charged partner of the
DM leaves a macroscopic track in the detector before decaying inside it.

We mention a third possible method for testing direct production of WIMPs, which
is via resonant production of bound states at colliders [151, 152]. It can be very pow-
erful for specific candidates with the right quantum numbers such as the Majorana
50, but not in general and therefore we will not further discuss this channel.

The biggest difference relevant for collider searches between the real and complex
candidates is that the lifetime of the real ones is fixed and cannot be significantly
modified by UV physics. On the other hand, in the complex WIMP scenario the
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splittings δm0, δmQM
determine the lifetime of the charged components of the EW

multiplet, which are pivotal to understand the viable collider signatures. When
discussing about MIM for complex WIMPs, we will assume that the charged particles
promptly decays into the stable neutral DM. To be more systematic, we will fix
as a benchmark point the minimal splitting case, in which the parameters of the
model are chosen to give the minimal mass splitting allowed by phenomenological
constraints. Then we discuss the reach in general as a function of the lifetime.

We start by discussing missing energy signatures for real candidates. For n =
3, 5, Y = 0 we determine the minimal center-of-mass energy and luminosity required
to directly probe the freeze-out predictions. The n = 7 candidate is too heavy to
be directly tested at thes machines. First, we detail in Sec. 2.4.1 the prospects for
the observation of DM as undetected carrier of momentum recoiling against one or
more SM objects. We systematically study all the “mono-V” channels, where DM
is recoiling against a SM gauge boson V = γ, Z,W . We also investigate double
vector boson production, that we dub “di-V” channels, where requiring a second
SM gauge boson in the final state could help ameliorating the sensitivity. After
the preliminary study on real WIMPs, we transfer this knowledge to the complex
WIMP case. We will only compute the reaches for the mono-γ, mono-W channels in
these cases: as it will be shown for the real WIMPs, multiple emissions are effective
only for the heavier candidates and in presence of large systematics. The mono-Z
channel instead has a lower reach.

Second, in Sec. 2.4.2 we study the reach of disappearing track searches – which are
robust predictions of WIMPs in real EW representations as discussed in Sec. 2.1
– recasting the results of [122]. For the complex case we discuss the reach for the
minimal splitting benchmark and then in full generality.

Notice that our study is in principle applicable both to high-energy µ+µ− and e+e−
colliders, even though soft QED radiation, beam-strahlung, and the presence of
beam-induced backgrounds could affect the results in different ways.

The projections for direct production derived here have to be contrasted with similar
studies in the context of future high energy proton machines [120, 121] (which are
limited by the partial reconstruction of the collision kinematics) or electron-positron
machines [153, 154] (which are limited by the moderate center-of-mass energy and
hence more effective to hunt for lighter DM candidates).

Complementary studies have also considered indirect probes of WIMPs at future
high energy lepton colliders, focusing on the modifications of Drell-Yan processes [147].
Given the freeze-out masses of Table 2.1, EW n-plets with n > 5 are beyond the
reach of any realistic future collider directly. Including indirect methods (correc-
tions to fermion production cross sections) can help lowering the required energy
for n = 5, 7 [155]. In particular, via these methods, the Majorana 7-plet can be
excluded at energies of order 30 TeV.

A summary of the capabilities of the several stages of a high energy muon collider
is given in Fig. 2.5 under the assumption of luminosity following the scaling of
Eq. (2.31). The upshot of these studies is that, as the center of mass energy of the
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collider is increased, the higher energy machine gains sensitivity to heavier WIMP
candidates. All in all, the list of WIMP candidates that we have described in this
Thesis provides a series of targets that can be probed at successive stages of a future
high energy muon collider.

2.4.1 WIMPs as missing momentum
We perform a full study of the different channels to observe DM as undetected
carrier of momentum. The generic strategy is to measure a hard SM particle or a
set of particles X recoiling against a pair of invisible objects,

`+`− → χiχj +X . (2.32)

Notice that we treat all the components χi of the EW multiplet as invisible, assuming
the soft decay products of the charged states to be undetected. Additional soft
SM radiation is also implicit in Eq. (2.32). The prospects for the “mono-photon”
topology at a future muon collider have been already studied in [112]. Here, we
want to extend this analysis by enlarging the set of SM objects recoiling against the
invisible DM multiplets.

Mono-V. We start by considering “mono-V” scattering processes where V= γ, Z,W
is a generic EW gauge boson that accompanies the production of χ states from the
n-plet,

mono-γ: `+`− → χiχ−i + γ , (2.33)
mono-Z: `+`− → χiχ−i + Z , (2.34)
mono-W : `+`− → χiχ−i∓1 +W± . (2.35)

The main contribution to all these processes comes from initial- and final-state
radiation of a vector boson, which have sizeable rates because of the large weak
charge of the DM multiplet and the weak charge of the beams.3 We sum over
all components of the multiplet χi, but the dominant signal corresponds to the
production of the state with largest electric charge (i = ±n), subsequently decaying
into DM plus soft SM particles.

For each of these signals, the corresponding SM background is dominated by a single
process,

mono-γ bkg: `+`− → γνν̄ , (2.36)
mono-Z bkg: `+`− → Zνν̄ , (2.37)
mono-W bkg: `+`− → W∓ν + `±(lost) , (2.38)

where the missing transverse momentum is carried by neutrinos; the mono-W back-
ground also requires a lost charge along the beam.

3The mono-Higgs signal has a much lower cross-section due to the suppression of initial- and
final-state radiation. Furthermore, final-state radiation is model-dependent for scalar DM.
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Figure 2.5: Mass reach in the mono-γ, mono-W and DT channels for fixed luminosity
as per Eq. (2.31) at

√
s 3 TeV (yellow), 6 TeV (green), 10 TeV (light blue), 14 TeV (red),

and 30 TeV (purple). In the mono-W and mono-γ searches we show an error bar, which
covers the range of possible exclusion as the systematic uncertainties are varied from 0 to
1%. The colored bars are for an intermediate choice of systematics at 0.1%. In the 1 DT
search the error bar corresponds to uncertainties from 0 to 10%, and the colored bars to
1%. The 2 DT search is not affected by systematics. Missing bars denoted by an asterisk
* correspond to cases where no exclusion can be set in the mass range Mχ > 0.1

√
s. For

such cases it is worth considering VBF production modes at the fixed luminosity Eq. (2.31)
or higher luminosity at potentially smaller

√
s as illustrated in Fig.s 2.9,2.10
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Figure 2.6: Reach from mono-W searches at a muon collider, as a function of collider
center-of-mass energy

√
s and integrated luminosity L. The blue contours show the 95%

C.L. reach on the WIMP mass; the prediction from thermal freeze-out is shown as a
red line. The precision of the measurement is shown by the blue shadings. Systematic
uncertainties are assumed to be negligible. The white line corresponds to the luminosity
scaling Eq. (2.31), with various collider benchmarks shown as colored squares:

√
s = 3 TeV

yellow,
√
s = 6 TeV green,

√
s = 10 TeV blue,

√
s = 14 TeV orange and

√
s = 30 TeV

red. Left: Majorana 3-plet. Right: Majorana 5-plet.

We simulate signal and background events with MadGraph5_aMC@NLO [156,
157], for different DM mass hypotheses and different collider energies. The W and
Z bosons are assumed to be reconstructed from all their visible decay products and
are treated as single objects. We impose basic acceptance cuts on the rapidity and
transverse momentum of the vectors, requiring |ηV | < 2.5 and pT,V > 10 GeV. Other
detector effects are neglected.

We then perform a cut-and-count analysis, estimating the significance of the signal
as

significance =
S√

S +B + ε2sys (S
2 +B2)

, (2.39)

where S,B are the numbers of physical signal and background events, and εsys
parametrizes the systematic uncertainties. The signal is isolated from the back-
ground employing the kinematics of the visible object, parametrized in terms of its
transverse momentum pT,V , its pseudo-rapidity ηV , and the missing invariant mass
(MIM) which is a function of the energy of the visible particle itself

MIM =
(
s+m2

V − 2
√
sEV

)1/2
. (2.40)

We select events with MIM ≥ 2Mχ, pT,V ≥ pcutT,V , |ηV | ≤ ηcutV , where the pT and
η selection cuts are chosen to maximize the significance for each value of Mχ. The
precise values of the selection cuts, together with the expected number of events and
the reach of the various search channels, are given in Table F.1 in the Appendix.

32



The background rates for mono-γ and mono-Z are very similar, with fiducial cross-
sections of around 3 pb that depend weakly on the collider energy. As already
pointed out in [112] for the mono-γ case, the optimal reach on Mχ is obtained for low
signal-to-noise ratios – in other words, systematic uncertainties could be important.
For this reason, we present results for different values of εsys = 0, 1‰, 1%. We point
out that in presence of larger systematic uncertainties, the optimal selection cuts
are stronger (as can be seen in Table F.1) and lead to higher values of S/B.

The mono-W differs from the other two channels. The SM background is dominated
by vector boson fusion (VBF) processes, that lead to forward leptons (lost along the
beam pipe) and W bosons. The signal is instead made of events where the W is
radiated from the initial or final states, leading to a more central distribution. The
cut on pT,W can efficiently suppress the VBF background, with a lesser impact on
the signal compared to the mono-γ or mono-Z cases. As a consequence, we find that
the mono-W search has the best sensitivity among the various mono-X channels.
We comment in App. F.2 on detils of the background computation. The 95% C.L.
exclusion reach on Mχ for a Majorana 3-plet and 5-plet is shown in Fig. 2.6 as a
function of collider center-of-mass energy

√
s and luminosity L. We also show the

expected values of S/B for the excluded signal in absence of systematic errors, which
are rather low also for the mono-W search.

Due to the presence of initial-state radiation, the W boson of the signal has a
preference for being emitted in the forward (backward) direction, measured with
respect to the flight direction of the `− beam, if its charge is negative (positive).
Since the charge of the W boson is potentially observable for leptonic decays, we
can envisage a strategy to isolate the signal from the background using the full
distribution in ηW (instead of its absolute value). We thus also perform an analysis
of leptonic mono-W events, where we impose the additional cut ηW± ≶ 0. We find
the reach of this search to be weaker than the one of the inclusive mono-W because of
the small leptonic branching ratio. However, the leptonic mono-W search possesses
signal-free regions of the ηW distribution which would allow for an in situ calibration
of the background from the data itself, leading to possible reduction of the systematic
uncertainties.

Di-V. We now consider scattering processes with multiple emission of vector bosons.
While generally being suppressed by higher powers of the gauge coupling constant,
these processes can be enhanced for large center-of-mass energies, and for multiplets
with large weak charge. They can therefore provide very useful handles to probe
WIMPs in the regimes where the mono-V searches have very low signal-to-noise
ratios. Of course, a too large rate for multiple boson radiation would indicate the
breakdown of the perturbative expansion, requiring the resummation of large log-
arithms. We have checked that for the EW 3-plet and 5-plet, and for the energies
under consideration here, the fixed-order computations are still accurate.

First, we consider the di-photon process

`+`− → χiχ−i + γγ . (2.41)

We apply the same acceptance cuts of the mono-γ analysis, and in addition we

33



2σ

5σ

1 2 3 4 5 6 7

2 DT

1 DT

MIM (comb.)

di-W (SS)

di-γ

mono-Z

mono-W (lep.)

mono-W (incl.)

mono-γ

Mχ reach [TeV]

s = 14 TeV, ℒ = 20 ab-1, Majorana 3-plet

fr
e

e
z

e
-

o
u

t

2σ

5σ

5 10 15

2 DT

1 DT

MIM (comb.)

di-W (SS)

di-γ

mono-Z

mono-W (lep.)

mono-W (incl.)

mono-γ

Mχ reach [TeV]

s = 30 TeV, ℒ = 90 ab-1, Majorana 5-plet

fr
e

e
z

e
-

o
u

t

Figure 2.7: Different bars show the 2σ (solid wide) and 5σ (hatched thin) reach on
the WIMP mass at a muon collider for different search channels. The first seven bars
show the channels discussed in Sec. 2.4.1 where DM would appear as missing invariant
mass (MIM) recoiling against one or more SM objects: mono-gamma, inclusive mono-W,
leptonic mono-W, mono-Z, di-gamma, same sign di-W, and the combination of all these
MIM channels (blue). The last two bars show the reach of disappearing tracks as discussed
in Sec. 2.4.2, requiring at least 1 disappearing track (red), or at least 2 tracks (orange).
All the results are shown assuming systematic uncertainties to be 0 (light), 1‰ (medium),
or 1% (dark). The vertical red bands show the freeze-out prediction. Above: Majorana
3-plet for

√
s = 14TeV and L = 20 ab−1. Below: Majorana 5-plet for

√
s = 30TeV and

L = 90 ab−1.
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require a separation ∆Rγγ > 0.4 between the two photons. We employ the same
event selection strategy of the mono-γ case, using as variables ηX , pT,X , where X is
the compound γγ system. Moreover, we require each photon to be as central as the
γγ system itself. For the 5-plet, we find that the di-γ search can be stronger than
the mono-γ in presence of large systematic uncertainties, where suppressing the SM
background is more important. For the 3-plet, which has a smaller EW charge,
the signal yield is too much affected by the requirement of a second emission to be
competitive with the mono-V. In both cases, the values of S/B for the excluded di-γ
signal are much larger than for the mono-γ signal, and systematic errors thus have
a smaller impact. Details of the results are reported in Table F.1 in the Appendix.

Second, we consider the double W emission

`+`− → χiχ−i∓2 +W±W± , (2.42)

which holds a potentially very clean signature due to the two same-sign W bosons.
We focus on leptonically decaying W bosons to ensure that their charge can be
accurately tracked. A potential SM background consists in events with two lost
charged particles, with the leading contribution being

`+`− → W−W−W+W+ , (2.43)

where two W bosons of same sign are lost. This background is however negligible,
as pairs of W bosons with opposite charge tend to be radiated from the same ex-
ternal leg and to be collinear: requiring only one of two collinear W bosons to be
within detector acceptance reduces the rate to negligible levels. The other possible
background is given by events with a misidentified charge,

`+`− → W−W+(mistag) νν̄ , (2.44a)
`+`− → W−W+(mistag) `+`− , (2.44b)

where in the second case the charged final-state leptons are lost along the beam
line. Requiring pT,WW &

√
s/10 makes the process in Eq. (2.44b) subdominant

with respect to the νν̄ background Eq. (2.44a). On top of this pT cut, we do not
apply further selection cuts, and simply require the two W bosons to be within the
geometrical acceptance of the detector, |ηW | < 2.5. As an estimate for the charge
misidentification probability we take εmisid = 10−3.

Due to the negligible background contamination, the same-sign di-W signal has a
much higher signal-to-noise ratio than the mono-V channels and even than the di-
photon signal, reaching up to S/B ∼ O(1). This makes this channel very robust
against systematic uncertainties, and particularly effective for large n-plets n ≥ 5
at higher energies due to their large EW charge. This signature may be one of the
most robust and convincing signal of n = 5 multiplets at colliders. Further sources
of background and a proper characterization of the missing (transverse) momentum
in this reaction depend on detector performances, as well as on the knowledge of the
initial state of the collision to be used in the computation of kinematic variables.

We summarize the results of all the mono-V and di-V signatures discussed above in
Fig. 2.7, where we show the 95% C.L. exclusion on Mχ for real fermion 3-plets and
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5-plets, together with the 5σ discovery potential, at two benchmark muon colliders.
We also show the combined reach from all these missing mass channels. The bands
with different shadings correspond to different systematic uncertainties. One can
see that the inclusive mono-W yields the strongest exclusion for both the 3-plet and
the 5-plet. The main effect of di-V searches is to reduce the impact of systematic
uncertainties. A 14 TeV muon collider with the benchmark luminosity of Eq. (2.31)
would be able to probe a thermally-produced Majorana 3-plet WIMP, while a center-
of-mass energy of slightly above 30 TeV is needed to probe the thermal freeze-out
mass with missing energy searches in the case of the 5-plet.

We repeat the analysis for complex candidates, focusing on the powerful mono-γ and
mono-W channels. In order to have MIM signature, the charged partners must decay
promptly on collider scales. We take as benchmark for promptness the lifetime of
the Lightest Charged Particle (LCP) cτLCP < 0.33 cm . This choice for the threshold
value to consider the signal as prompt corresponds to cτ/2 of the charged track for
the 21/2 WIMP in the minimal splitting scenario (shown in Fig. 2.13), which is a
known benchmark where DT reconstruction starts to become challenging. In this
case, the LCP WIMP decays promptly on collider scales and gives missing energy
signatures such as the mono-W and mono-γ discussed in Sec. 2.4.1. Full details on
MIM searches are given in App. F.

We focus on the collider reach for the complex doublet (21/2) and the complex triplet
(31), that are the lightest WIMPs and have the greater chance to be discoverable
at
√
s ≤ 10 TeV. Theoretically, these candidates are the most minimal complex

WIMPs since they have maximal hypercharge and the neutral component is au-
tomatically the lightest one at the renormalizable level. The only required higher
dimensional operator is O0 which generates the inelastic splitting in Eq. (2.8). We
have optimized the selection for the fermion 21/2 and 31 at

√
s = 3, 6 TeV and√

s = 6, 10 TeV, respectively. As can be seen from Fig. 2.8, the MIM search at√
s = 3 TeV with the benchmark luminosity L = 1 ab−1 is not sensitive to the 21/2.

A
√
s = 6 TeV collider with benchmark luminosity L = 4 ab−1, instead, is able

to probe the doublet WIMP at 2σ C.L. In general the mono-W and mono-γ chan-
nels give comparable mass reach for the benchmark luminosity adopted here, full
detail is given in Table F.3. The sensitivity of each channel has a specific behavior
as a function of the luminosity and for different assumed systematics. The overall
combination as function of the total luminosity for fixed thermal mass is shown in
Fig. 2.8. We remark that the reach deviates from a pure rescaling by

√
L because

the selections, hence the result, have been optimized as a function of L when dealing
with εsys 6= 0.

In Fig. 2.8 we show similar results for the 31 at its thermal mass, which entails
interesting results at 6 and 10 TeV center of mass energy machines. For the 10 TeV
collider we find that MIM searches are effective probes of this WIMP candidate
and can establish a bound at 95% CL with a small luminosity or give a discovery
with the nominal luminosity. Mono-W and mono-γ perform similarly well and their
combination is worth being done.

We repeat the results for generic center-of-mass energy and integrated luminosity in
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Figure 2.8: Combined reach for MIM (mono-γ+mono-W ) as a function of the lumi-
nosity L for different value of the expected systematic uncertainties parametrized by εsys:
1% (purple), 0.1% (cyan), 0 (green). The red lines show the benchmark luminosity
following Eq. (2.31). Upper row: Collider reach for the 21/2 of mass Mχ = 1.1 TeV and√
s = 3 TeV (left) and

√
s = 6 TeV (right). Bottom row: same as for the top rows, but

for the case of the 31 of mass Mχ = 2.85 TeV and
√
s = 6 TeV (left) and

√
s = 10 TeV

(right).
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Fig.s 2.9, 2.10 for the mono-γ and mono-W channels. We do not show the same for
tracks given that for complex WIMP the lifetime is model dependent. The results on
these figures have been obtained by rescaling the results at

√
s = 3, 6, 10, 14, 30 TeV,

under the assumption that all cross-sections and kinematical cuts scale trivially with
collider energy, and neglecting systematic errors.

For the other candidates we used the optimal cuts that we derived from our previous
results for real candidates with odd n [47]. For each level of systematics ε we have
interpolated our previous results as functions of n and

√
s and we have derived

optimal cuts for the new n plets studied in this work. We remark that this procedure
is potentially inaccurate as the real odd n-plets contain 2 times fewer degrees of
freedom, hence have rates smaller by a factor 2. This can in principle affect the
result of the optimization of the selection. We checked that the difference with a
dedicated optimization is negligible, thus our event selection should be quite close
to the optimal one. We report in Fig. 2.11 the results on the sensitivity for the 21/2,
31, 41/2, 51, at colliders with suitable

√
s that can provide 95% C.L. exclusion. Full

results for all benchmark colliders at the nominal luminosity of Eq. (2.31) are given
in Tables F.3 and F.4, for the various search channels under consideration. As can
be seen, a muon collider of energy

√
s = 30 TeV can test via MIM searches also the

complex candidates up to the 51 fermion candidate.

Scalar WIMPs have lower production cross-sections. Missing mass searches do not
allow to put stringent constraints on their mass, nor to probe the masses required for
thermal freeze-out. We provide more details on the collider signatures, and results
for real scalars in App. F.1, for both real and complex candidates.

2.4.2 Disappearing tracks
A second handle to tag the production of EW WIMPs at colliders is the detec-
tion of tracks from the charged states in the n-plet. We start again by analyzing
real WIMPs. As discussed in Sec. 2.1, the decay of χ± → χ0π± has a lifetime of
roughly cτχ+ ' 48 cm/(n2− 1), which is sufficiently long-lived to give rise to recon-
structed tracks of length O(cm) for n = 3, 5 that can be observable at colliders. The
resulting tracks from these processes are somewhat too short for regular track re-
construction to work efficiently and they will show up as disappearing tracks (DTs),
with missing hits in the outermost layers of the tracker and with little or no activity
in the calorimeter and the muon chamber. States with higher electric charge in
larger multiplets decay promptly to χ±, and eventually contribute to the number of
disappearing tracks.

A full-detector level study has shown that a high energy lepton collider like CLIC
at
√
s = 3 TeV can reconstruct them sufficiently well to separate them from other

sources of look-alike short tracks [158, 159]. A recent study [122] has attempted a
first evaluation of the performance of this type of search at a multi-TeV muon col-
lider. A main source of worry and a main difference with respect to e+e− machines is
the abundant number of tracker hits from underlying event activity due to the muon
beam decay and to the resulting secondary particles from the interactions with the
machine and detector materials. These hits can accidentally become a potentially
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Figure 2.9: Mass reach (in TeV) in the mono-γ channels as a function of collider center-
of-mass energy and luminosity (blue lines). The thermal freeze-out mass is shown in
red. Blue shades show the expected values of the ratio of the signal rate over background.
Systematic uncertainties are set to zero. The muon collider luminosity Eq. (2.31) is shown
as a white line, with the benchmark values of

√
s highlighted by the colored squares. Top

Left: Dirac 21/2. Top Right: Dirac 31. Bottom Left: Dirac 41/2. Bottom Right:
Dirac 51.
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Figure 2.10: Same as Fig. 2.9, but for the mono-W channel instead.
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Figure 2.11: Different bars show the 2 σ(solid wide) and 5σ (hatched thin) reach on the
fermionic WIMP mass at a muon collider for different search channels. The first three
bars show the channels discussed in Sec. 2.4.1 where DM would appear as missing invariant
mass (MIM) recoiling against one or more SM objects: mono-γ, inclusive mono-W , and
the combination of all these MIM channels (blue). The mono-Z channel is not reported
since it gives results below the minimum mass shown. The last two bars show the reach
of disappearing tracks, requiring at least 1 disappearing track (red), or at least 2 tracks
(orange). All the results are shown assuming systematic uncertainties to be 0 (light),
1‰(medium), or 1% (dark) for MIM searches. The vertical red bands show the freeze-
out prediction. Tracks have been computed assuming minimally split neutral states, and a
charged-neutral splitting δm+ equal to the gauge contribution for the 21/2 and 31. For the
41/2 and 51 the splitting-inducing couplings y0 and y+ have been tuned so that δm+ = δm−
(up to minimal δm0 corrections), which represents a least favorable condition for DT
searches. Top Left: Dirac 21/2 for

√
s = 6 TeV and L = 4 ab−1. Top Right: Dirac

31 for
√
s = 10 TeV and L = 10 ab−1. Bottom Left: Dirac 41/2 for

√
s = 14 TeV and

L = 20 ab−1. Bottom Right: Dirac 51 for
√
s = 30 TeV and L = 90 ab−1.
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Figure 2.12: Same as Fig. 2.6, but for disappearing track searches in mono-γ events.
Left: Majorana 3-plet. Right: Majorana 5-plet.

severe source of background for searches aimed at highlighting the presence of short
tracks of BSM origin. We do not enter in the details of these issues here, and simply
follow the analysis of [122], which is based on a simulation of beam-induced back-
ground at 1.5 TeV, and recast their results for the EW 30-plet and the 50-plet. We
remind that the background from decaying muons is expected to decrease at higher
energies, making our estimate conservative in this sense.

We consider mono-photon events with disappearing tracks, and search for events
compatible with a WIMP signal. Following [122], we distinguish two event-selection
strategies to hunt for disappearing tracks: i) events with at least a disappearing
track with pT > 300 GeV and a hard photon with Eγ > 25 GeV; ii) events with
a hard photon, and two disappearing tracks originating from the same point along
the beam axis. To estimate the reach we work in the cut-and-count scheme as in
Eq. (2.39), and ignore systematic uncertainties. Further details are summarized in
App. F.3 for completeness.

The result of our recast is shown in the last two columns of Fig. 2.7 for Majorana 3-
plets and 5-plets at two benchmark colliders, and in Fig. 2.12 as a function of collider
energy and luminosity. One can see that DTs are especially powerful in the case of
the Majorana 3-plet, where the reach goes almost up to the kinematical threshold.
In particular, an EW 3-plet WIMP of mass as predicted by thermal freeze-out can
be discovered already at a 6 TeV muon collider as suggested in [112, 122]. For
higher n-plets DT substantially loose exclusion power because the lifetimes of the
χ± → χ0π± decay become shorter. For the 5-plet the DT reach is comparable to
the combined reach of the MIM searches.

We remark that for the 30 WIMP the double track analysis has a higher exclusion
power than the single track analysis, whereas for n ≥ 5 it has a lower reach. This
is due to the shorter life-time τχ ∝ 1/n2 of larger multiplets, that suppresses the
exponential decay factor of Eq. (F.1) twice in the double-track rate.
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As discussed in more detail in App. F, DT searches are particularly important to
probe real scalar WIMPs, since the lower production cross-sections have no signif-
icant impact on these almost background-free searches. Disappearing tracks might
be the only direct signature of scalar WIMPs at collider experiments.

We now move to study complex WIMPs. For 1 m > cτLCP > 0.33 cm the light-
est charged WIMP gives a disappearing track signal. The DT searches in general
require, at fixed MDM, a scan in the (δm0, δmQM

) to compute the signal, since the
spectrum and the decay width of the particle χQ is determined uniquely by the
splittings δmQM

, δm0.

To get a feel of how powerful DT searches can be, we fix the neutral splitting to
a representative value δm0 ' 200KeV for the fermions. Our results are given in
Fig. 2.14 where we display the region of the plane WIMP mass versus cτ where
experiments can probe the several WIMPs considered in each panel of the figure.
For this result we consider only χ+ and its conjugate as candidate long-lived for the
21/2. For the 31, the 41/2 and 51 all states with charge greater than 1 are assumed
to decay promptly to the candidate charged long lived states at the bottom the
spectrum.4 As we have fixed δm0 much smaller than the mass splitting between the
neutral and charged states, we can effectively consider decays into both χ0 and χDM

as if they were degenerate in mass. Considering the possible decay channels χ− into
e−νeχ

0,DM , µ−νµχ
0,DM , π−χ0,DM and the charge conjugates for χ+ we get

Γ
(
χ± → χ0,DM + SM

)
= Γe± + Γµ± + Γπ± , (2.45)

where the RHS indicates the decay width into neutral states plus the SM states
indicated by the subscript. The relevant widths are given by:

Γe± = g (n, Y,±1)
G2
F δm

5
±

60π3
,

Γµ± = g (n, Y,±1)
G2
F δm

5
±

2π3
Φ(δm±,mµ) ,

Γπ± = g (n, Y,±1)
G2
Ff

2
π |Vud|2δm3

±

4π

√
1− m2

π

δm2
±
,

(2.46)

where g (n, Y,Q) accounts for the different strengths of the W boson coupling to
each of the χQ:

g (n, Y,Q) = n2 − 1− 4(Q− Y )(Q− Y − sgn(Q)) , (2.47)

with n the dimensionality of the multiplet and Y its hypercharge, GF is the Fermi
constant, fπ = 131 MeV is the pion decay constant. In the above formula Φ is the
dimensionless full phase space of the 3-body decay of a massive particle of mass M
into a massless lepton (e.g neutrino), a massive lepton with mass ml � M (e.g.

4We keep track in detail of the mixing of the charge ±1 gauge eigenstates into the suitable
charge ±1 mass eigenstates.
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muon), and a heavy particle with a mass M − δ, for splitting δ �M :

Φ(δ,ml) =
1

60δ5

√
δ2 −m2

l

(
2δ4 − 9δ2m2

l − 8m4
l

)
+

+
1

4δ5
m4
l δArcCoth

(
δ√

δ2 −m2
l

)
.

(2.48)

The massless limit was employed for the electron since in the regions relevant for
DTs the splittings allow to neglect me. In principle, for large splittings, also kaon
and tau channels should be considered. However, for such large splittings the decays
into the other SM particles are so fast that tracks will never be reconstructed.

If we move away from the δm0 ' 0 points, we have to consider cases in which χ+ is
heavier than some of the particles with Q > 1.

We checked that for the 31, 41/2, 51 there are choices of the couplings y0 and y+ for
which Mχ++ < Mχ+ . In this case, χ++ cannot decay into χ+, and is forced to decay
to the neutral states by emitting twice an off-shell W boson that gives rise to l+νl
or π+.

This decay rate has been estimated by summing over all possible final states using
NDA. With respect to the decay with just one off-shell W emission, we get an extra
factor g(n, Y, 2)GFfπδ/(16π

2) and g(n, y, 2)GF δ
2/(16π2)2 for any extra π or l+vl

pair, respectively. Decays into negatively charged states are even more suppressed,
since they need more extra final states. These configurations can give χ++ DT
signals as well as charged tracks signals, which are potentially interesting for their
peculiar detector response.

In Fig. 2.13 we display results for the DT search for the 21/2 and 31 as a function of
the lifetime of the charge +1 state, that is in a 1-to-1 relation with the mass splitting
δm+ (assuming minimal δm0). We see that a collider of

√
s = 6 TeV can probe the

21/2 for charge-neutral splitting generated purely by EW interactions. A collider of√
s = 3 TeV can probe a large portion of the allowed lifetimes for the charged tracks

corresponding to non-zero UV contributions in Eq. (2.16).

The DT search cannot probe the EW splitting for the 31, however it can cover a
large portion of allowed lifetimes in the non-minimal case in which UV physics is
contributing to the charged-neutral splitting.

The sensitivity to disappearing tracks is shown in the plots of Fig. 2.14, for minimal
δm0 imposed by DD and BBN, as a function of the dark matter mass and the lifetime
cτ for each of the considered WIMP candidates.

The results of Fig. 2.14 show that the thermal mass can be excluded over the entire
range of lifetimes that give rise to the DT signature. For the 21/2 this corresponds to
the full parameter space with splitting larger than the EW one. The contours for the
41/2 and 51 WIMPs deserve some comment. In this case two singly-charged states
are present: at least one state is in the DT region, and DT searches for this long-
lived state, shown as solid contours, can probe the thermal mass over the full range
of possible lifetimes. We also show the DT reach for the state with shorter lifetime,
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Figure 2.13: Reach of DT for varying lifetime of the charged track. The red vertical line
shows the benchmark lifetime for EW splitting. The blue and orange curves correspond to
the reach with 1 and 2 disappearing tracks. For the single track search the solid (dashed)
line assumes 0 (10%) systematics on the background. Fine-Tuning values computed on
δm+ following Eq. (2.17) are displayed as color code from green (no fine-tuning) to red
(higher fine-tuning). Upper row: Collider reach for the 21/2 of mass Mχ = 1.1 TeV and√
s = 3 TeV (left) and

√
s = 6 TeV (right). Bottom row: same as for the top rows, but

for the case of the 31 of mass Mχ = 2.85 TeV and
√
s = 6 TeV (left) and

√
s = 10 TeV

(right).
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which could produce a second observable signal in parts of the parameter space. We
show with different colors the two different physical solutions where the long-lived
mass eigenstate χ+ corresponds to the gauge eigenstate χ+ or χc− (corresponding to
the regions of low or high δm2+ in Fig. 2.3), which have slightly different production
cross-sections.
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Figure 2.14: Sensitivity at 95% C.L. from DT searches as a function of Mχ and the
proper lifetime of the charged particle χ+. The mass splitting δm+ is also shown in the
extra vertical axis in two upper panels. In the lower panels, the two different contours for
each search channel correspond to the different physical situations where the heavy mass
eigenstate corresponds to one of the two gauge eigenstates χ+ or χc−. Top Left: Dirac
21/2 at

√
s = 6 TeV, L = 4 ab−1. Top Right: Dirac 31 at

√
s = 10 TeV, L = 10 ab−1.

Bottom Left: Dirac 41/2 at
√
s = 14 TeV, L = 20 ab−1. Bottom Right: Dirac 51 at√

s = 30 TeV, L = 90 ab−1.

If the LCP lifetime is even longer, then DT’s become inefficient. Indeed for cτLCP >
1 m the LCP gives long charged tracks (CT) with an average length roughly corre-
sponding to the middle layer of the outer tracker. The SM background processes for
this “long” track with anomalous properties strongly depends on the properties of
the detector, therefore its study is outside the scope of this work. We limit ourselves
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Figure 2.15: Signal yield of the charged tracks for the 21/2, 31, 41/2, 51. The plot holds
for all

√
s in the tens of TeV range, assuming the luminosity scales as Eq. (2.31). The

cuts applied on the produced charged χ’s are pT > 200 GeV, |ηχ| < 2.

to estimate the number of expected signal events of charged χ pair production at a
muon collider, as shown in Fig. 2.15. We highlight that this results approximately
hold for generic

√
s in the domain of tens of TeV, as long as Eq. (2.31) for the lumi-

nosity holds. In Fig. 2.15 we show the βγ of the produced charged particle, which
plays a crucial role to disentangle these special tracks from the SM background.

Our estimates for the LCP signature is based on the counting the number of LCP
produced. For the LCP we require pT > 200 GeV, |ηχ| < 2, inspired by LHC
searches [160]. For the 21/2 and 31 we include in our counting all charged particles
production, using the fact that χ2+ always promptly decays to the long lived χ+.
For the 41/2 and 51, which have more complicated spectra, we stick to the minimal
splitting scenario for the estimate of the charged tracks yield, which corresponds to
the minimal y+ necessary to lift χ− above χDM. In this spectrum configuration χ−

is the most natural and only candidate to make long charged tracks, therefore we
only consider this contribution in our result.5

2.5 WIMP direct detection
As outlined in Sec. 2.4, it is not possible to test heavy WIMP candidates at realistic
future facilities. In this Section we briefly summarize the opportunities of the future
Direct Detection experimental program in light of the mass predictions derived in
Table 2.1.

5We neglect any possible contribution coming from χ+ decaying into χ−,c, since in the region
where mixing is relevant, the charged particles lifetimes are too short and are in the “stub tracks
region”, as shown in Fig. 2.18.
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2.5.1 Real WIMPs

2 5 10 20 50 100 200 500

10-47

10-46

10-45

10-44

Mχ [TeV]

σ
S
I
[c
m
2
]

XE
NO
N1T

PA
ND
AX

-4T

LZ
(15
.3 t
on
yea
r)/X
EN
ON
nT

(20
ton
yea
r)

DA
RW
IN

(20
0 to
n ye
ar)

DA
RW
IN/
G3

(1 k
ton
yea
r)

Neu
trin
o F
loo
r

3S 3F

5S5F

7S7F

9S9F

11S11F

13S

2 5 10 20 50
0.1

0.5

1

5

10

Mχ [TeV]

λ
H

σann
H /σann

EW > 1

σann
H /σann

EW = 10
-2

XE
NO
N1
T

PA
ND
AX

-4
T

LZ
(15
.3
ton
yea
r)/X
EN
ON
nT

(20
ton
yea
r)

DA
RW
IN

(20
0 t
on
yea
r)

DA
RW
IN
/G
3 (
1 k
ton
yea
r)

Ne
utr
ino
Flo
or

Figure 2.16: In dark green we show the present contraints from XENON-1T [133] and
PandaX-4T [114], the green dashed line shows the reach of LZ [127] and the brown green
dot-dashed line the ultimate reach of DARWIN [54]. The light gray region show the neu-
trino floor for 200 ton/year exposure derived in Ref. [161]. Above: Expected spin inde-
pendent (SI) direct detection cross-section for Majorana n-plets (red) and for real scalar
n-plets (blue) (assuming the Higgs portal coupling λH = 0). The vertical error bands corre-
spond to LQCD uncertainties on the elastic cross-section in Eq. (2.53) while the horizontal
error band comes from the theory determination of the WIMP freeze out mass. Below:
Current and future reach on the Higgs portal quartic λH defined in Eq. (2.1) for scalar
DM. In the shaded dark red region the quartic modifies the freeze-out cross-section by O(1)
or more. The dashed red contours indicate smaller ratios of the Higgs-portal and the EW
annihilation cross-sections.

For Y = 0 the elastic scattering of DM with the nuclei is induced by EW loop
diagrams first computed in [162, 163]. After EW gauge bosons are integrated out,
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the structure of the UV effective Lagrangian describing the DM interactions reads

L SI
eff = χ̄χ (fqmq q̄q + fGGµνG

µν) +
gq
Mχ

χ̄i∂µγνχOqµν ,

where we focus on the DM spin independent (SI) interactions with quarks and
gluons [164]. The quark twist-2 operator is defined as:

Oqµν ≡
i

2
q̄
(
Dµγν +Dνγµ − gµν /D/2

)
q . (2.49)

The Wilson coefficients of the operators for general EW n-plets with Y = 0 have
been computed in Ref. [165] and at the leading order in Mχ/mW,h � 1 read

fEW
q ' (n2 − 1)π

16

α2
2

mWm2
h

, (2.50)

fEW
G ' −(n2 − 1)

192

α2
2αs
mW

(∑
q κq

m2
h

+
1

m2
W

)
, (2.51)

gEW
q ' −(n2 − 1)π

24

α2
2

m3
W

, (2.52)

where mh = 125 GeV is the SM Higgs mass, q ∈ (c, b, t) and κc = 1.32, κb = 1.19,
κt = 1.

Following Ref. [164], starting from the UV DM interactions we derive the IR inter-
action of DM with the nucleons. All in all, the SI elastic cross-section per nucleon
in the limit Mχ � mN reads

σEW
SI '

4

π
m4
N |kEW

N |2, (2.53)

where mN is the nucleon mass and kEW
N is defined as

kEW
N =

∑
q

fEW
q fTq +

3

4
(q(2) + q̄(2))gEW

q − 8π

9αs
fTGf

EW
G .

with the dimensionless nucleon form factors defined as fTq = 〈N |mq q̄q|N〉/mN ,
fTG = 1−

∑
q fTq with q ∈ (u, d, s) and

〈N(p)|Oqµν |N(p)〉 = 1

mN

(pµpν −
1

4
m2
Ngµν)(q(2) + q̄(2)) . (2.54)

where q(2) and q̄(2) are the second moments of the parton distribution functions for a
quark or antiquark in the nucleon taken from [165]. Notice that we choose a different
set of values for the nucleon form factors with respect to previous studies [166] which
explain the difference in our results. In particular, we take the FLAG average of the
lattice computations in the case of Nf = 2+1+1 dynamical quarks [167, 168, 169].

By propagating LQCD uncertainties on the elastic cross-section (Eq. (2.53)), we
obtain the vertical uncertainties on the SI cross-section predictions in Fig. 2.16.
We find the partial accidental cancellation between the one loop and the two loop
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contribution to reduce the elastic cross-section up to 30%. The horizontal bars
represent the uncertainties coming from the computation of the thermal masses
through the relic abundance. As shown in the plot all the WIMP cross-sections lie
above the Xenon neutrino floor as computed in [161], but only a very large exposure
experiment like DARWIN [54] would be able to probe the heavy thermal WIMPs.

Spin dependent (SD) interactions of DM with the nuclei are also induced by EW
loops

L SD
eff = dq(χ̄γ

µγ5χ)(q̄γµγ5q), dq ' −
(n2 − 1)α2

2π

24mWMχ

, (2.55)

where the Wilson coefficient was computed in Ref. [165] and we expanded it at
zeroth order in Mχ/mh � 1. The corresponding SD cross-section is too small to be
probed even at a very large exposure experiment like DARWIN.

We comment on the new opportunities for direct detection that arise for scalar DM.
Here, a non-zero Higgs portal quartic in Eq. (2.2) leads to a new contribution to the
SI DM scattering cross-section with the nuclei, which again in the Mχ � mN limit
reads

σH
SI =

4

π
m4
N |kH

N |2 , (2.56)

where
kH
N '

λHfN
4m2

hMχ

, (2.57)

with fN ' 0.31 obtained from lattice QCD results (see [170] for a more detailed
discussion on the scalar triplet). In the lower panel of Fig. 2.16 we show the regions of
parameter-space where the Higgs-portal interaction can be tested in direct detection.
The requirement of not significantly affecting the freeze-out dynamics bounds the
annihilation cross-section induced by the Higgs portal to be smaller than the EW
cross-section, σHann/σ

EW
ann . 1, which results in an upper bound on the quartic coupling

λH shown by the red shading in Fig. 2.16. An estimate for this bound can be
obtained by comparing the hard annihilation cross-sections, and reads

λ2H . (n2 − 3)(n2 − 1)g42/8 . (2.58)

Interestingly, XENON1T and PANDAX-4T already exclude a large part of the region
where the Higgs portal induces O(1) modifications of the freeze-out predictions,
while LZ will completely exclude this possibility.

2.5.2 Complex WIMPs
Now we focus on the complex WIMPs. Unlike the real case, UV physics is relevant
since it is necessary to produce the inelastic splitting needed to avoid Z scattering.
However, the very same oeprators that are responsible for the splitting can also give
extra contribution to DD cross-sections. Also, the non-zero hypercharge will change
some of the form factors from the real case. Therefore we will analyze the prospects
first of the minimal splitting benchmark, then trying to generalize to the other cases.
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Minimal Splitting

The spin independent scattering cross-section σSI of DM on nuclei receives two
contributions: i) from purely EW loop diagrams ii) from Higgs mediated tree-level
diagrams generated by both O0 and O+. For minimal splitting Higgs mediated
scattering is subdominant and σSI can be computed by considering only EW loop
diagrams.

The Lagrangian describing the spin-independent (SI) DM interactions with quarks
and gluons is identical to Eq. (2.5.1). The Wilson coefficients are modified by the
presence of Y 6= 0 [165]

fEW
q ' − πα2

2

16m2
hmW

[
n2 − 1−

(
1.03 + 22(aV,2q − aA,2q )

)
Y 2
]
,

gEWq ' πα2
2

24m3
W

[
n2 − 1−

(
4− 18.2(aV,2q + aA,2q )

)
Y 2
]
,

fEW
G ' αsα

2
2

192m2
hmW

[( ∑
q=c,b,t

κq + 2.6

)
(n2 − 1)−

(
1.03

∑
q=c,b,t

κq − 7.5

)
Y 2

]
,

(2.59)

where mh is the mass of the Higgs and κc = 1.32, κb = 1.19, κt = 1. The loop
functions g{H,S,T1,W,Z} have been evaluated in what follows in the limits

w ≡ m2
W

M2
DM

→ 0, z ≡ m2
Z

M2
DM

→ 0, y ≡ m2
t

M2
DM

→ 0.

Furthermore we have defined aVq = T3q/2 − Qqs
2
w, aAq = −T3q/2 with cw, sw being

the cosine and the sine of the Weinberg angle, respectively. The terms proportional
to Y correspond to the exchange of Z bosons inside the EW loops.

After the IR matching of these interactions at the nucleon scale [164], we can express
σSI per nucleon (for MDM � mN) exactly as in Eq. (2.53), with same kEWN 6.

The direct detection reach on the different complex multiplets for minimal splitting
is summarized in Fig. 2.17. As can be seen by the figure, most of the WIMPs can be
probed for minimal splitting by future large exposure direct detection experiments
like DARWIN with the notable exception of the 21/2 and the 51 that we discuss
below.

Combining Eq. (2.59) with Eq. (2.53) the parametric expression for σSI is

σSI ≈ 10−49 cm2(n2 − 1− ξ Y 2)2, (2.60)

where ξ = 16.6 ± 1.3 with the error coming from the lattice determination of the
nucleon form factors. This formula makes evident that large cancellations with

6Notice that since Y 6= 0, the up and down quarks can give different contributions to the SI
cross section Eq. (2.53). The ETM Collaboration [168] has computed the form factors in the case
of degenerate light quarks so we take fTu = fTd, ignoring possible differences between these two
form factors.

51



1 2 5 10 20 50 100 200 500
10-50

10-49

10-48

10-47

10-46

10-45

10-44

MDM [TeV]

σ
S
I
[c
m
2
]

XEN
ON1

T

PAN
DAX

-4T

LZ (15.3
ton y

ear) /
XEN

ONn
T (20 to

n yea
r)

DAR
WIN

(200
ton y

ear)

Neut
rino F

loorDAR
WIN

/G3 (
1 kto

n yea
r)

DAR
WIN

/G3 (
1 kto

n yea
r) - 5

σ

21/2,S

21/2,F

31,S 31,F

41/2,S41/2,F

51,S51,F

61/2,S61/2,F

81/2,S81/2,F

101/2,S101/2,F

121/2,S121/2,F

Figure 2.17: Expected SI cross-sections for different complex WIMPs for minimal split-
ting as defined in Sec. 2.5.2. The blue dots correspond to Dirac WIMPs and the red
dots to complex scalar WIMPs. The vertical error bands correspond to the propagation
of LQCD uncertainties on the elastic cross-section (Eq. (2.53)), while the horizontal er-
ror band comes from the uncertainty in the theory determination of the WIMP freeze out
mass in Table 2.2. The light green shaded region is excluded by the present experimental
constraints from XENON1T [133] and PandaX-4T [114], the green dashed lines shows
the expected 95% CL reach of LZ/XENONnT [127, 128] and DARWIN [54, 129].

respect to the natural size of the elastic cross section can take place when Y '√
(n2 − 1)/ξ. In particular, for n = 2 the exact cancellation takes place at Y '

0.44± 0.02, which almost matches the exact hypercharge of the doublet leading to
the large uncertainty in Fig. 2.17. Similarly, the cancellation happens at Y ' 1.2
for n = 5, which explains why in this case the signal entirely lies below the neutrino
floor, while it is within DARWIN reach for their real or millicharged counterparts
as shown in Fig. 2.16 and Fig. E.1 respectively.

Spin dependent (SD) interactions of DM with the nuclei are also induced by EW
loops and can lead to a larger cross section compared to the SI one [165]. Un-
fortunately, the predicted SD cross section for all the complex WIMPs lies always
well below the neutrino floor and it will be impossible to test even at future direct
detection experiments.

Non-minimal splitting

The Higgs portal operators in Eq. (2.6) generate upon EWSB a linear coupling of
the DM to the Higgs boson of the form

LD,h = −
λDv

2ΛUV
χ2

DMh . (2.61)

This coupling mediates tree-level SI scattering processes of DM onto nuclei, therefore
it can be constrained by direct detection experiments. As the mass splitting δm0 has
to be sufficiently large to suppress the scattering mediated by the Z boson, we find
that the allowed parameter space for the non-renormalizable couplings is compact.
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Following Ref. [65] we can integrate out the Higgs boson and write the couplings of
the DM to the SM

L SI
eff,h =

λD
2m2

hΛUV
χ2
(
mq q̄q −

αs
4π
Ga
µνG

aµν
)
, (2.62)

so that the matrix elements fq and fG required to compute σSI are simply given by

fq = fEW
q +

λD
2m2

hΛUV
, fG = fEW

G − αs
8π

λD
2m2

hΛUV
,

where fEW
q and fEW

G come from EW loops and are given in Eq. (2.59). We can
rewrite the coupling λD solely in terms of mass splitting as

λD
ΛUV

= −2Y

v2
(δµQM

+ nδµ0) , (2.63)

where
δµQM

≡
2δmQM

− δm0 − 2∆MEW
QM

2QM

, δµ0 ≡
δm0

n
(2.64)

and ∆MEW
QM

is the gauge induced mass splitting in Eq. (2.15).

σSI ' 1.5× 10−49 cm2

(
P (n, Y ) + (12 + 5.7(−1)2Y )δµ

)2
(2n+ (−1)2Y + 1)2

,

δµ ≡ (2QM − 1)δm0 + 2δmQM
,

P (n, Y ) ≡ −2n3 −
(
2.4 + 1.5(−1)2Y

)
n2 +

(
16 + 7.4(−1)2Y

)
n+ 12(−1)2Y + 12 .

(2.65)

Replacing Eq. (2.63) into Eq. (2.53) allows us to translate the upper bound on σSI
into an upper bound on δm0 and δmQM

.

Results are shown in the summary plots in Fig. 2.18.

2.6 Parameter space for complex WIMPs
As discussed in the previous sections, for the complex WIMPs the operators re-
sponsible for the mass splittings, and hence the lifetimes, contribute non-trivially
to Direct Detection cross sections. We now examine in greater detail the param-
eter space spanned by δm0 and δmQM

specifically looking at each of the lightest
multiplets of Table E.1 up to the 51 WIMP.

The 21/2 and 31 are special WIMPs because they are the only multiplets with max-
imal hypercharge compatible with our assumptions. In particular, for 21/2 requiring
δm0,+ > 0 automatically implies the neutral WIMP candidate is the lightest one.
Perturbativity requires δm0 < 40 MeV for the n = 31 WIMP, because of the strong
suppression of the 7 dimensional operator generating the neutral splitting. The nar-
rower range of δm0 for the 31 with respect to 21/2 was expected from the higher
dimensionality of O0 for Y = 1 as compared to Y = 1/2.
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Figure 2.18: Direct Detection and collider signatures in the plane δm0 vs. δmQM
from

the 21/2 (upper left), 31 (upper right) 41/2 (lower left) and 51 (lower right). Green shaded
regions: excluded by current DD constraints on inelastic DM at small δm0 and on Higgs-
exchange elastic scattering at large splittings. Gray hatched regions: excluded by BBN
constraints on the longest lived unstable particle in the multiplet. Red dashed lines: range
of perturbative mass splitting at fixed ΛUV/MDM ratio. Light blue shaded patches: ex-
cluded because the lightest WIMP in the n-plet is not the neutral one. Dashed green
lines: prospects from future high exposure xenon experiments like LZ, DARWIN and DAR-
WIN/G3 (arrows pointing to the direction of the expected probed region).Gray shaded
region: DD signal below the neutrino floor of xenon experiments [129, 131]. The vertical
XENON1T-high energy line show the ultimate reach of xenon experiments on inelastic DM
(see Fig. 2.2). Blue dot-dashed lines: different expected lengths of charged tracks. Ac-
cordingly, different hues of brown distinguish regions where different signatures at future
colliders are expected, as defined in Sec. 2.4.2. In every panel the DM mass is fixed to
its freeze-out value. The precise center-of-mass energy for exclusion/discovery requires a
more detailed study (see Sec. 2.4 and App. F). Dashed gray line: EW value of δmQM

.
Purple dashed lines: fine-tuning contours among the different mass splittings as defined
in Eq. (2.17). Mass splittings above the F.T.=1 line are not fine tuned.
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In Fig. 2.18 we show the constraints on the Dirac 21/2 and 31 in the parameter space
spanned by δm0 and δmQM

coming from present DD experiments like XENON1T
and PANDAX-4T, as well as prospect from future high exposure xenon experiments,
i.e. LZ, XENONnT, DARWIN and DARWIN/G3. As we can see from Eq. (2.63),
these bounds depend solely on the combination

δµ ≡ 2δmQM
+ (2QM − 1)δm0 . (2.66)

In particular we find

σSI ≈ 10−48cm2


(
0.3− δµ

1 GeV

)2

, [21/2](
0.2 +

δµ

1 GeV

)2

, [31]

. (2.67)

In the region of low mass splitting for both 21/2 and 31 the direct detection cross
section lies below the neutrino floor. For 21/2, Eq. (2.67) shows that large cancella-
tions between EW loops and tree-level Higgs exchange occur around δµ ' 300 MeV,
while for 31 the minimum σSI is obtained for δµ = 0 and falls below the neutrino
floor. To produce a direct detection cross section above the neutrino floor for the
21/2 (31) we need δµ > 1.6 GeV (δµ > 2.0 GeV). PANDAX-4T already excludes
mass splitting δµ < 20 GeV (δµ < 30 GeV) for the 21/2 (31).

All in all, DD still leaves a large portion of parameter space unconstrained be-
tween the neutrino floor and the PANDAX-4T constraints. Remarkably, this region
corresponds to mass splittings that do not require tuned adjustments of the three
contributions to δm0 and δm+. The region of large splittings down to δµ ∼ 1 GeV
can be covered by large exposure xenon experiments while the large portion of the
parameter space lying below the neutrino floor should be taken as a major motiva-
tion for a future muon collider.

For 21/2 WIMP the neutrino floor region can be fully probed only via a combination
of charged tracks, DT and MIM searches. The different search strategies become
relevant depending on the δm+ value, as shown in Fig. 2.18. For the 31 WIMP stub
and charged tracks can exclude the entire neutrino floor region, while MIM and DT
searches can be complementary to large exposure DD experiments to probe the rest
of the parameter space.

While the plot in Fig. 2.18 show the possible regions in which DT can be recon-
structed efficiently, they do not show if the reach is large enough to guarantee
exclusion (or discovery) of the WIMP candidate. For these two WIMP candidates
a detailed discussion was given in Sec. 2.4. The general message is that for

√
s

sufficiently larger than twice the thermal DM mass DT searches will be powerful
enough to probe the parameter space.

We now study the 41/2 and 51, which require non-maximal hypercharge. The con-
straints coming from DM stability shape the allowed parameter space of the 41/2. In
particular, we must require δm− to be positive. This constraint excludes the light
blue shaded region in Fig. 2.18 bottom left.
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The region where the direct detection cross section lies below the neutrino floor is
reduced to a tiny band for 4 GeV < δµ < 15 GeV. This region can be probed by
direct searches at a future high energy muon collider with

√
s > 10 TeV because of

the thermal mass of the 41/2 lies around 4.8 TeV. In particular, stub and charged
tracks searches could cover almost the entire neutrino floor region, except for a small
portion accessible only to MIM searches. The rest of the viable parameter space for
the 41/2 can be in principle probed by large exposure direct detection experiments.

We show the parameter space of the 51 WIMP in Fig. 2.18 bottom right. The
dominant constraint comes from the perturbativity of the operator generating the
neutral splitting, which requires δm0 < 3 MeV. As a consequence, testing larger
splittings for inelastic DM at XENON1T can already probe large portions of the
allowed parameter space of the 51. DM stability requires 1 GeV . δm3+ . 2 GeV.
The parameter space can be fully excluded by charged and stub track searches if a
muon collider of

√
s > 20 TeV will be constructed. Besides, all the allowed mass

splittings except a small window 1.8 GeV . δm3+ . 2.0 GeV can be probed by
DARWIN/G3.

2.7 Other WIMP probes
In this Section we study indirect probes of EW WIMPs. In Sec. 2.7.1 we study the
constraint from Indirect Detection: the DM particle can still have residual annihila-
tions into SM particles that can be detected from telescopes. In Sec. 2.7.2 we explore
how the presence of extra EW multiplets can modify SM precision observables in the
EW sector. These two experimental probes are available to both real and complex
WIMPs. In Sec. 2.7.3 we study the possibility that some of the operators needed to
have viable complex WIMPs can introduce new sources of CP violation in the SM
that can be in principle tested by electron dipole moment (EDM) experiments.

2.7.1 Indirect Detection
The current and upcoming ground-based Cherenkov telescopes are in a very good
position to probe heavy WIMP n-plets with n > 5, which would be inaccessible oth-
erwise. Indeed, these telescopes are designed to detect very high energy gamma-rays
(i.e. Eγ & 100 GeV) coming from different astrophysical objects and they are there-
fore sensitive to the gamma-ray signal from the annihilations of EW n-plets. The
typical spectrum is characterized at very high energy by gamma-ray lines, peaking
at the DM mass Eγ ' Mχ, from the loop-induced annihilations into γγ and γZ.
The cross-section in this channel is largely boosted by the SE (see e.g. [50, 171, 172])
and can raise above the gamma-ray continuum from the showering, hadronization
and decays of the electroweak gauge bosons [173].

From the astrophysical point of view, the reach of high energy gamma lines searches
depends very much on which portion of the sky the telescopes will be pointed at. In
finding the optimal choice, a balance has to be found between the maximization of
photon flux at Earth and the control over the systematical uncertainties. Two very
well studied astrophysical targets are the Galactic Center (GC) [55, 174] and the
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Figure 2.19: Expected CTA sensitivities (dashed black lines) with 68% and 95% CL
intervals derived as in Ref. [55] assuming 50 hours observation time towards Draco (green)
and Triangulum II (magenta). We show the SE annihilation cross-section into the channels
that contribute to the monocromatic gamma line signal (i.e. γγ an γZ) for a scalar 7-plet
(blue) and a fermionic 7-plet (red). The vertical bands show the predicted thermal masses
for the scalar 7-plet (blue) and the fermionic 7-plet (red), where the theory uncertainty is
dominated by the neglected NLO contributions (see Table 2.1).

Milky Way’s dwarf Spheroidal galaxies (dSphs) [55]. In the GC, the uncertainties are
dominated by the importance of the baryonic physics in the inner most region of the
Milky Way which comes together with the poor knowledge of the DM distribution at
the center of the Milky Way [175, 176, 177, 178]. On the contrary, dSphs stands out
as very clean environments to search for high energy γ-lines only residually affected
by systematics related to the determination of their astrophysical parameters in the
presence of limited stellar tracers [179, 180].

Motivated by the above considerations, we show a very preliminary analysis of ID
signals coming from annihilations of the WIMP real 7-plet. We focus on the CTA
prospects by considering 50h of observations time towards two dSph targets in the
northern hemisphere: the classic dSph Draco and the ultra-faint one Triangulum
II. Notice that the DM properties of Draco come from hundreds of stellar tracers,
while those from Triangulum II are based on just 13 tracers, making the latter more
speculative and subject to large systematics in the determination of the geometrical
J-factor [181]. Hence, the reach of Draco should be taken as the baseline reach for
CTA.

Our analysis is simplified because the signal shape we consider is essentially a single
line at Eγ ' Mχ. Consistently we take the CTA prospects derived in Ref. [55]
for a pure line. We ignore the contributions of the continuum spectrum, the extra
features of the spectral shape induced by the resummation of EW radiation and the
contribution of the BSF to the photon flux. While neglecting BSF is justified if we
focus on very high energy photons, a careful computation of the γ+X cross-section,
where X is any other final state would be needed to precisely assess the experimental
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sensitivity [182]. In the last decade, many different groups have investigated the
impact of large Sudakov logarithms and large collinear logarithms on the indirect
detection reach, focusing mainly on the case of the fermionic 3-plet [183, 184, 185,
186, 187, 187]. The inclusion of these effects has been shown to increase the reach of
∼ 20÷30% for the 3-plet [55, 174, 188] and it is expected to be even more important
for higher DM masses.

In Fig. 2.19 we overlay the SE annihilation cross-section for the real 7-plets at
v = 10 km/sec against the CTA experimental reaches. In order to compute the SE
in this velocity regime, we took advantage of the parametrization introduced in [172]
and used the full expressions for the SE at leading order, including EW breaking
effects. The SE saturate already at v ' 10−3 ÷ 10−2 far away from the resonances.
As we can see, both a 50 hour observation of Triangulum II and of Draco have good
chances to detect the high energy γ line in the 7-plet annihilation spectrum.

As we see from Fig. 2.19, given the strong mass-dependence of the features of the
SE cross-section, a major source of theoretical uncertainty on the reach of indirect
detection is still the determination of the real 7-plet thermal mass. Therefore, a full
computation of the thermal relic mass including NLO effects is required together
with a careful computation of the γ +X cross-section along the lines of Ref.s [183,
184, 185, 186, 187, 187] to careful assess the indirect detection reach for the real
7-plet.

Independently on our current inability of making a conclusive statement because
of the large theory uncertainties, it is clear that large n-plets are a perfect target
for future Cherenkov telescopes which deserves further theoretical study. A com-
plementary open phenomenological question is if the low energies gamma lines at
Eγ ' EB associated to BSF can be actually disentangled from the continuum (see
[51, 189] for preliminary work in this direction). An analogous question can be asked
for monochromatic neutrinos from BS annihilations.

2.7.2 Electroweak precision observables
The addition of new EW multiplets to the SM leads to deviations in EW observables
which could be tested with LEP data, at the LHC and at future colliders [147, 190].
Since the presence of new EW multiplets affects mainly gauge bosons self energies,
their indirect effects can be encoded in the oblique parameters [56, 57]. Here we
briefly summarize the main features of these contributions following the notation of
Ref. [57]. The most relevant oblique parameters can be related to the SM gauge
boson vacuum polarizations

Ŷ =
g2Ym

2
W

2
Π′′
BB(0) , Ŵ =

g22m
2
W

2
Π′′

33(0) ,

Ŝ = Π′
3B(0) , T̂ =

Π33(0)− ΠWW (0)

m2
W

,
(2.68)
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where Πij appear in the kinetic terms of the EFT describing the SM vectors inter-
actions at energies smaller than the DM mass

Loblique = −
1

2
V µ
i ΠijVj,µ . (2.69)

In particular, all the EW multiplets (both real and complex) give a universal con-
tribution to the Ŵ , Ŷ as previously found in [43]

Ŵ =
αem cot2 θW

180π

m2
Z

M2
DM

κn(n2 − 1) ' 3.8κ× 10−7

(
1 TeV
MDM

)2

n(n2 − 1) , (2.70)

Ŷ =
αem

15π

m2
Z

M2
DM

κnY 2' 3.4κ× 10−7

(
Y

1/2

)2(
1 TeV
MDM

)2

n , (2.71)

where κ = 1, 1/2, 1/8, 1/16 for Dirac fermions, real fermions, complex scalars and
real scalars respectively. In the numerical estimates we normalized the expected
contributions to the fermionic 21/2. The rough expectations for heavier WIMPs
can be obtained from the equations above by remembering that MDM ∼ n5/2. The
contribution to Ŵ scale like as ∼ 1/n2 while the one to Ŷ as ∼ 1/n4.

Ŵ and Ŷ induce effects in SM observables that grow with energy so that LHC
searches have already ameliorated the sensitivity on these operators compared to
LEP. In particular Ŵ has been recently bounded by CMS [191] and Ŷ is also set
to be tested with a similar precision [192]. Even if the current precision is not
sufficient to probe the WIMP thermal masses, further improvements are expected
in a future high energy muon collider. This could provide interesting indirect tests
of EW WIMPs [147, 155, 193]. Given the size of the expected WIMP contributions
in Eq. (2.70) and Eq. (2.71) the results of Ref. [155] indicates that a muon collider
of
√
s = 30 TeV would be needed to observed these deviations.

As extensively discussed in this thesis, complex WIMPs require contact interactions
with the SM Higgs to be phenomenologically viable. These interactions give an
additional contributions to the Ŝ parameter. Moreover, the mass splittings inside
the EW multiplet induced by O0 and O+ break the custodial symmetry in the Higgs
sector. As a consequence, complex WIMPs give irreducible contributions also to the
T̂ parameter. The explicit formulas for fermionic WIMPs are

ŜF = −αemY n(n
2 − 1)

9πs2WMDM
δµQM

'

' −1.6× 10−6

(
Y

1/2

)(
1 TeV
MDM

)(
δµQM

10 GeV

)
n(n2 − 1) ,

T̂F = − αem

18πs22W
n(n2 − 1)

δµ2
QM

+ δµ2
0

m2
Z

'

' −2.3× 10−6
δµ2

QM
+ δµ2

0

100 GeV2 n(n2 − 1) ,

(2.72)

where s22W = sin2 2θW ' 0.83 while δµQM
and δµ0 are defined in Eq. (2.64). The

corresponding formulas for scalar WIMPs are easily obtained from the fermionic
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ones by replacing ŜS = 1
4
ŜF and T̂S = −T̂F . Our result for T̂S is consistent with the

result in Ref. [123], first computed in [194].

Both Ŝ and T̂ are currently constrained at the level of 3 × 10−3 by LEP data
(where the precise value will of course depend on the correlation between these two
parameters [57]). High luminosity colliders further exploring the Z pole like FCC-ee
will improve this precision typically by a factor of 10 [195] with the ultimate goal of
pushing the precision of EW observables to the level of 10−5 [196].

Concerning Ŝ we conclude that the deviations induced by complex WIMPs are
unlikely to be visible unless for light multiplets with the ultimate EW precision.
Conversely, at fixed large splitting and increasing size of the multiplet, the deviations
on T̂ are enhanced to the point that a 121/2 multiplet is giving T̂ ' 3× 10−3, which
is within the reach of current LEP data and could help reducing the tension the
mW mass extracted from the EW fit and the one measured directly by the CDF
collaboration [197]. Of course this extreme scenario requires very large couplings at
the boundary of perturbativity for the contact operators inducing the splitting in
Eq. (2.6).

2.7.3 Electric dipole moment
As mentioned in Chapter 2 and detailed in App. B.1, the operators generating the
splittings for complex fermionic WIMPs have in general two different chiral struc-
tures and different relative phases. This generically induces operators contributing
to the electron EDM at 1-loop [198, 199]. Following the notation of Ref. [198], the
leading operator generated by WIMPs loops is

LEDM ⊃
cWW

Λ2
UV
|H|2WW̃ , (2.73)

where we neglect for this discussion operators such as |H|2BB̃ and H†σaHWB̃ that
would be suppressed by powers of Y/n with respect to the one with two SU(2)L field
strength insertions.

The Wilson coefficient in Eq. (2.73) is constrained by the recent measurement of the
ACME collaboration [200] to be

cWW < 4× 10−3g22

(
ΛUV

10 TeV

)2
de

1.1× 10−29e cm . (2.74)

The effective operator in Eq. (2.73), is generated at 4Y -loops from the O0 operator
and its axial partner and at 2-loop from the O+ operator and its axial partner. For
example the 2-loops Wilson coefficients can be estimated as

cWW |2−loop '
g22n(n

2 − 1)2I[yIy∗I,5]
32(16π2)2Λ2

UV
, (2.75)

where the index yI controls the contribution from O0 or O+ and yI,5 the ones from
their axial counterpart. If only O0 is present, like it would be for instance in the
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minimal splitting case for the 21/2 multiplet, the bound in Eq. (2.74) can be rewritten
as an upper bound on the neutral splitting

δm0 < 16 GeV
(
2

n

) 3
2

|θCP|
1
2

√
|de|

1.1× 10−29e cm , (2.76)

where we defined θCP = y2I/I[yIy∗I,5]. A similar bound is found for δmQM
in the

minimal splitting case, where O0 can be neglected. Hence, for O(1) couplings and
CP-violating phases, the EDM already gives competitive if not stronger bounds with
respect to those shown in Table 2.2. Interestingly, future experimental upgrades are
expected to be sensitive to electron EDM as small as de ' 10−34e cm [58] which
would provide sensitivity to the WIMP parameter space down to splittings of order
∼ 50 MeV for O(1) couplings and CP-violating phases.

It would be interesting to further explore this direction in models where the O(1)
CP-violating phase is motivated by a mechanism producing the observed baryon
asymmetry in the Universe such as WIMP baryogenesis [201, 202].

2.8 Summary
After many years of hard experimental and theoretical work, the possibility that
Dark Matter is part of an EW multiplet is still open and deserves theoretical at-
tention in view of the future plans for experimental searches. In [47, 48] we made
a first step in sharpening the theoretical predictions computing all the calculable
thermal WIMP masses for real and complex EW representations. We included both
Sommerfeld enhancement and bound-state-formation effects at LO in gauge boson
exchange and emission. Our results are summarized in Table 2.1 and Table 2.2.

We find that the largest SU(2)L n-plet for which thermal freeze-out is calculable at
LO is the 13-plet, which is as heavy as 350 TeV. Stronger requirements about the
perturbativity of the EW sector up at high scales can further lower the number of
viable candidates.

Given the updated mass predictions from thermal freeze-out, we re-examined var-
ious phenomenological probes of WIMP DM, with a focus on collider and Direct
Detection experiments. High energy lepton colliders in the 6 ÷ 30 TeV range, such
as a future muon collider, can directly produce EW multiplets with n ≤ 5. We
summarize our findings in Fig. 2.5.

In order to probe a Majorana fermion with n = 3 (n = 5) with missing-mass searches,
a collider with at least

√
s ∼ 12 TeV (

√
s ∼ 35 TeV) and the baseline integrated

luminosity of Eq. (2.31) would be required. The highest mass reach is obtained by
means of an inclusive mono-W search. Interestingly, disappearing tracks originating
from the decay of the singly-charged state into the neutral one are robust predictions
of real EW multiplets with Y = 0, and ameliorate the sensitivity for the 30-plet
compared to missing-mass searches. For the 50-plet we find the expected sensitivity
of disappearing tracks to be very similar to the one of missing-mass searches due to
the shorter average lifetime of the tracks.
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Regarding complex candidates, we find that thanks to combined MIM searches a
future muon collider with

√
s = 6 TeV would be able to fully probe the existence of

a fermionic complex WIMP doublet at its thermal mass around 1.1 TeV. 7 Instead,
a muon collider of

√
s = 10 TeV would be able to make a discovery at the thermal

mass for the fermionic 31 using a luminosity around 10 ab−1, that is considered as
a benchmark for currently discussed project for this type of collider [149, 203].

Scalar WIMPs can not be probed through missing-mass searches, due to their smaller
production cross-section. However, disappearing tracks searches are very powerful
tests even for scalar multiplets, thanks to their very low background contamination.
This signature is therefore a crucial ingredient to fully explore the parameter space
of thermally produced WIMP Dark Matter at future colliders.

Finally, large-exposure liquid Xenon experiments like DARWIN can in principle
probe all the relevant EW WIMPs through their weak interaction with nuclei. Our
main result, summarized in Fig. 2.16 and Fig. 2.18, is that a kiloton exposure xenon
experiment would be able to probe most of the complex and the real WIMPs, with
the notable exceptions of the complex 21/2 and the 51, whose cross sections lie
naturally well below the neutrino floor. This result for the complex doublet was
of course well known from the many previous studies on the SUSY Higgsino [204],
but it gets further substantiated in the context of our WIMP classification. The
fermionic 51 can be discovered at a

√
s . 30 TeV machine, showing the interplay

between DD and collider experiments.

We further study the parameter space of the different complex WIMPs and find
regions where the direct detection cross section can drop below the neutrino floor
because of accidental cancellations of the EW elastic scattering (like for the 51) or
at small (mildly tuned) values of the charged-neutral mass splittings (like for the
31) or for the destructive interference of EW and Higgs induced scattering (like for
the 41/2). In all these cases a high energy lepton collider might be again the only
way of discovering these WIMPs.

Scalar WIMPs can further be tested through their Higgs-portal quartic interaction.
Interestingly, O(1) modification of the thermal freeze-out masses due to the Higgs
portal are already partially excluded by the XENON1T and PANDAX-4T results,
and will be completely excluded by LZ.

The list of WIMP candidates we furnished provides a series of targets that can
be probed at successive stages of a future machine. Moreover, our analysis shows
that future searches for long-lived charged tracks will be crucial to fully probe the
WIMP parameter space. This strongly motivates a detailed collider study assessing
the expected sensitivity of these searches in a realistic muon collider environment.

7Note that our results on the DT differs from the ones in Ref. [122]. This discrepancy can
be ascribed to their overestimation of the efficiency for DTs with short lifetimes. We thank the
authors for correspondence on this. We believe that our projections on the mono-γ are stronger
than the ones derived on Ref. [112] because of our optimization of the kinematical cuts.
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Chapter 3

DM as a SM singlet

In Chapter 2 we studied the consequences of DM being charged under the SM
gauge group. More precisely, we have considered EW WIMPs. As outlined in
the introduction, if the DM has no SM gauge interactions, the interaction between
the Dark Sector and SM might happen through contact interaction captured by
portal operators made by the product of singlet operators. Our goal is to attempt
to study the scenario of a Secluded Dark Sector (DS) in a model-agnostic way.
Secluded Dark Sectors with their own particle content and dynamics, that interact
with the Standard Model feebly, are well motivated for a variety of reasons. If such
sectors contain or interact with dark matter, they are a natural scenario to probe
in terrestrial and cosmological studies. Such sectors can also arise naturally from
bottom-up BSM considerations motivated to address various issues in SM, as well as
in top-down string constructions. The hidden valley scenario [72] initiated various
model-building and phenomenological aspects of such DS and this remains a focus
of much present research activity to date.

We want to keep the study as general as possible, therefore we want to avoid specify-
ing the precise interaction of DS particles. In general it is hard to fix the cosmology
of DS models only specifying the portal (see [79] for an attempt). Therefore we will
neglect the cosmology, and try to test the model by studying the lightest excitations
that can be produced at experiments.

Dark sectors with sufficiently low production threshold are generally probed by
high-intensity experiments with centre-of-mass energies much lower than typical
high energy collider machines. Such high-intensity experiments involve a proton or
electron beam (or even muon beam, see ref. [205, 206, 207] for future proposals of
fixed target experiments with a muon beam) hitting a fixed target, producing a high
flux of SM particles alongside a beam of putative DS particles (see ref. [208, 209, 210,
211, 212, 213] for general reviews on the capabilities of high intensity experiments).
Due to weak couplings to the SM, lightest DS particles once produced tend to have
long lifetimes, allowing them to travel macroscopic distances before decaying back
to visible particles. Suitable detectors placed downstream from the fixed target can
be used to discriminate a possible DS signal against SM background.
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We remark that in this case what is being tested is not really the DM hypothesis,
but the presence of some light states, that might be or not be the DM. In particular,
since we focus on decaying particles, such excitations cannot be the DM but rather
some DS partner that lives in the DS. While this is a non-minimal assumption on the
nature of the DS, such particles are expected to exist especially in strongly coupled
scenarios.

Short and long-baseline neutrino experiments happen to be placed behind some
of the most powerful proton beams up to date. Thus, they provide an ideal and
pre-existing infrastructure for probing low scale dark sectors. In fact, neutrinos
themselves are a prototype for a DS, so it is not a surprise that a facility for studying
them is useful more generally. Further, a rich short-baseline experimental program
for neutrinos has been planned at Fermilab (e.g. DUNE, SBNP, see ref. [214, 215,
216] for experiment details, ref. [217, 218, 219] for recent studies on DS search at
these experiments). These new proposals will improve upon the current neutrino
experiments, using a higher number of protons on target (POT), and better detectors
that can help in reducing SM background [220], therefore leading to an increased
sensitivity for DS searches.

Apart from neutrino experiments, a natural setup to probe DS is at future exper-
iments proposed for long-lived particle (LLP) searches (e.g. see [221, 222, 223] for
a review). These experiments are in the study phase and may require a longer
timescale. Existence of current data from neutrino experiments, and a fairly short
timescale for future ones to come online make neutrino experiments a powerful and
efficient probe of dark sectors.

Any broad enough search for dark sectors must explore all axes of ignorance of such
scenarios. The dimensionality D of the portal interaction between the DS and SM
is one such axis. While searches for DS interacting with the SM via relevant portals
(D ≤ 4) have been well studied (see refs. [222, 224, 225] and references therein),
the case of irrelevant portals (D > 4) is equally well motivated. Among these, the
axion portal (D = 5) has been studied the most, especially at the high intensity
frontier [226, 227, 228, 229, 230, 231, 232] (see [233] for a study specific to neutrino
experiments). Regarding other irrelevant portals (D ≥ 5) that might connect the DS
and SM, some recent progress has been made [75, 76, 234, 235, 236, 237, 238, 239]. In
this Chapter, we probe SM-neutral dark sectors which interact via irrelevant portals
with the SM at neutrino oscillation experiments. On general principles we are led
to D ∼ 5 and D ∼ 6 portals. Such dark sectors are in general very elusive due to
the irrelevant nature of the portal. The results presented here are complementary to
the constraints from current high energy terrestrial experiments and astrophysical
data, presented in [76], and in specific cases, much stronger, as we point out in the
relevant sections.

Here we consider various (inclusive) DS production processes. Depending on the
DS 4-momentum pDS, a different production process can be relevant: meson decays
(for

√
p2DS . M, the parent meson mass), direct partonic production (for

√
p2DS &

ΛQCD) or dark bremsstrahlung (for
√
p2DS < ΛQCD). We require the DS states to be

produced away from any mass thresholds, which allows estimating the rates based on
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general principles. DS particles once produced are required to decay to SM particles
inside the neutrino near-detectors placed generally ∼ O(100m) downstream from
the target1.

Compared to previous attempts at studying irrelevant portals, our work is more
comprehensive, as we point out now. Compared to [230, 235], we study a more
complete set of operators, both in production and decay of DS particles. We per-
form a detailed study of production modes through irrelevant portals, such as dark
bremsstrahlung and partonic production, that have either been neglected or only
considered partially [235, 236, 237]. We find that the bremsstrahlung mode can
be comparable to other modes and is necessary for a complete analysis. Compared
to [75, 76] we focus on high intensity experiments, particularly on neutrino and other
proton dump experiments that were not considered previously in this framework.
We do so by adopting the model agnostic strategy outlined in [76]. More impor-
tantly, this allows us to put bounds on strongly coupled light dark sectors through
irrelevant portals, which as far as we know is not a thoroughly studied scenario at
high intensity experiments (except in [76]. See [75, 238, 240, 241] and references
therein for searches at collider experiments). Strongly coupled GeV-scale DS are
relevant in frameworks containing composite resonances from a new gauge group,
such as composite versions of Asymmetric Dark Matter [45, 46, 242], Mirror world
models [243, 244], some incarnations of the Twin Higgs paradigm [245] and are a
natural realization of the Hidden Valley scenario [72].

The outline of the Chapter is as follows: in Sec. 3.1 we describe the dark sector
portals and the relevant model agnostic framework for estimating inclusive rates,
lifetime and multiplicity of DS particles, also pointing out the mild model depen-
dent assumptions we have to make to proceed. In Sec. 3.2 we describe various DS
production processes relevant at neutrino experiments, while in Sec. 3.3, we give
an overview of the neutrino experiments we use to constrain the parameter space,
and describe our strategy for estimating signal events from DS decaying inside the
neutrino detector. Our results and bounds can be found in Sec. 3.4 with a discussion
and summary in Sec. 3.5. In App. G and App. H we explain technical details of the
computations.

3.1 A model agnostic strategy (and its limita-
tions)

In this section we discuss the relevant theoretical details for studying dark sectors
with irrelevant portal to the SM. The emphasis is towards being as model agnostic
as possible, and only allowing for minimal model dependence where necessary. We
point out the assumptions we have to make at various stages for this. Our work
builds upon the model agnostic approach first undertaken in [76], wherein more
details can be found.

Dark sectors with portal interactions to the SM from irrelevant operators can be
1Far detectors are less constraining due to a very small angle subtended to the interaction point.
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generated in a large class of models, generically by exchange of heavy mediators
charged under both the SM and the DS. The general form of such a portal is

κ

ΛD−4
UV
OSMODS , (3.1)

where ΛUV is the mass scale of the heavy mediator, κ is a dimensionless coupling,
and OSM (ODS) are local operators made of SM (DS) degrees of freedom. The
dimensionality of portal D = [OSM] + [ODS] is greater than 4 for irrelevant portals.
States in the DS are further characterized by a mass gap ΛIR, and the dynamics
between the scales ΛUV and ΛIR is approximately scale invariant. A large hierarchy
between these scales is a working assumption of this scenario. In order to avoid
strong constraints, we also assume that the portal preserves both CP and flavor
symmetries of the SM.

The most constrained portals are expected to be those with lowest dimension D.
In concrete examples of such DS, both weakly and strongly coupled, the two lowest
dimension DS operators are a scalar operator O (of dimension ∆O . 4) and a
conserved current operator JDS

µ (of dimension 3). While the dimension of a conserved
current operator is fixed to be 3 in 4D, the reason to take the scalar operator close
to being marginal is to ensure that the condition ΛIR/ΛUV � 1 is realized naturally.
We will consider ∆O = 3, 4 in this Chapter. Specific to a given model there can
be other operators that generate portals to the SM. However in the absence of a
symmetry, their dimension is either unprotected or requires additional assumptions
about the DS. We will therefore limit ourselves with only a current and a scalar
operator on the DS side. The gauge invariant operators on the SM side that can
be used to make a portal operator, with increasing scaling dimension, are H†H and
JSM
µ = f̄γµf, f̄γµγ

5f, f = l, q or JSM
µ = H†i

←→
D µH (see Table 1 in ref. [76] for a

complete list of scenarios). The lowest dimension Lorentz invariant combinations
are then JDS

µ JµSM and OH†H. In the unitary gauge, H†i
←→
D µH ∼ Zµ so that for this

portal the interactions with the DS proceed through a Z-boson. We will refer to this
as the Z portal. At the energy scales relevant at neutrino experiments, Z is never
produced on-shell, so we can integrate it out and generate an effective JJ operator
where now the SM current is the one that couples to Z. Therefore, considering
JJ portals where the SM current is either generic or the one for Z, we cover all
possibilities. We will refer to these as the generic JJ portal and the Z-aligned JJ
portal respectively.

Hence the lowest dimension portals that can be formed are

Lportal =
κO

Λ∆O−2
UV

OH†H +
κJ
Λ2

UV
JDS
µ JµSM +

κZ
Λ2

UV
JDS
µ H†i

←→
D µH =

=
κO

Λ∆O−2
UV

OH†H +
κJ
Λ2

UV
JDS
µ JµSM +

κZ
Λ2

UV

v

mZ

JDS
µ JµSM, Z , (3.2)

where κO, κJ , κZ are dimensionless coefficients, v is the electroweak VEV and in the
second line we have integrated out Z, which couples the DS current to JµSM, Z, the
SM current that couples to Z. The three terms in Eq. (3.2) are the Higgs portal,
the generic JJ portal and the Z portal respectively. It is clear that a Z-aligned JJ
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portal can be obtained from the Z-portal with a rescaling: κJ = κZ(v/mZ). For
∆ . 4, all these portals are of dimension D ∼ 6. In principle, a DS described by a
local QFT also possesses a stress-energy tensor T µνDS of dimension 4, that can be used
to build dimension 8 operators with SM dimension 4 operators. However, given a
larger suppression compared to the dimension 6 portals in Eq. (3.2), the bounds on
them are too weak to be of any interest.

If the energy
√
s of an experiment that probes the DS is such that ΛIR �

√
s� ΛUV,

the DS states are produced directly in the conformal regime. Inclusive DS production
rates can be estimated using only the scaling dimension of the DS operator, along
with the optical theorem. The optical theorem allows to sum over the DS phase
space in an inclusive manner and relates it to the imaginary part of the two point
function of the DS operator, which in turn is fixed by the scaling dimension of the
operator. In particular, the optical theorem gives∑

n

∫
dΦDS |〈Ω| ODS |n〉|2 = 2 Im (i 〈Ω| ODSODS |Ω〉) , (3.3)

where the DS operator ODS interpolates a DS state |n〉 from vacuum |Ω〉 and the
integration is over the entire dark sector phase space dΦDS.

This approach allows calculating the cross section for DS production without speci-
fying the fields that make the composite operator ODS. While for irrelevant portals,
the matrix element does not decrease with energy (specific behavior depends on
the production mode), this needs to be convolved with the structure functions (e.g.
the pdfs/form-factors/splitting functions, depending on the production channel),
and this changes where the bulk of events come from. As long as the involved pDS

values are away from ΛUV,ΛIR, one can ignore the events near the thresholds in a
self-consistent manner. Relatedly, the two point function of ODS will also depend
on the ratio Λ2

IR/p
2
DS and p2DS/Λ

2
UV. For self-consistency, we again need both these

ratios to be small. In particular, the condition p2DS/Λ
2
UV < 1 effectively ensures the

mediators of mass ΛUV are not directly produced and the effective local operator
for the portal is a good description. In ref. [76], this was enforced by ensuring that
the obtained bound on ΛUV always satisfies this condition for the highest p2DS used
in the calculation. In practice, this effectively resulted in a lower limit on the parts
of ΛUV ruled out, or completely invalidated certain bounds. As we will see, for
neutrino experiments, where the involved energy is much smaller than LHC or LEP,
this condition is less detrimental. By restricting to ΛUV & 50 GeV, we are able to
get useful bounds as well as be consistent with the EFT condition. The condition
on ΛIR on the other hand needs to be imposed, which we do for each production
mode.

After production, the DS states will interact and decay into each other, and eventu-
ally all the DS degrees of freedom would decay to the Lightest Dark Sector Particle
(LDSP), which we denote by ψ. We will take the mass of ψ to be of order ΛIR and
this can be taken as our definition for the mass gap ΛIR. In the absence of additional
symmetry, ψ will decay back to SM states from the portal interactions itself. Since
the portal interactions are weak, the typical time for DS states to decay into each
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other is much smaller than the typical lifetime of ψ, and can be safely ignored. Note
that the LDSP is not the DM candidate in the scenario under consideration—a DM
candidate would need to be much more long lived, and will have a missing energy
signal. In this Chapter we will assume that the produced DS particles relax entirely
to LDSPs, and leave the question of considering a fraction of events to be missing
energy, for future work.

The signatures of ψ depend on its lifetime, and this is the first place where some
assumptions have to be made, which bring some model dependence. At high en-
ergy colliders, depending on the lifetime of ψ, one can get missing energy events,
displaced vertices, or prompt decays, ordered by decreasing lifetimes. Missing en-
ergy events, being most inclusive, need minimal information about the underlying
dynamics of DS, while displaced vertices and prompt decays being exclusive, need
some information. Note that the requirement ΛIR/ΛUV � 1 puts us away from the
prompt decay regime, since in this limit, the lifetime increases. Focusing on neu-
trino experiments, since the detectors are placed some distance from the interaction
point, we are in the displaced vertex scenario. It is possible to detect the decay of
ψ inside the detector, or its scattering against electrons or nucleons of the detec-
tor [246, 247, 248, 249, 250, 251, 252, 253]. Both signatures need some knowledge of
the IR behaviour of the underlying theory, and are model dependent, however with
varying degrees. For these two signatures, the relevant DS matrix elements are:

Decay : 〈Ω|ODS|ψ〉 = a f Λ∆O−2
IR ,

Scattering : 〈ψ(pf )|ODS|ψ(pi)〉 = aF (pi, pf ,ΛIR) , (3.4)

where |Ω〉 is the vacuum, f is a decay constant, F is a form factor and a is an O(1)
number, all of which are model dependent. In this Chapter, we will only focus on
the decay mode.

The model dependence that enters in the decay case comes in the combination a f .
Scattering process, on the other hand, requires knowing the form factor which can
be a complicated function of the momenta (especially for strongly coupled sectors).
The functional dependence also influences who ψ recoils against most efficiently.
The spin of ψ does not fix the portal, since one can make multiple total spin states
using two ψ. Further, depending on the spectrum, an LDSP might up scatter to a
close by state, making the scattering inelastic (similar to what happens in inelastic
Dark Matter scenarios [254]), leading to a different parametric dependence for the
scattering cross-section. These aspects make it clear that scattering processes require
additional model dependent assumptions, and we will not consider them here. A
further reason to choose decays over scattering is that they have a larger signal-to-
noise ratio, and we will have more to say about it in Sec. 3.3. Note that while there
are weakly coupled models in which all the LDSPs are stable under some accidental
symmetry, and therefore can only be studied through scatterings in the experiments
under scrutiny (and therefore our analysis will not apply to such scenarios), in
strongly coupled models unstable resonances are expected generically: all operators
not protected by symmetries are expected to be generated with O(1) coefficients,
unlike weakly coupled theories in which these coefficients can be � 1.
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The lifetime of ψ to decay to SM states, via the portal itself, can be estimated in
a straightforward manner. However there are differences when the decay is from
mixing with a SM state or a direct decay. For a direct decay from a portal of
dimension D, the lifetime can be estimated to be

1

τψ
∼ ΛIR

κ2

8π

f 2

Λ2
IR

(
Λ2

IR
Λ2

UV

)D−4

, (3.5)

where the decay constant f is defined by the matrix element 〈Ω| O |ψ〉 = a f Λ∆O−2
IR

and a is an O(1) number taken to be 1. Further, f can be estimated via the optical
theorem to be f =

√
cΛIR/4π, where c is the number of degrees of freedom of the

DS. On the other hand, if the LDSP decays through mixing with a SM particle such
as Higgs, if the LDSP is spin 0, or Z, if the LDSP is spin 1 (e.g. through OH†H or
JDS
µ H†i

←→
D µH respectively), the lifetime in the limit ΛIR � mZ/h is given as

1

τψ
= Γi sin

2 θi , tan 2θi =
2δi
m2
i

, i = Z, h , (3.6)

where ΓZ/h is the decay width of Z/h evaluated at mZ/h = ΛIR, and the mixing
parameter δi is

δh = κO vf

(
ΛIR

ΛUV

)∆O−2

,

δZ = κJ vf
mZΛIR

Λ2
UV

. (3.7)

To model the hadronic decay of the scalar LDSP (that mixes with the Higgs),
we use the spectator quark model for ΛIR > 2 GeV and the dispersive analysis
for ΛIR < 2 GeV , following [255]. For a spin-1 LDSP (mixing with the Z) we
again use the spectator quark model for ΛIR > 2 GeV , and a data-driven approach
for ΛIR < 2 GeV , following [256, 257] for the vector and axial vector component
respectively.

The next model dependent assumption needed in order to evaluate the reach at high
intensity experiments is how many LDSPs are produced per DS shell, or equivalently
how many are excited by the DS operator acting on the vacuum. We will take two
benchmark values, nLDSP = 2 for weakly coupled dark sectors and nLDSP = n(p2DS)
a function of the invariant mass squared p2DS of the DS system, similar to the case
of QCD [258]:

n(p2DS) = A (log x)B exp
{
C (log x)D

}
, (3.8)

where x = p2DS/Λ̄
2, Λ̄ = 0.1ΛIR, A = 0.06, B = −0.5, C = 1.8, D = 0.5, and p2DS is

the invariant mass squared of the DS system. Our results are not very sensitive to
small changes in nLDSP. In particular, as argued in section 3.4, its impact on the
exclusion plots will be mostly in regions in which the LDSPs are light and long-lived.

Finally, we need to know the directional distribution of the produced LDSPs, to
estimate if they interact with the detector. In the strongly coupled benchmark
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where typically nLDSP > 2, we assume that the LDSPs have a uniform angular
distribution in the rest frame of DS (i.e. the frame in which pDS only has a time
component), and we can boost it to the lab frame to know its relevant distribution. A
uniform distribution in the rest frame is a simplifying choice, and is well motivated,
at least for a certain class of strongly coupled theories (e.g. see ref. [259] for such
a scenario). Further, even if the distribution is not uniform per event, it can be
uniform when all the events are considered. For light enough LDSPs, which are
very boosted in the lab frame, small deviations from this assumption do not change
our results significantly.

The weakly coupled case is in principle different, and the angular distribution de-
pends on the production mode, spin of produced DS particles and the specific form
of the portal. In general we expect O(1) differences among the possible LDSP an-
gular distributions in the DS rest frame. For example, in DY production the typical
LDSP distribution is either proportional to sin2 θ or 1 + cos2 θ for scalar and light
fermion LDSPs respectively. The difference between the two distributions is that
the scalar distribution is more peaked around the most probable LDSP lab angle
∼ 1/γDS. However, since the LDSP is produced with a high boost, any differences
in the distribution are washed out, and we can assume an isotropic distribution in
the DS rest frame as before. We have checked this by an explicit computation.

3.2 Production Modes at Proton Beam based Ex-
periments

Even though at neutrino experiments the primary process is a proton interacting
with a nucleus, depending on the energy scale of the process, there are various
production modes to consider. In this Chapter, we consider experiments based
on 120 and 400 GeV beam energies. For such energies there are three relevant
production modes. First of all, the proton nucleus interaction creates mesons, which
may decay into lighter mesons and DS states, or completely annihilate into DS
states. Denoting the 4-momentum carried by the DS state as pDS, this requires
p2DS ≤ (Mheavy −Mlight)

2 for the first scenario and p2DS = M2
heavy for the second. We

will refer to these as radiative and annihilation meson decays (MD) respectively.
For p2DS & Λ2

QCD, the incoming proton is at high enough energies so one has to
consider partonic process involving constituents from the incoming proton and the
nucleons in the target, and we refer to this as Drell-Yan (DY) production mode.
For p2DS . Λ2

QCD, DS states can be produced from initial state emission, which we
will refer to as Dark Bremsstrahlung (DB) mode. For each of these processes, the
production cross section has a different differential distribution in p2DS. Fig. 3.1
shows a comparison of the differential DS production cross-section for DY, DB and
radiative MD mode, for Z portal, at 120 GeV beam energy. The radiative MD mode
is flat in pDS, switching off when the phase space for DS production closes, which
in turn is set by the parent meson mass. The DB mode switches off around ΛQCD
beyond which it is not a valid description of the scattering process. The sharp peak
in the DB mode is due to meson resonance, as seen in the form factors (see App. G.1).
The switch off of DY mode comes from the drop in the PDFs of constituents of the

70



proton at higher p2DS, given
√
s of the experiment, and is a slower drop.

Figure 3.1: Relative importance of various production modes: the scaled differential
cross-section for DS production at DUNE-MPD (Ebeam = 120 GeV ) as a function of
p2DS for various DS production modes (for Z portal). Solid yellow shows meson decay:
K → π + DS mo, dotted green line shows dark bremsstrahlung mode (p + p → X + DS),
and dashed blue line shows Drell-Yan mode (p+p→ DS). The reported cross-section is per
proton-on-target, and is without the geometric acceptance factor εgeom (which at DUNE is
approximately 10−3 for DY and meson modes and around 10−2 for DB mode).

We remark that dependence of the production cross section on the center of mass
energy

√
s of the experiment is not the one given by naive power counting (i.e.

σ ∼ sD−5/Λ2D−8
UV ), and is general dependent on the production mode. For MD

and DB modes, the typical scale of the process is not set by the center of mass
energy of the experiment, but rather by the hadronic resonances. There is a residual
dependence on

√
s in the meson production cross section and in the proton-nucleon

cross section respectively, but typically this dependence is much weaker than the
expected one above the specific hadronic production threshold. DY production
instead is more sensitive on

√
s. These features are easily seen in Fig. 3.1.

Independent of the production mode, we need to estimate the number of DS signal
events S produced. This is generically given as

S = Nsignal = NDS Pdecay εgeo , (3.9)

where Pdecay is the probability for at least one LDSP to decay inside the radial
location of the detector, εgeo is the geometric acceptance for the LDSP direction
to intersect with the detector and NDS is the number of DS states produced. For
more than one production mode, a sum is implied. Note that we have defined a
signal event as one in which at least one LDSP decays inside the detector. The
case of more than one LDSPs can be accounted for by multiplying the single LDSP
probability with the number of LDSPs produced, and it’s included in the definition
of Pdecay (see App. H.1 for a detailed discussion of this). As the final step to get
the number of signal events S, we have to express NDS in Eq. (3.9) in terms of the
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(inclusive) signal cross section σS as

NDS =
NPOT

σpN
σS , (3.10)

where σS is the cross section for DS production, NPOT is the total number of proton
delivered on target during the duration of the experiment (projected years for future
experiments) and σpN is the typical proton-nucleus cross section for the proton beam
hitting the target, taken constant for the center of mass energies of the experiments
we consider [260]:

σpN = A0.77 49.2 mb , (3.11)
with A the target nucleus’ atomic weight. In Eq. (3.10), we are considering only DS
production in the first interaction length of the target (or the dump for beam-dump
experiments), neglecting production happening at later lengths with a degraded
beam. Our computations are therefore conservative.

Specific to the case of meson decays, for a given meson M and in a given decay
channel C, NDS is given as

NDS = NPOT NMBrC

(
M→ DS (+m)

)
, (3.12)

where NM is the number of mesons produced per collision and BrC is the branching
ratio of the meson M to the DS (which may be in association with other mesons
m).

Strictly speaking, the various factors that go into the estimation of the number of
signal events Nsignal depend on the kinematic information, the production mode, and
the details of the detector (e.g. on- vs off-axis). For example, depending on p2DS,
the boost of the DS states and therefore its decay probability is different. Further,
depending on whether the DS is produced with a non-zero transverse momentum
or not, the angle subtended at the detector can be different. The correct procedure
would be to consider differential quantities and integrate over the allowed range.2
This however can obscure the relation between a given experiment and the probed
parameter space. As a way out, we use the average value of boost factor for esti-
mating the probability, and compute the average geometric acceptance. In App. H.3
we compare this procedure, referred to as factorized approach, with the exact pro-
cedure, called the full approach, and show that the difference between the two is
small.

This simplified strategy to compute bounds is useful for the following reason. While
production quantities such as the cross section depend in a trivial way on ΛUV and
very weakly on ΛIR via the kinematic condition p2DS ≥ n2

LDSPΛ
2
IR, the decay proba-

bility depends on both parameters. By using averages in the production quantities
allows factorizing them from the decay probability. This procedure therefore allows
an analytic understanding of ΛUV dependence on the number of signal events. Given
the vast array of cases, coming from different experiments, different production chan-
nels (which can depend also on extra parameters like the dimension ∆), different

2Note that for meson annihilation decay M→ DS, p2DS is fixed to M2.
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decay channels, and the strongly vs weakly coupled scenario, this factorization allows
to track the ΛUV dependence clearly, and also speeds up the computations.

We next briefly outline the details of the three production modes discussed earlier.

3.2.1 Meson Decays
The considered portals between the SM and the DS can cause mesons to decay into
DS states. Once the mesons are produced by the incoming proton hitting the target,
they can decay in two ways. The first possibility is a heavier meson M decaying into
a lighter SM state (such as another meson m) along with DS states. This is to be
contrasted with the case when the mesons decay just into the DS states and nothing
else. These two are the radiative decay and annihilation decay modes respectively.
The differential production cross section for radiative decay, as shown in Fig. 3.1
for the Z portal, is flat in pDS up to kinematic threshold. The decay width for both
modes can be approximately estimated, keeping the portal generic:

Γ(M → DS +X) ∼ κ2 g2SM Φ(∆)

(
fM
M

)a 
v2

m4
h

M2∆O−1

Λ
2∆O−4

UV
, OH†H portal,

M5

Λ4
UV
, JJ portal.

(3.13)

where κ is the portal coupling, M is the mass of the parent meson, fM is the
decay constant, ∆O is the dimension of O, gSM is a dimensionless coupling built
out of dimensionless SM couplings (like the gauge couplings, loop factors, extra SM
particles’ phase space, and relevant spurions), and Φ(∆) is the phase space factor
coming from the integration over the DS degrees of freedoms (e.g. see Eq. (3.14)).
The exponent of the dimensionless ratio (fM/M) depends on the process, and is
−2 for processes coming from the axial anomaly, +2 for tree level processes from
the chiral Lagrangian and 0 for processes directly proceeding through the portal
(without going through the chiral Lagrangian). In this estimate we have ignored
the lighter meson mass for radiative decay, and have not included the meson form
factors for simplicity. In our full analysis we include all these effect. We next discuss
specific details of the radiative and annihilation decays as DS production modes.

Radiative Decays

For the radiative decay of the form M→ m+DS proceeding via a flavour violating
loop, the DS state is produced either by the quark line, and/or by the internal W
loop (which is necessary to change the quark flavor). This depends on the portal
operator. For JSM

µ JµDS portal where JSM
µ is the quark current, the DS is produced just

by the quark lines, whereas for JSM
µ = iH†D~

~

µH ∼ Zµ, the DS states can be produced
by attaching a Z to the quarks, or to the W in the loop3. The DS states can also
be produced by the Higgs portal OH†H. To understand their relative importance,
let’s consider the ratio of the branching ratios of the two different portals for DS

3We are working in the unitary gauge.
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Figure 3.2: The underlying quark level transition in DS production via Z portal in
flavour violating decays such as K → π + DS.

production:

BROHH

BRJ HDH

∼ 3456 Γ(∆O + 1/2)

π1/2Γ(2∆O)Γ(∆O − 1)

M2

m4
h

(M −m)2∆O−6

Λ2∆O−8
UV

(3.14)

with M (m) being the mass of the heavy (light) meson, ∆O the dimensionality of
the operator O, where for the higgs portal case we have used the usual effective
lagrangian coupling Cij d̄

i
Ld

j
Rh between the flavour changing quarks and higgs (see

[76] for example) and for the Z portal case, we have considered only the top quark
contribution in the loop of the O(m2

t/m
2
W ). It is clear that for ∆O ≥ 4, production

through the Higgs portal is suppressed with respect to the Z portal and will give
weaker bounds. We discuss this in more detail in Sec. 3.4.4.

For production through a ∆O = 3 Higgs portal, even though the ΛUV scale probed
is higher than Z portal production case (discussed in more detail in Sec. 3.4.4), the
bound is still at most only marginally stronger compared to missing energy searches
at LHC [76]. In this subsection we will mostly focus only on the Z portal production
for mesons, but will make some comments about the Higgs portal case in Sec. 3.4.

Examples of radiative meson decay processes are K+ → π+ + DS, B+ → K+ +
DS and D+ → π+ + DS, and a prototypical diagram (for K+ → π+ + DS ) is
shown in Fig. 3.2. In general, these processes proceed through insertion of two
CKM entries, so that for flavor i going to j, the amplitude approximately scales
as
∑

k V
CKM
ik V CKM

kj f(mk/mW ), where mk is the quark mass of flavor k, mW is the
W mass and f(x) is a loop function [261, 262]. Due to the GIM mechanism the
loop function is suppressed for small masses: f(x) ' x+O(x2). For D mesons, for
which the underlying process is c→ u, there is no top quark in the loop, as opposed
to B,K decays, which makes the D-meson process suppressed. As a result, the D
decays are not very constraining—e.g. the large number of D mesons expected at
SHiP (enhancement by ∼ 104 compared to B meson production, see ref. [263]) is
not enough to overcome the GIM and CKM suppression of ∼ 10−12.

Due to the abundant number of K mesons produced at neutrino experiments, K →
π + DS decay is an important mode for DS production. For this process, and for
the Z portal case, the Feynman diagrams are shown in Fig. 3.2. Note that one

74



must include penguin diagrams as well as self-energy diagrams [261, 262]. The DS
production rates can be obtained from the SM calculation for s → dν̄ν, but with
some modifications. We can use the SM results if we keep only the penguin diagrams
and omit the box diagrams in the ds̄ → ν̄ν process, since the latter are specific to
the neutrino coupling (e.g. see [262]). This however must be done in the unitary
gauge since the box and the penguin diagrams are needed together to make the
result gauge invariant in an arbitrary gauge, but their gauge dependent parts vanish
individually in the unitary gauge4 [262]. Once these subtleties are addressed, we can
simply replace the neutrino current coupling to Z, g2/2 cos θW (ν̄LγµνL), with the DS
current coupling to Z, (κJvmZ/Λ

2
UV)J

DS
µ . This allows us to write the rate of decay

of K+ → π+ + DS, using the optical theorem, as:

ΓK+→π++DS =
1

2MK

(
GF√
2

g2 cos θW
8π2

)2
m2
Zv

2κ2J
Λ4

UV

(∑
j=c,t

V ∗
jsVjdD̄(xj, xu = 0)

)2

×
∫

d3pπ
(2π)3

1

2Eπ
MµM∗

ν × 2 Im 〈JµDS(pDS)J
ν
DS(pDS)〉 , (3.15)

where GF is the Fermi constant, θW is the weak mixing angle, g2 is the SU(2)L
gauge coupling, MK is the mass of the K meson, v is the Higgs VEV, mZ is the Z
boson mass, Eπ =

√
m2
π + |~p2π|, pDS = pK − pπ, Mµ = 〈π+| d̄γµs |K+〉 is the SM

QCD matrix element (see App. G.2.1 for details), and Vij are CKM matrix elements.
The loop functions D̄(xj), where xj = m2

j/m
2
W , sum the contributions from various

diagrams. The upper limit for pπ integral is fixed by the kinematic requirement
p2DS ≥ n2

LDSPΛ
2
IR. We discuss in Sec. 3.4 the bounds from this decay channel by

NA62.

Apart from the decay K+ → π+ + DS, one can also consider the decays of K0
L and

K0
S. We can obtain the partial width of K0

L from that of K+ using ref. [261] by
replacing |V ∗

jsVjd|2 in Eq. (3.15) with |Im(V ∗
jsVjd)|2. The K0

S → π0+DS decay is less
constraining since it has a smaller branching ratio due to the large width of K0

S (see
refs [219, 264]).

We next consider decays of B mesons to DS which is relevant at proton-beam
experiments with higher beam energies (e.g. SHiP and CHARM, with Ebeam ∼
400 GeV,

√
s ∼ 27 GeV). These high energy proton beam experiments would also

have a high K meson production rate but a large number of them get absorbed
in the beam dump or target. Unlike B mesons, kaons have a decay length5 which
largely exceeds the hadronic interaction length (lH) hence they tend to be absorbed
in thick targets (for a target length of several lH s) and only a fraction of them then
decay to DS before absorption [255, 265]. For estimating this, we use ref. [265] for
SHiP, and ref. [255] for CHARM.

The B meson decays to lighter mesons like K and π take place via Z-penguin
diagrams which we already encountered in the case of K+ → π++DS (see Fig. 3.2)

4If we stayed in arbitrary gauge, the DS would also couple to the longitudinal modes of W and
hence the box diagrams would also contribute. In the unitary gauge, H† Dµ H ∼ Zµ, the DS does
not couple to W, and the box diagrams’ contributions vanish.

5The decay length of K±,K0
L is ∼ 3 meters� lH ∼ 15.3 cm for SHiP and CHARM target [255].
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except for the appropriate exchange of external quark flavors (b→ s/d+DS instead
of s→ d+ DS). Of all the B decay modes, we find that the largest contribution to
signal comes from the decays B → K + DS and B → K∗ + DS [266]. For example,
even though the partial width for the decay of Bs → ρ+DS is twice of B → K+DS,
the number of signal events from Bs decays are suppressed due to smaller number
of Bs mesons produced with respect to B± and B0 mesons at SHiP [263]. The
contribution from B → π + DS is suppressed with respect to B → K + DS by a
factor ∼ 20 coming from |Vts|2/|Vtd|2 that enters in the respective decay widths [261].
This same suppression applies when comparing B meson decays to vector mesons:
B → ρ + DS is suppressed with respect to B → K∗ + DS. We calculate the
partial decay widths for these B decays in the same way as in Eq. (3.15) using the
appropriate QCD matrix elements from Eq. (G.9) and Eq. (G.11) in App. G.2.1 and
App. G.2.2.

We do not consider DS production from radiative decays of pseudoscalar mesons
like π, η, η′. Their radiative decay into γ + DS through a generic JJ portal is
suppressed by the loop factor from the chiral anomaly triangle diagram, from the
electromagnetic coupling and from the lightness of the meson in the π case [235].6

Radiative decays of vector mesons like ρ and ω can also produce DS via decay modes
like ρ0 → π0 +DS, etc. These decays would occur via flavour conserving transitions
producing DS either through Z portal or SM vector quark current. The number of
DS events from this mode is sub-leading due to the large width of ρ meson with
respect to K meson width (Γρ ∼ 10−1 GeV � ΓK ∼ 10−17 GeV ). Moreover, the
radiative decays of vector mesons V → DS + P where P is a generic pseudo scalar
are anyway suppressed since the interaction mediating the process come from the
same triangle diagram mediating pseudoscalar radiative decays like π0 → γ + DS.

Recently [267] considered three-body leptonic decays of mesons to put bounds on
leptophilic ALPs. In our case too, DS can be produced from such leptonic charged
meson decays such as from the decay K+ → µ+ + ν + DS via Z portal. However
we find this mode to be very suppressed with respect to K → π+DS, due to phase
space suppression (see also [268]).

Eventually, to calculate the number of DS events from a meson decay, we use
Eq. (3.12). It is clear from Eq. (3.12) that the meson decay mode that gives the
strongest bound would depend on NM , the number of parent mesons produced per
POT at a given neutrino experiment. In general, this can be estimated as the ratio
of production cross section of the meson to the total cross section between proton
beam and target: NM = σpN→M/σpN . We take these numbers for various experi-
ments from ref. [263] (also see references within) for 400 GeV beam energy and from
ref. [217] for 120 GeV beam energy, which are obtained using PYTHIA simulations.

6For the Z portal case, one external leg of the triangle diagram would produce Z which can
couple with DS. This mode can give bounds at LSND due to the huge number of pions (Nπ0

∼ 1022),
and we find that the ΛUV probed is comparable to CHARM in the Meson Production mode.

76



V
DS

q
q

Z

Figure 3.3: DS produced via Z portal in annihilation decays of vector mesons.

Annihilation decays

DS states can also be produced via annihilation decays of vector mesons through the
JJ portal: V → DS where V can be ρ, φ, ω, J/ψ. We do not consider DS production
from the annihilation decay of pseudoscalar mesons from this portal since it will
not be model-independent under our approach [76]: the pseudoscalar decay matrix
element is proportional to its momentum pµ, which either vanishes when contracted
to a conserved DS current, or gives a term proportional to a new, model dependent
scale if the DS current is not conserved (corresponding to the internal DS symmetry
breaking scale).

In principle the same topology can happen for the Higgs portal and scalar mesons
(the matrix element for the spin 1 annihilation through this portal vanishes). How-
ever, given the uncertainties in the details of scalar meson production and their
subdominance, we do not consider this possibility here. The leading contribution
in this topology for the Higgs portal comes from FCNC CP-violating pseudoscalar
annihilation decays such as K → DS [269], and we will briefly discuss them together
with radiative decays in Sec. 3.4.

For a general V , and for the case of V → DS via Z portal, we can compute the
decay width as before:

Γ(V → DS) =
1

2mV

1

3
g2Z

κ2Jv
2

m2
ZΛ

4
UV
f 2
Vm

2
V

∑
ε∗µ(p)εν(p) 2 Im 〈JµDS(p)J

ν
DS(p)〉 |p2=m2

V
=

=
κ2JcJ
96π

g2Zv
2

m2
Z

m3
V f

2
V

Λ4
UV

,

(3.16)

where mV is the mass of the vector meson, fV is the decay constant defined by
〈V (p)| q̄γµ q |Ω〉 = ifVmV ε

∗
µ(p), ε∗µ(p) is the polarization vector for V meson, and gZ

is the coupling of q̄γµ q to Z boson. Here we have again used the optical theorem to
do integration over DS phase space and used the expressions reported in [76] for the
imaginary part of the correlators at mV � ΛIR. Out of φ, ω and J/ψ, the largest
branching ratio to DS would be that of J/ψ because of the narrow total width, and
a partial width which is enhanced by the mass.

We find that the bounds from J/ψ → DS are comparable to those from B →
K/K∗ + DS decays at SHiP. Despite BR(J/ψ → DS)/BR(B → K/K∗ + DS) ∼
10−2, the large number of J/ψ mesons expected at SHiP as compared to B mesons,
NJ/ψ/NB ∼ O(100) compensates for this.

For neutrino experiments based on the 120 GeV NuMI beam line, annihilation decays
of lighter vector mesons like ρ, ω, φ can give contribution to signal events. Out
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of the three vector mesons ρ, ω, φ, we find that the leading contribution to DS
production is via φ meson decay to DS. We can compare the branching ratio for φ
and ω decay to DS via Z portal:

BR(φ→ DS)
BR(ω → DS) =

BR(φ→ e+e−)

BR(ω → e+e−)

m4
φ

m4
ω

(
− 1

2
+ 2

3
sin2 θW

)2
e2s 4 sin

4 θW
, (3.17)

where es = −1/3 is the EM charge of strange quark. Using this we expect DS
produced in φ decay to dominate over ω decay to DS by a factor given by: Nφ/Nω×
BR(φ → DS)/BR(ω → DS) ∼ 0.007/0.03 × 50 ∼ 10. Here we have used numbers
for φ meson production at 80 GeV from ref. [270] and ω meson production at 120
GeV from [235]. A similar estimate shows that the case of ρ is also subleading.
Therefore we only focus on the φ decay and do not consider ρ and ω. Note that
ρ and ω annihilation decays overlap with the (vector) bremsstrahlung production
mode when p2DS hits the resonance peak [252]: not including them avoids over-
counting such contributions. We do not consider the annihilation decays of heavier
mesons like Υ since its production will be very suppressed at neutrino experiments
due to its large mass.

Now we outline how we compute the LDSP boost entering the decay probability
and geometric acceptance factors for the meson production mode. More details can
be found in App. H.2.1. In order to calculate the decay probability of the LDSP, we
use the following estimate for the average boost factor for the LDSP produced from
meson decays:

〈γ〉LDSP ≈
〈
Elab

DS
〉

〈nLDSP〉ΛIR
, (3.18)

where
〈
Elab

DS
〉

is the average energy of the DS produced from parent meson decay
in the lab frame. We have checked that an honest average of 〈γ〉LDSP matches this
estimate very well. To obtain

〈
Elab

DS
〉
, the strategy is as follows: for radiative decays

of the form M → m + DS, in the parent meson rest frame, the DS 3-momentum
~p 0

DS = {(p0DS)T , (p
0
DS)z} can be written using energy conservation as:

|~p 0
DS| =

√
(M2 −m2 + p2DS)

2

4M2
− p2DS , (3.19)

and fixes (p0DS)z = |~p0DS| cos θ0DS, where θ0DS is the angle that the DS makes with
the meson flight direction, in its rest frame. For annihilation decays, of the form
M → DS, the DS 3-momentum in the meson rest frame is zero by momentum
conservation. We further assume that 3-momentum of the mesons that decay to DS
is perfectly aligned along the beam axis i.e. θmeson = 0.7

We next calculate (Elab
DS , (p lab

DS )z) from (E0
DS, (p 0

DS)z) using the boost and the velocity
of the parent meson in the lab (which is along the z-axis), obtained from the average

7A more refined analysis using [217] shows that the most probable value for the ratio between
transverse and longitudinal components of 3-momentum of decaying K mesons |pT

meson/p
z
meson| ∼

θmeson ∼ 10−2 � 1. Using a non-zero but small value of θmeson does not change our final results.
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meson momentum values for various experiments from Table 6 in ref. [235]. From
(p lab

DS )z, we can obtain
∣∣~p lab

DS
∣∣ by noting that the transverse component is unaffected

by the z direction boost, so that everything is a function of θ0DS and p2DS. Finally,
to get the average value of DS 3-momentum

〈∣∣~p lab
DS
∣∣〉, we average over cos θ0DS, since

DS is isotropic in this variable and set p2DS to its average value for each radiative
meson case. We have again checked that this matches a true average.

To get the final number of signal events as in Eq. (3.9), we also need the geometric
acceptance, which we again compute as an average. See App. H.2.1 for details
of these computations, and App. H.3 for a comparison between using this average
procedure with a more refined analysis. Some typical values of 〈γ〉LDSP are given in
Table 3.1.
E lab

beam (GeV) Z portal production H portal production
〈γ〉weak

DS 〈γ〉strong
DS 〈γ〉weak

LDSP 〈γ〉strong
LDSP 〈εgeo〉weak 〈εgeo〉strong 〈γ〉weak

DS 〈γ〉strong
DS 〈γ〉weak

LDSP 〈γ〉strong
LDSP 〈εgeo〉weak 〈εgeo〉weak

Drell-Yan
120 (DUNE-MPD) 12 12 1490 160 0.004 0.004 9 9 1600 150 0.002 0.002
400 (SHiP) 25 25 4310 400 0.63 0.63 17 17 4830 364 0.54 0.54
Dark Bremsstrahlung
120 (DUNE-MPD) 80 80 4500 655 0.040 0.040 74 74 4630 650 0.039 0.039
400 (SHiP) 270 270 15000 2200 1 1 250 250 15700 2200 0.96 0.97
Meson Radiative Decay K → π + DS
120 (DUNE-MPD) 31 26 215 48 0.003 0.004 31 26 215 48 0.003 0.004
400 (SHiP) 55 45 375 84 0.79 0.89 55 45 375 84 0.79 0.89
Meson Annihilation Decay φ→ DS
120 (DUNE-MPD) 8 8 403 61 0.001 0.001 - - - - -
400 (SHiP) 14 14 702 107 0.27 0.27 - - - - - -

Table 3.1: Average quantities 〈γ〉DS = 〈Elab
DS/pDS〉, 〈γ〉LDSP and 〈εgeo〉 for Z portal and H

portal production, for various production modes, and for weak/strong case. The reported
numbers are for fixed ΛIR = 10 MeV. For Higgs portal, we have taken ∆O = 4. The shown
numbers are for DUNE-MPD (at 120 GeV) and SHiP (at 400 GeV) target materials (which
sets the target atomic weight and number A,Z respectively). The average DS boost 〈γ〉DS

depends on weak/strong case through the kinematic condition
√
p2DS ≥ nLDSPΛIR imposed

when calculating the average, and is a weak dependence. Annihilation decays of vector
mesons does not proceed through the Higgs portal due to mismatch in quantum numbers.

3.2.2 Drell-Yan production
If the typical exchanged momentum from the protons to the DS is comparable or
larger than ΛQCD, the process is able to probe the partonic constituents of the
nucleon. Given the energy scales involved, the protons are ultra-relativistic, and
using the parton distribution functions (PDF) language to model the interaction
between the constituents is justified. Notice that in our case, the condition to probe
the partonic structure of the nucleon is p2DS & 1 GeV2, which is a request on the
total DS system, and not on the mass ΛIR of the DS constituents. This is unlike
what happen in models in which the mediator is produced on-shell, such as in light
dark photon models. The production cross-section is in general dependent on the
portal. A general estimate for the amplitude of DY through a given portal can be
obtained on dimensional grounds, by assuming the typical momentum to be

√
p2DS,

and integrating over it to get the cross section. For Higgs portal, the partonic cross-
section comes from Higgs exchange and is dominated by gluon initial states, while
for Z portal, there is a Z exchange, and the initial states are the quarks. For the
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Figure 3.4: Prototypical Drell-Yan process in Z portal for the DS production.

Z-aligned JJ portal, the results of Z portal apply, once appropriately rescaled, if
the couplings are assumed to be Z-aligned (both in axial-vector and isospin space).
The Feynman diagram for such a process is shown in Fig. 3.4. Due to the similarity
with Drell-Yan (DY) annihilation process we dub this production channel DY.

Consider first the Higgs portal. The leading interaction at the constituent level is
due to gluon-gluon fusion (ggF) processes: indeed light quarks, while abundant in
the proton, have a suppressed coupling to the Higgs, while heavy quarks are rare in
the proton. Following [266], the effective ggF operator is, after integrating out the
Higgs,

L ⊇ F (ŝ)
κO

Λ∆−2
UV

αs
16πm2

h

Gµν aGa
µνO , (3.20)

where F (ŝ) is a function of the center of mass energy ŝ of the process that accounts
for the loops of internal quarks. Given that our computation is valid only for pDS

above the QCD scale, we retain in F only the contributions coming from the top,
bottom, charm and strange quarks. This expression holds for center of mass ener-
gies much smaller than the Higgs mass (true for typical neutrino and beam dump
experiments).

The cross section to produce a DS shell of total momentum p2DS can be computed
by integrating over the DS phase space using optical theorem:

σDY(Higgs) = AσDY(Higgs)
pp =

Aα2
s

1024

κ2OcO
m4
hπ

7/2

Γ(∆O + 1/2)

Γ(2∆O)Γ(∆O − 1)
×

×
∫ s

Q2
0

dp2DS

∣∣F (p2DS)
∣∣2 p2(∆O−1)

DS

Λ2∆O−4
UV

×

×
∫ 1

p2DS/s

dx

sx
fg (pDS, x) fg

(
pDS, p

2
DS/(sx)

)
, (3.21)

where A is the atomic number of the target nucleus, fg are the gluon PDFs8, x is the
longitudinal momentum fraction of one of the initial gluons in the CM frame and√
s is the center of mass energy of the protons. The lower limit of the integral over
8To compute the PDF integral, we used the nCTEQ15 PDF values [271], included in the

MANEPARSE Mathematica package [272].
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p2DS is cutoff at Q2
0 = (1.3 GeV)2, the lowest for which the PDFs have been fitted,

and below which the process does not probe a single parton and the DY picture
breaks down. For consistency, Q2

0 must be more than the minimum invariant mass
of the DS system, (nLDSPΛIR)

2, which we impose internally.

Next consider the Z portal. Since the quark-Z coupling depends only on the up or
down type of the quark, the process is dominated by light quark-antiquark annihi-
lations. We will consider only contributions coming from up and down quarks, for
which the couplings are given as

g2u =
g22

cos2 θW

(
1

8
+

4

9
sin4 θW −

1

3
sin2 θW

)
,

g2d =
g22

cos2 θW

(
1

8
+

1

9
sin4 θW −

1

6
sin2 θW

)
. (3.22)

Unlike the ggF case, the relevant PDFs depend on whether the target nucleon is a
proton or a neutron. We approximate the neutron PDFs fni to be the isospin-rotated
PDFs of the proton fpi :

fpu = fnd , f
p
d = fnu , f

p
ū = fnd̄ , f

p

d̄
= fnū . (3.23)

The partonic cross section for the pp/pn interaction in the limit of massless quarks
reads:

σ
DY(Z)
pp/pn =

1

1152π

g22v
4κ2JcJ

m4
Z cos

2 θWΛ4
UV

∫ s

Q2
0

dp2DSp
2
DS

∫ 1

p2DS/s

dx

sx
Xpp/pn(s, x, p

2
DS) , (3.24)

where

Xpp(s, x, p
2
DS) = 2

∑
i=u,d

(
g2i f

p
i (x)f

p
ī
(p2DS/(sx))

)
,

Xpn(s, x, p
2
DS) = g2u f

p
u(x)f

p

d̄
(p2DS/(sx)) + g2u f

p
ū(x)f

p
d (p

2
DS/(sx))+

+ g2d f
p
d (x)f

p
ū(p

2
DS/(sx)) + g2d f

p

d̄
(x)fpu(p

2
DS/(sx)) . (3.25)

In the PDFs used, we have taken the factorization scale to be the exchanged mo-
mentum p2DS and not indicated it explicitly to keep the expressions simpler. Putting
the contributions from the protons and neutrons together, the total DY cross section
for the Z portal is:

σDY(Z) = ZσDY(Z)
pp + (A− Z)σDY(Z)

pn , (3.26)
where Z,A are respectively the atomic and weight number of the target nuclei.
Notice that in both Higgs and Z portal scenarios the cross section increase with
pDS, as expected on dimensional grounds. The drop at high pDS seen in Fig. 3.1 is
due to the PDF convolutions.

In order to estimate the decay probability, we estimate the average boost of the
LDSP in the lab frame (not to be confused with the boost of the total DS system)
as given in Eq. (3.18). The value for these averaged quantities is given in Table 3.1.
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Figure 3.5: DS produced via Z portal in the Bremsstrahlung production mode.

In principle, the boost should take into account the angle in the DS frame: while
particles in the DS frame have roughly the same energy, in the lab frame particles
emitted along the beam are more boosted with respect to particles emitted in the
opposite direction. We have checked that this effect is negligible, when restricting
to particles hitting the detector. For the geometric acceptance, we notice that
in the DY production mode, the DS system has no transverse momentum and is
collinear to the beam axis. After boosting the LDSP momentum in the DS frame
we compute the angles that corresponds to the detector. To estimate εDY

geo , we follow
the prescription given in App. H.2.

In general, in the DY production mode, events are produced with larger p2DS com-
pared to other modes (see Fig. 3.1). We also find that the average energy of the DS
system in the lab frame is not as high as in bremsstrahlung. These lead to lower
γ of the DS system, a larger LDSP angular spread and therefore a slightly smaller
εgeo for on-axis detectors.

3.2.3 Dark Bremsstrahlung (pp→ DS +X)
Another possibility is for the DS states to be produced directly from proton as
an initial state radiation. In this case, the exchanged momentum p2DS is not hard
enough to probe the partonic structure. Following [273], we model the process using
the initial state radiation (ISR) splitting function formalism. The idea is to treat
the DS as incoming from the leg of the initial beam proton, which then becomes
slightly virtual—an almost on-shell particle participating in the rest of the process.
In the following, we will use the standard jargon: pT for the transverse momentum
of the DS system (in the plane orthogonal to the beam direction) and z Ebeam for its
longitudinal momentum, where Ebeam is the beam longitudinal momentum (in the
lab frame).

The splitting function formalism works well when the virtual particle is almost on
shell. This means that in order to get reasonable cross sections, we must integrate
the variables pT and z in a sub-region of their kinematically allowed values, in which
the virtual proton is not too off-shell. Denoting the proton after DS emission as p′,
concretely, we will consider the region in which the virtuality is small:

p′ 2 −m2
p

E2
p′

=
z2m2

p + (1− z)p2DS + p2T
z(1− z)2E2

beam

< 0.1 . (3.27)
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The choice of 0.1 is arbitrary and our results are not sensitive to small changes in this.
In order to compute the splitting functions, we need to compute the vertex between
the proton and the Z or Higgs. For the Higgs, by using low energy theorems [274] we
can compute the coupling between the Higgs and nucleon at zero momentum to be
ghNNhN̄N , where ghNN = 1.2× 10−3. To model the momentum dependence of the
form factor, we employ a generalization of the extended Vector Meson Dominance
(eVMD) model, in which the DS state interacts with the hadron by mixing with the
scalar, CP even hadronic resonances. The resonances’ propagators are taken to be
Breit-Wigners (BW), and the mixing coefficients are fixed by using sum rules and
by fitting the zero momentum values. The form factor is taken from [273] and the
specific values used are reported in App. G.1.1.

We also need to take into account the fact that for too high virtuality the quasi-
real proton stops interacting with the target proton as a coherent object, and the
bremsstrahlung computation breaks down. To do this we multiply the previous form
factor by a smooth cutoff [275]:

FD(Q
2) =

Λ4
p

Λ4
p +Q4

, (3.28)

where Λp = 1.5 GeV is the cutoff, taken to be near the proton mass, and Q2 is the
virtuality of the intermediate proton:

Q2 =
z2m2

p + (1− z)p2DS + p2T
z2

. (3.29)

Finally, the cross section for the process is calculated by factorizing the total cross
section into the Bremsstrahlung part and a proton-nucleus (after Bremsstrahlung)
part. The proton-nucleus cross section σnTSD

pN is calculated using the difference be-
tween the total inelastic proton-nucleus cross section and the target single diffractive
(TSD) contribution, in which the target nucleus is diffracted but not disintegrated.
This choice allows neglecting possible interference between the initial state and the
final state radiation [260, 273]. According to [260, 276], σnTSD

pN is a slowly varying
function of energy, and for the energies involved, we can approximate it as a constant

σnTSD
pN = 762 (A/56)0.71

(
1− 0.021 (56/A)0.36

)
, (3.30)

where A is the target atomic weight. We will now generalize the results of [266, 273]
to higher dimensional portals.

So far the discussion applies to any of the portals. However, once a portal is specified,
the involved form factors change. Consider first the Higgs portal. Putting everything
together, the inclusive production cross section is given as

σ
Brem(Higgs)
pN = σnTSD

pN g2hNN
v2

16π9/2m4
h

Γ(∆O + 1/2)

Γ(∆O − 1)Γ(2∆O)

κ2OcO

Λ2∆O−4
UV

×

×
∫

dp2DSdp
2
Tdz |FH |

2 × z
(
(2− z)2m2

p + p2T
)
×

×
(

1

m2
pz

2 + (1− z)p2DS + p2T

)2

p2∆O−4
DS , (3.31)
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where FH is the Higgs bremsstrahlung form factor built as outlined before, and can
be found in App. G.1.1. The limits of integration are chosen to respect the kinematic
condition p2DS ≥ n2

LDSPΛ
2
IR.

Next consider the Z portal case. The only difference is in the form factors of the
axial and vector current of the proton. For the vector case, the production cross
section is given as

σ
Brem(Z, Vector)
pN = σnTSD

pN

κ2JcJ
211π4

v4

m4
ZΛ

4
UV

g42
cos θ4W

∫
dp2DSdp

2
Tdz

∣∣FV
Z

∣∣2×
×

(
2

z
+

4p2DS z
(
p2T +m2

p(z
2 + 2z − 2)

)(
m2
pz

2 + (1− z)p2DS + p2T
)2

)
. (3.32)

The vector form factor F V
Z (p2DS) is modeled by ρ (iso-triplet) and ω (iso-singlet)

exchange. We take three states for each tower. Details are given in App. G.1. For
the axial case, the cross section is given as

σ
Brem(Z, Axial)
pN = σnTSD

pN

κ2JcJ
211π4

v4

m4
ZΛ

4
UV

g42
cos θ4W

×

×
∫

dp2DSdp
2
Tdz

∣∣FA
Z

∣∣2 2
z

(
1

m2
pz

2 + (1− z)p2DS + p2T

)2

×

×
(
p2DS(1− z)2 +

(
p2T + z2m2

p

)2
+ 2p2DS

(
m2
pz

2
(
5 + (z − 5)z + p2T (1 + z2 − z)

)))
.

(3.33)

Similar to the vector case, for the axial form factor we take the respective iso-triplet
axial vector exchange (there is no contribution from the axial iso-singlet resonances).
Details about the axial form factor FA

Z (p
2
DS) are in App. G.1. Combining the vector

and the axial pieces we get

σ
Brem, (Z)
pN = σ

Brem, (Z, Vector)
pN + σ

Brem, (Z, Axial)
pN . (3.34)

Notice that in Eq. (3.34) the interference term between the vector and axial piece
vanishes, due to the different quantum numbers under parity of the two possible
states.

The vector contribution to the cross section is subdominant with respect to the
axial one, due to an accidental cancellation in the vectorial quark coupling. The
vector contribution has a more narrow distribution in p2DS than the axial one, and
it’s peaked at m2

ω: this is because ω is much more narrow than the iso-triplet
vectors and axial vectors resonances mixing with the Z. Notice that the same exact
computation holds for a JJ portal aligned (in both Lorentz and flavor space) to the
Z quantum numbers. For different coupling structure of JSM for a generic JJ portal,
we can decompose the proton vector and axial form factors in their iso-singlet and
iso-triplet components to get the correct form factor, shown in App. G.1.

An estimate for the cross section can be given by exploiting the fact that the cross
section is dominated by the Breit-Wigner (BW) peaks in the form factors. The p2DS
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integral of the BW associated with an intermediate meson m can be estimated as
πf 2

mm
3
m/(2Γm), where we have used the notation of App. G.1. Therefore, using the

splitting function to give the correct momentum scaling, upto an O(1) factor, the
cross section for radiating DS particles through a dimension D portal made of a SM
operator and a dimension ∆O DS operator can be estimated as:

σ ∼ σpNg
2
SMΦ(∆)f 2

m


v2

m4
h

m
2∆O−1
m

Λ
2∆O−4

UV Γm

: OH†H portal ,

m5
m

Λ4
UVΓm

: JJ portal ,
(3.35)

where, as in the meson case, gSM is a dimensionless SM factor built out of dimen-
sionless couplings (like the gauge couplings), Φ(∆) is the phase space factor coming
from the integration over the DS degrees of freedoms, fm is the coupling of proton to
the meson m and Γm,mm, is its decay width and mass respectively (see App. G.1). In
presence of multiple resonances, the estimate can be done by restricting to the lead-
ing contribution of the BW. For both the Higgs and Z portals the DS is produced as a
collimated state forming an angle with the beam θDS ∼ pT/E

lab
DS = pT/(zEbeam). The

average acceptance εbremgeo is computed by averaging over all the kinematic variables,
and it doesn’t differ much from the one obtained by replacing θDS with its average.
Details of the computation of the geometric acceptance are given in App. H.2. To
estimate the average decay probability, we use the average LDSP boost, as defined in
Eq. (3.18) (see also Table 3.1 for typical values), with the only difference being that
the probability distribution is given by the splitting function. The typical energy of
the DS system in the lab frame is roughly (3/4)Ebeam for all the portals considered,
larger than in DY case.

3.3 Experimental Setups, Signal and Background
Estimation

In this section we briefly discuss the experiments we consider for obtaining the
bounds on the ΛUV and ΛIR scales, and the assumptions we make when obtaining
these bounds.

As explained in Sec. 3.1, the relevant characteristics of high intensity experiments
are their beam energy Ebeam, their integrated luminosity (reported as the total
protons on target NPOT) and geometric details of the experimental setup. Further,
the detectors in these experiments can be placed on-axis (i.e. along the line of the
incoming beam) or off-axis (see Fig. 3.6 for a cartoon of the experimental setup),
which can change the geometric acceptance if certain production modes are forward
peaked. Specific to the MD production mode, the number of meson NM produced
at a given experiment is an additional input, as seen from Eq. (3.12). This depends
on the target details as well as the energy in the centre of mass frame,

√
s ≈√

2Ebeammp.

In this work we consider a representative set of past, present and future experiments.
Table 3.2 gives the list of considered experiments with the relevant parameters.
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Figure 3.6: A cartoon of DS events produced at a typical neutrino detector (drawn not
to scale): both on-axis and off-axis cases are shown. In general the DS state may not be
produced along the beam-axis, as shown, though this is dependent on the production mode:
annihilation decays of Mesons and DY production modes produce DS along the beam-axis,
while radiative decays of Mesons and DB production mode produce DS at a small angle
from the beam-direction.

We show bounds from recasts of BSM search results from past and current experi-
ments, and projections from current and upcoming experiments, considering a few
representatives from each category. We will also consider a future dedicated LLP
search experiment, SHiP, for comparison, since it has a broad reach in typical DS
models (e.g. see ref. [277]). We will take the SHiP parameters to be very optimistic,
to have a conservative comparison with the neutrino experiments. A more compre-
hensive analysis that also considers other dedicated LLP experiments can be useful,
and will be done in future. The best bounds from the high intensity experiments
that we consider are from the currently under construction DUNE experiment and
the proposed SHiP experiment. We also show bounds coming from other exper-
iments running at the same beam energies of these two (120 GeV and 400 GeV
respectively).

Out of past experiments, we show CHARM, a beam dump experiment that ran on
the CERN SPS (400 GeV) beamline in the 1980s. CHARM searched for the decay
of axion-like particles (ALPs) into a pair of photons, electrons and muons and found
no events [278], and we will recast this search for our bounds. Our choice of the past
experiments are representative, and not based on the strongest bounds, but rather
on considering similar beam energies as DUNE and SHiP (e.g. PS191 and νCAL,
with beam energy of 19.2 GeV and 70 GeV respectively, can give a slightly better
bound than CHARM, but are much weaker than the advocated future experiment
DUNE. We will comment in Sec. 3.4 about these two experiments).

We do not recast Heavy Neutral Lepton decay searches of CHARM or other past
experiments like BEBC, or dark particle scatterings as done for example in [279, 280],
given the different final state topology.

From existing experiments, we choose the MicroBooNE and ICARUS experiments,

86



based on the 120 GeV NuMI beamline. These are two of the three detectors of Fer-
milab’s Short-Baseline Neutrino program (SBNP) [214].9 For MicroBooNE, we will
use the analysis in ref. [281] for dark scalars decaying into electron-positron pairs.
For ICARUS, we will use the results in [219], which studied DS coupled through the
renormalizable Higgs portal.10 DM searches at another current experiment, Mini-
BooNE, based on 8 GeV BNB beamline, use scattering [247, 282], and as explained
in Sec. 3.1, they require additional model dependent assumptions, so we will not
consider them here. Another currently running NuMI-based experiment is NOνA.
We are not aware of any search for DM decays done at this experiment (for a scat-
tering analysis, see [247, 283], based on [284] ). Since NOνA is currently running,
we show a possible prospect of such a search. We assume that it will be possible to
reduce the backgrounds to negligible amounts, given the good angular resolution of
the detector.

For future experiments we look at the Deep Underground Neutrino Experiment
(DUNE). Ref. [217] has proposed the use of the multipurpose, high pressure gaseous
chamber- the Multi-Purpose Detector (MPD) present in DUNE near detector com-
plex for DS searches. We show projections for our DS scenario for the future DUNE-
MPD as well.

Another class of future and existing experiments that are worth considering are the
ones that are built in a region directly forward of the beam interaction point at LHC,
like the already running FASER [285] and FASERν [286] (see [287] for the recent
analysis) and SND [288], and the proposed experiments at the Forward Physics
Facility (FPF) [289]. These experiments are in spirit similar to proton beam dumps,
given that unlike traditional collider experiments they are put directly in the forward
region, but have a much higher beam energy. This can potentially be relevant for
non-renormalizable portals. The reach of these detectors have been thoroughly
studied in the recent past in the context of Dark Sectors: a non-exhaustive list of
works includes [264, 290, 291, 292] for renormalizable portals at FASER, [293] for
ALPS at FASER, [294] for SND prospects, [295] for a strongly coupled dark sector
at the FPF, [296, 297] for renormalizable portals at the FPF and [266] for FASER2
prospects. We will briefly comment on their reach on these models in Sec. 3.4.

In order to estimate the sensitivity of the selected current and future experiments, an
assessment of the background is needed. We assume that beam dump experiments
can be made background free by imposing cuts with O(1) signal efficiencies, as
seen in past searches, e.g. at CHARM [278]. On the other hand, at neutrino
experiments, the neutrino beam itself can be a source of background events. At these
experiments the typical mass of the LDSPs probed is O(10-100) MeV, therefore the

9The third detector, SBND, is too far off-axis with respect to the NuMI beamline and therefore
its geometric acceptance is too low to give meaningful constraints. These three detectors also run
on the 8 GeV Booster Neutrino Beam (BNB), which is at a lower energy than the NuMI energy, 120
GeV. We find the bounds to be subleading compared to DUNE (but better than other detectors),
and do not consider it.

10Since the target specifications for NuMI beamline experiments are the same as that of proposed
DUNE-LBNF beamline, we recycle the meson production numbers for DUNE-LBNF [217] also for
the NuMI beamline experiment ICARUS.

87



Experiment NPOT (total) Ebeam (GeV) l (m) d (m) Off-axis angle, θdet (rad) θacc (rad)

CHARM [278, 298, 299] 2.4× 1018 400 480 35 0.01 0.003
NOνA-ND [247, 284] 3× 1020 120 990 14.3 0.015 0.002
MicroBooNE (KDAR) [281] 1.93× 1020 120 100 10.4 - 0.013
ICARUS-NuMI [214, 219] 3× 1021 120 803 19.6 0.097 0.005
DUNE-MPD[217, 300] 1.47× 1022 120 579 5 0 0.004
SHiP [265, 277] 2× 1020 400 64 50 0 0.078

Table 3.2: The relevant parameters for the experiments considered in this work. The
quantities l and d are defined in Fig. 3.6. θdet stands for the position of the detector
centre with respect to the beam line, with the origin taken at the interaction point. Entries
with zero θdet indicate that the detector is placed along the beam axis. θacc stands for the
detector half angular opening. Note that for MicroBoone KDAR analysis, the K mesons
are produced at rest (in the lab frame) so that θdet is irrelevant. The angle θacc for this
case is measured with the origin at the NuMI hadron absorber, placed O(600) m from the
interaction point [281].

available channels for the LDSP decay to the SM are mostly photons and electron-
positron pairs, which produce electromagnetic showers in the detector. Heavier
decay products, such as muons, will be reconstructed as tracks (but for all practical
purposes, we will treat them similar to the showers in this section). The following
discussions hold for any of the decay products.

In principle, the two shower signature has no irreducible background. Reducible
background events come from hard radiation of a single photon, or from neutral-
current ν scattering against a nucleus producing a π0, which then decays into γγ.
The produced photons then can convert into e+e− pairs, that mimic the signal.
However, it’s not guaranteed that the two daughter particles will be reconstructed
as separate showers.

The typical condition in order to reconstruct the two particles involves an isolation
cuts between the decay products, or in other words an angular separation cut. The
specific implementation depends on the specific detector and analysis strategy. We
will briefly review what has been suggested in previous works. However many of the
relevant aspects can be understood more generally, which we will elaborate with a
relevant prototypical experiment in mind.

For the ICARUS experiment, as suggested in [219], an angular separation of 10◦ is
enough to be able to separate the two showers. Background events instead have a
narrow separation between the charged particles, or potentially two showers that
do not originate from the same vertex. The angular cut reduces the background
events to a negligible amount. In [246] the authors elaborate on an analysis with
less stringent cuts but with O(100) background events. Indeed a strong isolation cut
has low efficiency for lighter, and therefore more boosted, LDSPs. This is especially
true for the models under consideration here, in which DB and DY production
modes are non-negligible and generate LDSPs more boosted than the ones coming
from meson decays. For example, in DB, for the weakly coupled case nLDSP =
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2,ΛIR = 100 MeV, we expect the daughter particles to be separated by an angle
of 1/γLDSP ≈ 0.15◦, which is smaller or comparable to the angular resolutions of
some of the detectors. This highlights a potential problem in our framework, when
reconstructing the signal. For this reason, we suggest that at ICARUS, it might
be better to avoid a stringent cut in angular separation and work with O(100)
background events [246], possibly reduced with an energy cut and a cut on the
direction of the DS system with respect to the beam. Interestingly, for strongly
coupled DS we expect the angular separation condition to be less stringent on the
signal. Because of a larger nLDSP, the energy is split among more LDSPs, leading
to a suppression of the single LDSP boost factor. For such sectors, assuming an
average nLDSP of O(10), the average separation angle is typically O(1◦) for DB and
100 MeV masses, and less for other production modes. Since this is of the order of
the angular resolution of ICARUS, it should be feasible to reconstruct the signal
events as separated tracks for masses not too light.

Specific to the DUNE-MPD detector, in [217, 301, 302] it has been shown that
boosted signal events have a narrower angular separation compared to the more
isotropic background distributions. Due to this difference the search can effectively
be rendered background free. Even in this case the two decaying particles must be
reconstructed as separate particles, which these references claim to achieve. In these
studies, the typical opening angle between the decay products is comparable to the
weakly coupled scenarios we consider in this work. Therefore we take this search to
be background free.

If instead the two decay products are not separated, the event will be reconstructed
as a single electron event. The background to this kind of event comes from νe
charged-current scattering, from ν-e elastic scattering events or ν neutral-current
quasi-elastic events. The idea of decaying particle hiding behind the single electron
signature has been explored in [303, 304]. In these works it is shown how to recast
the analysis of the LSND experiment (with a beam energy of 0.8 GeV) that looked
for νe charged-current scattering [305, 306] to put bounds on BSM particles decaying
into e−e+, hiding as single electron events. In particular, the decaying particle would
present as an excess of high energy electron events near the maximum value of the
energy analyzed (200 MeV)11

Considering now a higher beam energy experiment, searches for charged-current
at NuMI based experiment (with beam energy 120 GeV) typically look for neutrino
with GeV energies, a bit lower than the typical LDSP energy (see for example [307]).
Other scattering analysis typically look for ν-e elastic scattering. The cuts imposed
require a low energy recoil, and a very forward electron. It’s unclear whether or not
they can be used to put stringent bounds on misidentified e−e+ pairs. It will be
very interesting to explore this signature of single electron hiding in the high energy
tail of scattering events at high beam energy experiments, but we will not study this

11We do not recast LSND bounds in the DB and DY modes, even if the intensity is one of the
highest. For DY, due to a very low beam energy of 0.8 GeV, the integration range of the partonic
center of mass energy is very small. For DB, the condition on the integration domain of Eq. (3.27)
is very constraining. Relaxing the condition, by setting the RHS of Eq. (3.27) to 1, the bounds are
still worse than DUNE.
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signature here.

We would like to point out that it should be possible to run the neutrino experiments
in a beam dump mode, essentially removing all the background, while keeping almost
all the signal (except the one coming from charged meson decays). A beam dump
proposal for DUNE has been studied in [308], showing that indeed running in the
beam dump mode allows neglecting all the SM backgrounds in the DUNE detector,
albeit at a reduced luminosity of roughly two orders of magnitude (one order of
magnitude, for the optimistic scenario). The idea to suppress neutrino background
by steering the beam off the target (as in the beam dump mode) has been already
implemented at MiniBooNE [282] (although looking for DM scattering events) and
MicroBooNE experiments. We will recast the MicroBooNe search, which however
is quite different in spirit from the typical beam dump search, as it is optimized to
look for Kaon Decay At Rest (KDAR). The idea is to look for the decay products
of Kaons decaying at rest in the NuMI hadron absorber, which have a very peculiar
directionality: in usual cases, the decay products of produced kaons are collected
by a detector placed further down the beamline, whereas here the MicroBooNE
detector is placed on the back side of the NuMI hadron absorber (e.g. see fig. 1 in
ref. [281]). This peculiarity allows the signal events to be easily distinguished from
background events, with an estimated efficiency of 0.14 on signal selection.

In addition to the backgrounds discussed so far, there is an extra component coming
from neutrino trident events, in which a neutrino scatters against a nucleus in a
purely electroweak process, to produce a lepton-antilepton pair. As argued in [217,
309], the expected number of events is O(10) events at DUNE-MPD, while it is
lower in other liquid Argon detectors like ICARUS. In more conventional detectors
like NOνA, O(10) e−e+ trident events are expected [220]. Given the rather peculiar
kinematics, it’s possible to bring down these background events and neglect them
in the analysis [217].

For all these reasons, we will compute the signal yield contours for 10 and 100
event lines when discussing prospects for DUNE-MPD. Indeed 10 events represent
a reasonable proxy for an almost background free search in the presence of O(1)
experimental efficiency, although this number could be brought down in specific
experiments by a more careful analysis of the reducible backgrounds. The 100 event
lines instead can be representative of some signal loss due to selection cuts (which
could be present for example in the weakly coupled case due to a small angular
separation) or for a reduction in NPOT, for example due to running in dump mode
for a limited amount of time.

From the experimental analysis we recast, we use 95% confidence level, including
the signal efficiencies reported. For CHARM [278] which observed 0 event, we set a
bound at 95% confidence level of Nsignal < 3, using efficiency of 0.51 and 0.85 for the
e+e− and µ+µ− modes respectively. For MicroBooNE KDAR [281] which observed
1 event compared to a background expectation of 1.9 events, we require Nsignal < 3.8
at 95% confidence level, with a signal reconstruction efficiency of 0.14.
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3.4 Results
In this section we present our bounds on the parameters ΛUV,ΛIR. As we have argued
before, the dominant production mode is through the Z-portal, but the decay can
proceed through either Z-portal or Higgs portal. As discussed in Sec. 3.2, there are
three production modes for DS states, each of which has a different distribution in
pDS and therefore contributes differently depending on the energy and the detector
geometries. In Fig. 3.7 we show the exclusion regions individually for the three
production modes, keeping to the Z portal decay for simplicity, for both weakly and
strongly coupled benchmark scenarios. We will assume that the LDSP has spin 1
in order to fix the decay parametrics. In Fig. 3.8, we show the combined bounds
from this work, for both Z and Higgs portal decays, and compare against bounds
from LHC and LEP from ref. [76]. The bounds for the Z-aligned JSM

µ JµDS portal can
be obtained from the Z portal bounds simply by re-scaling the signal cross section
as σZS /σJJS ∼ (κ2Z/κ

2
JJ) (v

2/m2
Z). The case of generic JJ portal is obtained from

the Z-portal by an appropriate combination vector/axial parts of the current and a
rescaling of the couplings.

One can understand the general features of the excluded regions. The right edge of
excluded region (on the high ΛIR side) is due to the LDSPs being too short lived.
Therefore the bound is roughly set by βγcτ ∼ `detector. Given that typically for high
ΛIR, nLDSP for the weakly and strongly coupled cases are very similar, the right edge
of the excluded region is almost identical for the weakly and strongly coupled cases.
The left edge of the excluded region is instead due to the LDSPs being too long lived,
βγcτ � `detector. In this case the exponentials appearing in the decay probability
(Eq. (H.2)) can be expanded to linear order and it’s possible to get the slope of the
right edge. For example, in the weakly coupled case with both production and decay
through Z portal (or any generic 6D operator) the right edge is set by a constant
(Λ6

IR/Λ
8
UV) line, where the factors come from the exponential expansion to linear

order and the 1/Λ4
UV in the production cross-section. For the strongly coupled case

the n2
LDSP factors have a non trivial dependence on ΛIR, and in general it is not

possible to get the slope. Its effect is to increase the total signal events since the
number of LDSPs is larger than in the weakly coupled scenario considered. This
enhancement asymptotes to the weakly coupled case when ΛIR is close to threshold
due to the behaviour of the chosen function.

In all these exclusion plots, regions bounded by solid lines show the excluded pa-
rameter space from recasts of past and recent DS searches (CHARM [278] and
MicroBooNE [281]). The region bounded by dashed contours in our plots show
the potential of current and future upcoming neutrino experiments: NOνA-ND and
ICARUS (current), and DUNE-MPD (near future). To compare their potential with
future DS experiments, we also show the projections coming from the future beam
dump experiment SHiP. For these projected exclusions, we have shown the 10 signal
events line assuming 100% reconstruction and detection efficiency. Following our
discussion in Sec. 3.3, for DUNE-MPD, we also show the 100 events line in Fig. 3.8.

There are several features of the bounds which make the neutrino experiments a very
powerful probe for dark sectors, in the parametrization considered in this work. First
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Figure 3.7: Constraints on DS production and decay from D = 6 Z portal for various
production modes: Meson Decay (top row), Drell-Yan (mid row) and Dark Bremsstrahlung
(bottom row), for weakly coupled (left) and strongly coupled (right) benchmark cases. Ex-
clusions are shown in solid lines, while future projections are shown in dotted lines. The
superscripts indicate the beam energy and the on/off axis nature of detectors for each of
the experiments considered. The black dotted lines show the LDSP lifetime τ isocurves,
while the gray dashed lines show ΛIR isocurves. The bounds assume p2DS/Λ

2
UV < 0.1 for

EFT validity which is satisfied by restricting to ΛUV > 50 GeV. All plots assume κ2i ci = 1,
where i labels the portal, κ is the portal coupling and c is a measure of degrees of freedom
of the DS.

of all, we find that the bounds from current and upcoming neutrino experiments are
comparable to dedicated DS experiments, with a reach of ΛUV in multiple TeV range,
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for ΛIR in the MeV-GeV range. This is similar to the ranges probed in high energy
experiments like LHC and LEP (as done in ref. [76]). The typical scale l at which
the detectors are placed is much larger than the corresponding scale in the LHC DV
searches, and the typical boosts involved are also different, which together select a
somewhat larger τ and hence a smaller ΛIR region compared to LHC. Importantly,
neutrino experiments fill the gaps in the parameter space coming from trigger12

and event selection requirements at LHC and LEP, since they are sensitive to much
lower energy activity in the detector. Even more importantly, in portals which are
not enhanced by a resonant production, the EFT condition (p2DS)max < Λ2

UV makes
LHC and LEP bounds inconsistent, an issue which is again alleviated at neutrino
experiments due to a smaller

√
s involved. All these features are seen in the bounds

in Fig. 3.7, 3.8.

In the following subsections, we will discuss in detail how prospective DS searches
at neutrino experiments can complement current bounds for different portals con-
sidered in this work. We will also emphasize the difference between the production
modes, especially on how a particular detector geometry can favor one mode over
the other.

3.4.1 Z Portal Production
Consider first the MD production mode through the Z portal (Fig. 3.7 first row),
where we show bounds from various experiments. We also show bounds coming from
the MicroBooNE KDAR analysis [281] which is only relevant for the MD mode. We
find that for neutrino experiments based at 120 GeV proton beam, in general the
strongest bounds come from radiative decays of K meson (K → π + DS) due to
the large number of K mesons produced with respect to other mesons. However,
for the strongly coupled DS case where the kinematic condition on p2DS is stronger
due to a larger nLDSP, we find that at DUNE and ICARUS, φ → DS decays can
give a stronger bound on ΛUV as compared to K meson bounds. For experiments
based on 400 GeV proton beam, heavier mesons like B, J/ψ can be produced in
large numbers and can contribute to bounds at CHARM and SHiP. These heavier
mesons can in principle probe larger ΛIR due to the relaxed kinematic condition
nLDSPΛIR . M , where M is the mass of the decaying meson. The ΛIR reach is
correlated with the ΛUV reach, for fixed lifetime. At SHiP, we indeed find that J/ψ
decays probe the highest ΛUV scales as opposed to K meson decays which suffer from
the kinematic condition. However, we find that K mesons can still improve reach on
lower ΛIR values relative to J/ψ, B mesons due to larger geometric acceptance for
K → π+DS and larger number of K mesons. At CHARM, we find that J/ψ → DS
decays give the leading bounds which dominate those coming from K → π + DS
decays.

For the Drell-Yan (direct partonic) production mode (Fig. 3.7 middle row), the best
bounds come from SHiP, and the other experiments only give subleading bounds.
Within them, due to the collinear nature of the produced DS beam, detectors of the

12This could be improved with dedicated trigger designs, as done in [310] for CMS in a different
lifetime region than the typical one of the gap
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on-axis type are more sensitive to this mode. Note that compared to the DB mode,
the average DS boost is smaller for the DY mode, so that the LDSP spread is more
and the off-axis detectors are penalized less.

For the case of dark bremsstrahlung (Fig. 3.7 bottom row), the DS is produced
very collimated along the beam line, favoring detector geometries closer to it. We
find that the best bounds from neutrino experiments for this mode come from
DUNE-MPD. These are comparable in ΛUV and only probe slightly smaller ΛIR
values, as compared to the future beam dump experiment SHiP. This is because in
bremsstrahlung the typical p2DS is cut roughly around QCD scales, and an increase
in
√
s at SHiP as compared to DUNE does not lead to a large increase in the pro-

duction cross section. The other experiments shown, ICARUS-NUMI, NOνA and
CHARM give subleading reach in both ΛUV and ΛIR. Despite an increase in the
number of POTs with respect to NOνA, ICARUS still has lower sensitivity due to
a reduced angular coverage. Both ICARUS and CHARM, due to their off-axis na-
ture, miss out signal events from the forward DS beam, characteristic of the dark
bremsstrahlung mode.

Combining all the production modes, in Fig. 3.8 we show the final excluded param-
eter space, for both weakly and strongly coupled benchmarks. We also show the
results from [76] which studied resonant DS production through Z portals at high
energy colliders and presented exclusion regions from ATLAS monojet search [311],
displaced vertex search [312, 313], and from total Z width bounds from LEP [314].
The bounds presented here probe different parts of the parameter space, in partic-
ular in ΛIR, even if the ΛUV reach is comparable to before, and also probe gaps in
parameter space in earlier work which came from trigger requirements. The com-
plementarity of the bounds at neutrino experiments, as compared to missing energy
and displaced searches at LHC is due to the peculiar position of the near detectors
of neutrino experiments, placed at O(102) meters. We also find that the bounds are
stronger than past beam dump searches like E137 and NA64 (whose results can be
found in [76, 235]) due to a larger NPOT, and in some cases, a larger beam energy.

From Fig. 3.8 we see that one of the current strongest bounds for Z portal DS still
comes from the indirect Z width measurement at LEP, ΛUV > 525(k2JcJ)

1/4 GeV [76]
which is independent of ΛIR till the kinematic threshold. This bound is stronger than
CHARM and MicroBooNE. Additionally, CHARM and MicroBooNE are also weaker
than the LHC monojet and displaced vertex bounds except for the strongly coupled
case (Fig. 3.8 top right) where they probe slightly higher ΛIR values. Prospective DS
searches at current Fermilab neutrino facilities, ICARUS and NOνA-ND, improve
on CHARM and MicroBooNE, but they are still weaker than the LEP bound.

Most importantly however, we find that future neutrino detector DUNE-MPD will
be sensitive to ΛIR in the range O(0.1 − 1) GeV for ΛUV of few TeVs, a region
not covered by LHC exclusions. Future LLP experiment SHiP based on 400 GeV
proton beam would further improve sensitivity with respect to DUNE-MPD and
LHC searches. These improvements are either due to a higher geometric acceptance
from being on-axis or from having a wider detector, or due to a higher beam energy.

Another past proton beam dump experiment νCAL, with a beam energy of 70
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GeV, has searched for the decay of a scalar particle [315, 316]. Recasting this
search [317, 318] gives bounds slightly better than CHARM, excluding in roughly
the same ΛIR region, and with ΛUV up to 1 TeV. This is due to the fact that the
bremsstrahlung cross section for this energy is the same as of CHARM, given the
proton virtuality cutoff, the experiment has a similar luminosity, but it is closer to
the beam and target. The bounds are still weaker than DUNE and SHiP. Recasting
the Heavy Neutral Lepton search of PS191 [319, 320], as suggested in [321, 322],
gives bounds better than CHARM but worse than νCAL and DUNE. We do not
show these bounds to keep the plots uncluttered.

Emphasizing the complementarity of neutrino experiments with respect to the LHC
searches, we note that for the strongly coupled case (Fig. 3.8 top right), the LHC
(ATLAS) searches are not sensitive in a gap of parameter space values close to
ΛUV ∼ 500 GeV−2 TeV and ΛIR ∼ 0.1−0.5 GeV. We find that both future neutrino
experiment DUNE-MPD and dedicated LLP experiment SHiP would remarkably fill
this gap in the Z portal DS parameter space. These gaps were due to trigger and
event selection requirements.

So far we have only considered decay through the Z-portal, but the decay can also
proceed through the Higgs portal. Before proceeding with that, a couple of com-
ments about the interplay of the quantum numbers of LDSPs and the relevant decay
portals is in order. According to the Landau-Yang theorem [323, 324], a massive
spin-1 particle cannot decay into two massless spin-1 particles. This implies that
if the LDSP is a spin-1 particle then for values of ΛIR < 2me, it will not decay
into any visible SM particles, so that the only signal is a missing energy. If instead
the LDSP is a spin-0 particle, there is no such condition. However for such small
values of ΛIR, the LDSPs are too long lived and cannot be efficiently constrained
at the experiments considered here. For this reason it’s crucial to realize that while
production from the Higgs portal is very suppressed, it might be relevant for decays
if its the only available decay mode. We should clarify that if multiple portals are
available for decay, one has to consider the dominant one. When considering the
LDSP decay through the Higgs portal, we are assuming it to be dominant compared
to other portals. Note that a spin-1 LDSP cannot decay through the Higgs portal
due to quantum numbers.

In the bottom row of Fig. 3.8 we show the bounds where the LDSP decay occurs
through the ∆ = 4 Higgs portal. The longer lifetime of the LDSPs, due to a very
small coupling to leptons and the extra Λ2

IR/m
2
h suppression factor, effectively shifts

the exclusion regions to higher ΛIR regions. However, bounds from such values of
ΛIR can be suppressed due to being too close to the edge of allowed phase space, ef-
fectively chopping off the bounded region. This makes these bounds typically weaker
than colliders, in their ΛUV reach, although they still cover regions unconstrained
by Z portal decays at higher (ΛIR/ΛUV) ratio.

Finally, for completeness, we will now tabulate constraints coming from invisible
meson decays where the LDSP is long-lived enough to escape detectors. Overall, we
find that these bounds are weaker in their ΛUV reach than the ones coming from
both LHC and neutrino detectors.
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For the Z portal (both production and decay), the strongest constraints from in-
visible meson decay come from flavour changing decays of B and K mesons (up-
dated w.r.t ref. [76]). We take the BaBAR upper limit for B+ → K+ decays [325]:
B(B+ → K+ν̄ν) < 1.6× 10−5, which gives

ΛUV

GeV > 60 (κ2J cJ)
1/4,

ΛIR

MeV � 108 (κ2JcJ)
−0.2 (weak) , 65 (κ2JcJ)

−0.2 (strong) . (3.36)

The Belle-II experiment put constraints on the same invisible decay. Current bounds
are comparable to the BaBAR one [326], while prospects with the full run datasets
(50ab−1) will improve by roughly a factor of 5 the ΛUV bound, making it still weaker
than the ones from beam dumps.

For the case of K → π + DS, we take the upper limit from the NA62 Collabora-
tion [327]: B(K+ → π+ + ν̄ν) < 1.06× 10−10 which gives

ΛUV

GeV > 68.8 (κ2J cJ)
1/4 ,

ΛIR

MeV � 83 (κ2JcJ)
−0.2 (strong) . (3.37)

The bounds for a weakly coupled DS are similar. For the case in which the LDSP
decay is via ∆O = 4 Higgs portal instead, the bounds for the B and K meson decays
respectively are:

ΛUV

GeV > 60 (κ2J cJ)
1/4, for ΛIR

GeV � 1.6 (κ2JcJ)
−0.14 , (3.38)

ΛUV

GeV > 68.8 (κ2J cJ)
1/4, for ΛIR

MeV � 77 (κ2JcJ)
−0.14 .

(3.39)

In the above, the condition on ΛIR has been calculated assuming a strongly coupled
DS, and they do not change significantly for the weakly coupled case.

The invisible decays from J/ψ which have been searched for by the BES Collabora-
tion [328] set an upper limit on B(J/ψ → ν̄ν) < 7.2× 10−4. However, we found the
resulting bound on ΛUV to be weaker than those coming from the BaBar and NA62
limits on B,K decays, and we do not report it here.

A preliminary study of FASER and SND, using an integrated luminosity of L =
150 fb−1 and 3 signal event exclusion, shows that the exclusion power of these
experiment comes mostly from the decays of SM forward object like mesons or on-
shell Z, whose spectra can be taken from the FORESEE package [329]. For the decay
through Z portal, the bounds are comparable to DUNE but are in a slightly different
ΛIR region due to a different boost, and a different distance at which the detectors
are located, while for decays through Higgs portal (∆ = 4) they can improve the
bounds up to ΛUV 1 TeV: this is because for resonant production through Z portal,
p2DS ' m2

Z , allowing for larger LDSP masses to be produced and tested. Future
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experiments like FASER2 can exclude up to 10 TeV given the larger luminosity and
the dimensions of the detector, compared to its predecessor. These will be studied
in detail in a future work, together with other experiments at the lifetime frontier
such as MATHUSLA and CODEX-b.

3.4.2 JJ Portal (Z-aligned) Production
Even though the Z-aligned JJ portal and Z-portal are equivalent at neutrino exper-
iments after an appropriate rescaling of the κ, there is a distinction between them
at high energy experiments that can produce a Z on-shell. Contrary to Z-portal
case, for the Z-aligned JJ portal, the LHC bounds are generally weaker due to the
lack of resonant production and EFT consistency condition on ΛUV. For the same
reason, there is no bound coming from Z-width. In this scenario, the bounds on
ΛUV come only from LEP missing energy searches (see fig. 8 in ref. [76]). Therefore
regions in the parameter space with too short lifetimes are not tested due to the
requirement for the LDSP to decay outside the detector. On the other hand, the
bounds coming from high-intensity experiments such as neutrino experiments are
essentially unchanged with respect to the Z-portal case, so that all the discussion
from before applies: they are able to exclude a larger portion of ΛUV by roughly one
order of magnitude in the large lifetime region (low ΛIR), compared to the LEP/LHC
detector size, while it excludes a completely unexplored region at small lifetime (or
large ΛIR).

3.4.3 JJ Portal (generic) Production
The previous sections can give us an insight on how high-intensity experiments can
put a bound on a generic JSM

µ JµDS portal, where JSM
µ is a generic flavor-conserving

SM current. Missing-energy bounds coming from LHC will still hold provided O(1)
couplings to light quarks, although as explained in the previous section they are
limited by the EFT condition. If these are absent, (e.g. for ēγµe JDS

µ portal) the
leading bounds come from LEP mono-photon searches (ΛUV & 102 GeV for ΛIR .
100 MeV ), while electron beam dump experiments like E137 and missing energy
searches at NA64 put weaker bounds, see ref. [76].

Proton-beam based neutrino experiments cannot probe hadrophobic current inter-
actions given that couplings to quarks are essential for all production modes. Since
neutrino experiments typically exclude LDSP masses for ΛIR . 2mπ, if the decay
proceeds through generic JJ portal, we need non-zero couplings to electrons. If
that is small, the Higgs portal may be relevant depending on couplings. This fea-
ture is not present in missing energy searches at high energy colliders and high
intensity experiments, which only probe the production mode. This problem can
be circumvented if instead of looking at displaced vertex signatures (where LDSP
decays inside the detector), in which both DS production and DS decay into SM are
required, scattering events are also considered. As mentioned in previous sections,
we do not look at such signatures due to the extra assumptions needed with respect
to LDSP decays.
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We remark that no big difference is expected from changing the axial or vector nature
of the SM current as long as their coupling is of the same order. While for Z portal
the axial contribution to bremsstrahlung is larger than the vector counterpart, due
to the accidentally small coupling of the vector component, this is not necessary
for a generic case. A similar argument also hold for DY mode, while for MD mode
the quantum numbers of the SM current select the relevant meson processes (see
App. G.2 for details). To conclude, as long as DS has a coupling to proton and
electrons in JµSM, we expect the results to not change dramatically at fixed magnitude
of the couplings: the bounds presented in Sec. 3.4.1 apply.

3.4.4 Higgs Portal Production
The bounds at neutrino experiment for production through ∆O = 4 Higgs portal
OH†H are very weak: assuming decay through Z portal ΛUV � 102 GeV for DB
and DY modes since these modes are suppressed by a small Higgs coupling. Only
radiative meson decays happening through a top loop do not suffer from such a
problem. The strongest bounds for this case then come from meson decay K →
DS where for DUNE-MPD, we get ΛUV . 12 GeV. This exclusion is much weaker
than the bounds coming from missing energy searches at LHC and Higgs coupling
fits [76], ΛUV & 450 GeV. For ∆ ≥ 4 the rate is suppressed with respect to the
Z portal as explained in Sec. 3.2.1. The situation is slightly improved for high-
energy beam experiments like SHiP (where ΛUV . 74 GeV is excluded for the B
→ K + DS meson decay), but is still not competitive with the ones coming from
Higgs resonant production at LHC. For this reason, we do not show any plots for
production through the Higgs portal.

For a ∆O = 3 Higgs portal, at DUNE-MPD, K→ DS decay gives the leading bound,
ΛUV . 540 GeV. At SHiP, we find that the leading bounds come from B→ K + DS
decays which give ΛUV . 10 TeV for ΛIR ∼ 1.8−2.8 GeV. The DUNE-MPD bounds
are weaker than the LHC missing energy searches (which exclude ΛUV . 8 TeV)
whereas the SHiP bounds are stronger.

The forward experiment FASER does not put strong constraint on DS production
and decay through resonant Higgs portal. Only FASER2, due to a higher luminosity
and geometric acceptance, can put bounds that are comparable with the conven-
tional LHC searches in a narrow lifetime regions: up to ΛUV = 10 TeV for ∆ = 3,
while up to ΛUV = 1 TeV for ∆ = 4.

3.5 Summary and Discussion
Secluded sectors that interact very feebly with the SM have the potential to be
probed at the high-intensity frontier, particularly at neutrino experiments (as has
been previously explored in refs. [217, 219, 251, 330], see also refs. [317, 318]). Most
of the past work has focused on the case of relevant portals, while the case of
irrelevant portal DS scenario has only recently been explored [75, 76, 235, 302]. In
this work, we have considered the sensitivity of DS that interacts with SM through
a dimension 6 irrelevant portal, at past and current neutrino experiments, and its
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prospective discovery in both existing and future neutrino experiments based on
proton beams.

We have performed a detailed study of the possible production mechanisms of DS
through non-renormalizable portals: meson decays (M → m+DS, V → DS), direct
partonic production (q̄q → DS, gg → DS), and dark bremsstrahlung (pp→ DS+X).
The interplay between the various production mechanisms as a function of the DS
invariant mass squared p2DS can be summarized in the plot shown in Fig. 3.1. Com-
pared to previous works on irrelevant portals, we have added production details,
and also considered strongly coupled dark sectors, and done so in a model agnostic
framework. Further, we have constrained such dark sectors using past and current
analyses at beam dump/neutrino experiments, also showing projections for prospec-
tive searches at existing and future neutrino experiments. In order to emphasize the
importance of these bounds, we have also compared our results with previous bounds
on such portals.

In an earlier work of this scenario [76], the most stringent bounds on DS excitations
produced from the decay of Z bosons was set by LHC monojet searches [311] and
LHC displaced vertex search [312, 313], in a range of (ΛUV,ΛIR) values dictated by
various factors such as the energy of the experiment and the lifetime of the DS etc.
In the present work, we have tried to address the question if neutrino experiments,
being placed farther from the interaction point (as compared to say the ATLAS
detector at LHC) could probe a lower ΛIR range, thereby testing a complementary
parameter space with respect to high energy colliders for such elusive dark sectors.
Our main summary plots can be found in fig. 3.8.

While the present work focuses on the utility of neutrino experiments for probing
dark sectors, we would like to mention the status of other probes of the dark sec-
tors considered here, for completeness. Colliders and beam-dump probes produce
the DS states directly. Other setups that also produce DS states directly result
in astrophysical bounds from Supernova cooling, from lifetime of horizontal branch
stars and from positronium lifetime. Due to kinematics, bounds coming from as-
trophysical objects such as Supernovae can’t probe the ΛIR & 100 MeV given the
lower typical temperature. Therefore they are subleading in the region in which
neutrino experiments are competitive with respect to LHC bounds, and we will not
show them. However in the much lower ΛIR regime, they can become the most
competitive bounds, as can be seen for example by recasting the results of [331].
Complementary to those are indirect probes where the initial and final states are
SM states, and DS degrees of freedom propagate internally. Examples of such probes
are electroweak precision tests (EWPT), fifth-force constraints, torsion balance ex-
periments, molecular spectroscopy, etc. Depending on the process, these indirect
probes are UV sensitive (and in that case they do not probe the dark dynamics di-
rectly) or give weaker constraints. A careful analysis of all these direct and indirect
effects was already carried out in ref. [76] and we refer the reader to there.

In this work, for the case of Z portal DS production, we find that past analyses and
prospective DS searches at current neutrino experiments give weaker bounds when
compared with the current bounds from LHC and LEP in resonant production sce-
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narios. However, future neutrino experiments such as DUNE-MPD would improve
on this, and will be sensitive to ΛIR in the range 0.1 − 1 GeV for ΛUV ∼ 1 TeV.
The current displaced vertex searches at LHC are already probing ΛUV as high as
few TeVs, but only in the ΛIR range ∼ 0.6 − 2.5 GeV for the strongly coupled DS
case. The ATLAS DV searches lose sensitivity in the range of ΛIR ∼ 0.1 − 0.6 due
to trigger requirements (as can be seen from the gap on the right plot in Fig. 3.8).13

Future neutrino experiment DUNE-MPD will have a unique sensitivity to access
this gap in the parameter space for a range of ΛIR ∼ 0.1− 1 GeV for ΛUV of a few
TeVs.

We have also compared these results with projections from the proposed experiment
SHiP which serves as a benchmark for LLP experiments. As can be seen from
Fig. 3.8, SHiP will improve on the reach of DUNE-MPD by probing ΛUV of few
TeVs for a range of ΛIR ∼ 0.1−2 GeV. This is mainly due to its higher proton beam
energy of 400 GeV and larger geometric acceptance (εgeo ∼ 1 for the production
modes bremsstrahlung and DY and εgeo ∼ 0.1− 0.9 for K and J/ψ decays).

As we have described in the previous section, we can recycle our bounds at neu-
trino experiments on Z portal also for the case of JSM

µ JµDS portal where JSM
µ =

f̄γµf, f̄γµγ
5f, f = l, q. The earlier work in [76] found no bounds from LHC for

this portal, once EFT considerations were taken into account. The only con-
straint presented is the one for JSM

µ = ēγµ e from monophoton searches at LEP
(see fig. 8 in ref. [76]) where the excluded space is restricted to ΛUV . 200 GeV for
ΛIR . 0.1 GeV. These bounds are much weaker than the bounds we get at neutrino
experiments. Therefore neutrino experiments are a useful tool to study DS that do
not directly mix with the Z and that are not enhanced by resonant production at
colliders. We have already explained how our Z portal bounds can be recycled for
a JJ portal, since a JJ portal can be obtained from Z portal after integrating out
Z mediator.

For the case of the Higgs portal OH†H production (for ∆O = 4) the bounds from
neutrino experiments are very weak, and are limited to values of ΛUV much below the
electroweak scale. Whereas, in comparison, bounds from Higgs resonant production
derived in ref. [76] coming from missing energy and displaced vertex searches at high
energy colliders are much stronger.

The bounds presented here are derived under a model agnostic approach, and are
applicable to a large class of DS models (see [76] for explicit examples). Knowledge
of the underlying dark dynamics can be used to study other possible signatures
like DS scatterings with SM particles, but will need to be done on a case-by-case
basis, and hence is out of the scope of this work. We have discussed in detail our
assumptions and limitations of our approach in Sec. 3.1. Our results are conservative
and can be improved if the full theory is defined explicitly. Despite this, we claim
that our approach can be very useful in giving a qualitative picture.

13The trigger requirements imposed in [76] depend on the nLDSP distribution. Events where the
number of LDSPs produced has a downward fluctuation can loosen the cut, but will also affect
the total cross-section, the decay probability and the geometric efficiency. Including this effect
systematically will reduce the un-probed region but not entirely.
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The point of this work is to convey the usefulness of a model agnostic approach
to exploring dark sectors, and the potential of neutrino experiments (both current
and future) as unique probes of irrelevant DS-SM portals. Future proposed LLP
experiments at LHC interaction points like MATHUSLA, CODEX-b, ANUBIS are
designed to improve reach on ΛIR scales for such elusive DS. However, future neu-
trino experiment DUNE Multi-Purpose Detector (MPD) [300] running at the LBNF
(Long Baseline Neutrino Facility) would probe low ΛIR scales in a shorter timescale.
The forward LHC detectors like FASER and SND (see [332] for a recent status re-
port), built for searching feebly interacting particles would be taking data during
the LHC Run 3, and could also give useful bounds for our DS. We hope our study
would motivate analyses of neutrino-detector data for the search of such elusive dark
sectors.
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Figure 3.8: Constraints on DS production through the D = 6 Z portal, and decay through
the same Z portal (top), or through D = 6 OH†H portal (bottom), at various neutrino
experiments. We have shown both the 10 event and the 100 event lines for DUNE. For
comparison, bounds from high-energy colliders (obtained in ref. [76]) are also shown in
gray. The left (right) plots assume weakly coupled (strongly coupled) dark dynamics. The
exclusion from the Z invisible width measurement at LEP is shown by the horizontal solid
black line. We restrict to ΛUV > 50 GeV for EFT validity. All plots assume κ2i ci = 1,
where i labels the portal, κ is the portal coupling and c is a measure of degrees of freedom
of the DS.
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Chapter 4

Probing self-interactions with
cosmology

In this Chapter we discuss the worst scenario: the one in wich there is no sizable
interaction between the SM and the Dark Sector. As already anticipated, the idea is
that the visible matter distribution tracks the DM one. The presence of Dark Matter
self-interactions can modify how DM clumps with respect to the case in which the
clustering is due to only gravitational interactions. In turn, these modifications
of how DM clumps will be imprinted on how visible matter clumps evolve. With
this idea in mind, we would like to understand, both qualitatively and quantitavely,
what can be said about the nature of DM self-interactions with cosmological data. In
order to do so, we must pick a model. We start from the simplest model possible to
get a grasp of the physics: scalar DM particles χ interacting via a new scalar field φ.
This allows both for an analytic and numerical understanding of the evolution of the
DM perturbations. In [83] this program was started by studying how self-interacting
DM affects observables on linear scales (k . 0.1h/Mpc), such as CMB anisotropies
[23]. The result is that a new attractive long range force is excluded if its strenght
is more than roughly a few percent the strength of gravitational interactions. Here
linearity refers to the regime in which the fluctuations δ around the homogenous
background are small, and in which different modes evolve separately.

Potentially, the bound can be made stronger if additional data is considered. Cos-
mic Large Scale Structures (LSS) are a complementary source of informations on
the cosmological history with respect to CMB. However, the scales involved are
also non-linear. In this regime different fluctuation modes start to interact non-
negligibly gravitationally, and it is not straightforward to get correct theoretical pre-
dictions. In order to model mildly non-linear scales (0.1h/Mpc . k . 0.3h/Mpc)
we employ the so-called Effective Field Theory of Large Scale Structure (EFTofLSS)
[88, 89, 334, 335, 336, 337, 338, 339, 340, 341]. The idea behind the EFTofLSS is
to smooth the fluctuations over a short length Λ−1. In this way only long modes
are kept in the theory. The effect of the short modes over the evolution of the
long ones is encapsulated in counterterms that modify the standard perturbation
equations. The cutoff dependence disappears in physical observables when all the
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possible counterterms allowed by symmetries are kept, while the finite contribution
is fitted from the data. The outlined procedure has the advantage of being more sys-
tematic compared to other approaches to perturbation theory, in which for example
long modes get contributions from short modes that are not under control in said
approaches. Within this EFT framework it is possible to obtain a reliable prediction
for the distribution of DM and ordinary matter at smaller scales. However these are
not quantities that are directly measured by LSS experiments like galaxy surveys.
Indeed these experiments measure the distribution of galaxies. In order to describe
these collapsed objects we employ a bias expansion [85, 336]. Biases are a way to
express the “composite” field of galaxy densities as a function of the fundamental
fluctuations of baryons and DM. They are essentially the response function of short,
collapsed modes to long wavelength ones, and like the counterterms their values are
fitted from data (although it is possible to get a reasonable etimates from numerical
simulations or phenomenological models of the collapse).

This Chapter is organized as follows: in Sec. 4.1 we introduce the framework and
the models for self-interactions. In Sec. 4.2 we recap the results of the previous
work done by collaborators [83], in which they set bounds on the self-interaction
via linear cosmology (e.g. CMB data from Planck). In Sec. 4.3 we report part of
our on-going work [342], in which we set bounds using non-linear cosmology. In
particular we focus on data collected from past and future galaxy surveys, such as
BOSS [3] and Euclid [84]. The observables that we discuss are the galaxy power
spectrum, extended at 1-loop to better model small scales k & 0.1h/Mpc, and the
galaxy bispectrum. In Sec. 4.4 we summarize the results and comment on future
directions.

4.1 Modeling a Dark Fifth Force
In order to describe the presence of a self-interaction, we specify a microscopic model,
as done in [83]. We will start from a model with a local interactions between the
scalar DM field mediated by a scalar field φ:

L = −1

2
∂µχ∂

µχ− 1

2
m2
χχ

2 − 1

2
∂µφ∂

µφ− Vφ(φ)− Vint(φ)χ2 (4.1)

This lagrangian can be written in terms of a dimensionless field s:

L = −1

2
∂µχ∂

µχ− 1

2
m2
χχ

2 − 1

2Gs

∂µs∂
µs− Vs(s)− Vint(s/G1/2

s )χ2 (4.2)

where
s = G1/2

s φ , Vφ(φ) = Vs(s) . (4.3)
Here Gs is the analogue of the Newton constant GN , that sets the strength of the
self-interaction. Its definition follows from requiring the interaction to be equal to

Vint(φ)χ
2 = m2

χVint(s)χ
2 ≡ m2

χf(s)χ
2 . (4.4)
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It is useful to define a dimensionless quantity β that describes the relative strength
of the self-interaction with respect to gravity:

β ≡ Gs

4πGN

, (4.5)

where GN is Newton constant. We always assume that the metric gµν of the universe
is a small perturbation around the homogeneous universe described by the FLRW
metric:

ds2 = − (1 + 2Ψ(~x, t)) dt2 + a(t)2 (1 + 2Φ(~x, t)) δijdx
idxj , (4.6)

where we employed the Newtonian gauge.

It can be shown [83] that the lagrangian of Eq. (4.1) can be matched to a particle
lagrangian for χ, leading to the following action:

Sχ = −
∫

dλ mχ(s)

√
−gµν

dxµ

dλ

dxν

λ
. (4.7)

As can be seen, the model is equivalent to one in which the mass of the particle
varies as a function of the value of the (space-time dependent) field s. The specific
relation between mχ(s) and Vint will be discussed later. This observation allows to
work with thermodynamics quantities like the DM number density nχ, its pressure
pχ and energy density ρχ. This change in variables can be done by taking moments
of the Vlasov equation for the phase space density fχ of DM particles χ:

∂fχ
∂t

+
dxi

dt

∂fχ
∂xi

+
dpi

dt

∂fχ
∂pi

= 0 . (4.8)

The first two moments, obtained by multiplying by E and pi Eq. (4.8) and integrat-
ing over the momenta gives the following set of equations for χ [83]:

ρ̇χ + 3(H + Φ̇)ρχ +
1

a
∂i(ρχv

i
χ)− ṡ

∂ logmχ(s)

∂s
ρχ ,

˙(ρχviχ) +
1

a
∂jΣ

ij + 4Hρχv
i
χ +

ρχ
a
∂iΨ+

ρχ
a

∂ logmχ(s)

∂s
∂is ,

(4.9)

where we have defined the energy density, velocity and second moment respectively
as:

ρχ ≡
∫

d3p

(2π)3
Efχ ,

viχ ≡
1

ρχ

∫
d3p

(2π)3
pifχ ,

Σij ≡
∫

d3p

(2π)3
pipj

E
fχ .

(4.10)

We will see that in linear theory Σij can be neglected for a CDM-like candidate,
thus closing the Boltzmann hierarchy, while it will be important in non-linear com-
putations.
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Unlike χ, we will treat s as a field, and solve its second-order field equations to find
how it evolves. Notice that the evolution of s is crucial to describe the evolution
of DM perturbations since it changes the mass and therefore the geodesics of χ
particles.

There are several scenarios that can be studied in this setup. For example, the field
s can make up for a sizable fraction of the univere energy budget today, both in
the form of CDM if it oscillates quickly (mφ > H0), or of Dark Energy (mφ ' H0).
We focus on the simpler case in which the role of s is only to mediate the self-
interaction, and in which its energy budget today is negligible. This allows to more
clearly understand the role of the self-interaction in the growth of DM perturbations,
and hence how cosmological structures are affected by it. In particular, this allows
to simplify the equations and to neglect completely Vs. We dub this scenario “Fifth
force” (5F). For the sake of definiteness, we will always fix mφ = 0.1H0, but what
we say is independent on the precise value of mφ as long as it is much smaller than
H0.

To proceed with the study we have to specify a model. We will start with the
simplest functional form, the Yukawa interaction, which written in terms of the
original lagrangian reads:

Vint = gDmχφχ
2 , (4.11)

where gD is a dimensionless coupling (we have normalized it with respect to the
relevant scale). Written in term of the dimensionless field, Eq. (4.11) becomes:

Vint = m2
χsχ

2 , (4.12)

from which we see the relation between Gs and the microscopic couplings in this
specific case (for generic interactions it follows a similar relation):

Gs =
g2D
m2
χ

. (4.13)

We will see that many things that can be said about this interaction translate
directly to other possible interactions in the 5F regime.

The Yukawa interaction has the property to always be attractive. Unlike forces
mediated by vector fields, it does not suffer from screening effects. Also, since we
are neglecting Vs, the mediator is massless. Hence DM particles will experience
an extra coulombian force inside the horizon. Therefore this setup highlights the
maximum possible effects of self-interactions.

We anticipate that the bounds are strong, leading to constraints on β < 10−2. This
justifies a perturbative treatment around β = 0 of the evolution equations, of both
the homogeneous backgrounds and of the perturbations. Once that we specified the
model, we can proceed to solve the evolution for the homogeneous background and
the perturbations around it.
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4.2 Linear cosmology
The first thing to do is to analyze the evolution of the spatially homogeneous back-
grounds in the 5F regime. The Equations of Motions (EoMs) are obtained from
Eq. (4.9) and Eq. (4.1) assuming a homogeneous FLRW background. This gives the
following equation for the background DM energy density ρ̄χ:

¯rho
′
χ + 3Hρ̄χ = ρ̄χ

∂ logmχ(s)

∂s
s̄′ , (4.14)

where ′ indicates derivatives with respect to the conformal time τ = at andH = a′/a
is the conformal Hubble parameter. From this point, we will omit the argument of
mχ, and we will always imply to be evaluated to the background value s̄.

Similarly, we can find the evolution equation for the fifth force background s̄:

s̄′′ + 2Hs̄′ +Gsa
2ρ̄χ

∂ logmχ(s)

∂s
, (4.15)

where we neglected a piece depending on Vs. Given the ubiquity of the derivative
of the mχ, it’s useful to define the following abbreviation:

m̃ ≡ ∂ logmχ(s)

∂s
. (4.16)

We recall that for a Yukawa interaction, the following holds:

mχ(s) = mχ

√
1 + 2s→ m̃ =

1

1 + 2s
. (4.17)

With Eq. (4.15), Eq. (4.15) we can solve for the background, provided we give enough
initial conditions. In the 5F regime, s will not contribute to today’s energy budget.
We will set its initial value s̄ini = 10−4: we will see that for Yukawa interactions
having a small starting value for s̄ini gives the desired results regardless of its precise
value. Notice that in the small s limit, the effect of the field on the dynamics of χ
does not vanish:

s→ 0⇒ m̃→ 1 . (4.18)
This suggests that the evolution equations of χ will be affected even in the small s
limit in a non-negligible way. The Hubble constant H0 and the normalized energy
density Ω0

i of the other fields (i=baryon, photons, neutrinos) are set to their value
today. Initializing Ω0

χ actually presents a subtlety: indeed for other species (photons,
neutrinos, baryons) knowing Ω0,i is equivalent to the knowledge of their values at the
initial time when the scale factor of the universe was aini, at which we start solving
the equation. This because the redshifting behaviours of the species are known as a
function of a. For the self-interacting DM χ this is not true because how it redshifts
depends on the value of s. Its reduced normalized energy density redshifts according
to:

ωχ(a)

ω̃χ
=

mχ(s̄)

mχ(s̄ini)
a−3 , (4.19)
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which is found by solving Eq. (4.14) and remembering the relation between ρχ and
nχ. In order to bypass this problem we initialize the energy density of χ using a
dummy variable ω̃d:

ωχ(aini) ≡ ωini
χ = ω̃da

−3
ini . (4.20)

Similar expressions hold for Ω̃d, defined as ω̃d/h2.

Once this is known, the value of the Cosmological Constant (CC) Λ is found via the
closure condition

∑
iΩ

0
i = 1.

Now we can solve the background equations. We will put emphasis on the evolution
of s̄. This because it will allow us to make contact for the various possible interac-
tions f(s). Notice that in the absence of interactions with χ, or equivalently β = 0,
s̄ is constant (the decreasing solutions is discarded, as customary in cosmology). We
start in the early universe, in an epoch of Radiation Domination (RD), followed by
an epoch of matter domination (MD). This is beacuse throughout the cosmological
history, given the setup, the energy of s is always negligible.

RD : H = 1/τ , a =
√

Ω0
rH0τ .

MD : H = 2/τ , a =
Ω0
mH

2
0τ

2

4
.

(4.21)

where we are already setting the behaviour of the background quantities at their 0-
th order value in β: at this order perturbatively β enters only in the last addendum
of the modified Klein-Gordon equation, as seen in Eq. (4.15), and the 0-th order
solution of s = s̄ini does not modify in this regime the evolution of other background
quantities. We can solve Eq. (4.15) perturbatively by setting m̃ to a constant value.
Under this assumption we can solve in the two regimes (RD and MD) and match
them at equality time:

τeq = (
√
2− 1)

2
√

Ω0
r

H0Ω0
m

. (4.22)

We get the following solutions:

RD : s̄ ≡ s̄ini −
3

4
m̃

Ω̃d√
Ω0
r

H0(τ − τini) ,

MD : s̄ = s̄eq − 2βm̃fχ log
τ

τeq
,

(4.23)

where Ω0
r = Ω0

γ+Ω0
ν if neutrino masses are neglected, eq indicates quantity at equality

and
fχ ≡

ρ̄χ
ρ̄m
' Ω̃d

Ω̃d + Ω0
b

, (4.24)

where m, b indicates total non-relativistic matter and baryon respectively. Inci-
dentally this tells the natural value of s̄′ini that we use as initial condition of the
background equation:

s̄′ini = −
3

4
βm̃

Ω̃d√
Ω0
r

H0 . (4.25)
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Typically the evolution in RD can be neglected due to the short time the system
stays in RD. The peculiarity of this solution is that it is an attractor for small s̄ini.
Indeed the specific value of s̄ini (and τini) can be neglected for large τ . This is a
peculiarity of the Yukawa interaction, and does not hold in general.

We are now ready to see what happens for a generic Vint(s). Since we expect that s̄
will stay small for most of the evolution if s̄ini � 1, we can expand the interaction
operator in powers of s. This implies that what is important for the interaction in
the 5F regime is the leading power of f . Hence the most general interaction is1:

L ⊇
m2
χ

2
snχ2 , (n ≥ 1) (4.26)

from which we have

mχ(s) = mχ

√
1 + sn → m̃ =

nsn−1

2(1 + sn)
. (4.27)

By taking the limit s→ 0 in Eq. (4.27), we can see that for n ≥ 2

m̃ ≈ nsn−1

2
→ 0 . (4.28)

Therefore in the small s̄ini, small β limit the background evolution of χ is the same
of the usual non-interacting ΛCDM model. In a sense all the other interaction have
the constant zero solution as an attractor for s. This implies that in the 5F regime,
only Yukawa interactions (or interactions that at leading order in s are Yukawa-
like) can be detected, while the others are effectively undistinguishable from the
non-interacting scenario.

The situation is different in the 5F scenario considering the large s̄ini solution. We
will not treat this case.

With the solution of s, we can solve for ρχ. In MD it gives

ωχ(a) = a3ω̃d

(
1− βm̃ log

a

aeq

)
. (4.29)

This tells that DM redshifts faster than CDM: not only the expansion of the universe
dilutes the number, it also dilutes s which in turn diminish the value of mχ(s).

Analytic solutions are helpful to understand the physics of the system, but in order
to get the final bound we will use numerical computations carried out via a suitably
modified version of the CLASS code [343, 344]. The two methods are in good
agreement.

After having solved the evolution equation for the background we can solve for
the perturbations. We will focus only on adiabatic perturbations, following the
procedure for setting their initial conditions outlined in the original work. These

1Notice that asking for the interaction expressed in terms of s to be in this form fixes Gs in
terms of the coupling of the Lagrangian expressed in terms of φ.
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equations are expressed in terms of the energy density contrasts δi ≡ δρi/ρ̄i for all
the different species i. It is useful to do the following change of variable:

δm ≡ fχδχ + (1− fχ)δb , δr = δχ − δb , (4.30)
and similarly for the velocity perturbations ~vm, ~vr.

The evolution equation for the overdensities are obtained by expanding the densities
around the homogenous backgrounds (see Eq. (4.23), Eq. (4.29) in the continuity
and Euler equations. These equations are the first two momenta of the Vlasov
equations written in Eq. (4.9). We do not report the details of the computations,
referring to [83]. Notice that in order to be able to solve the system, we had to close
the Boltzmann hierarchy by neglecting Σij. This is a good approximation for the
linear regime, however it will play an important role in Sec. 4.3. We focus on MD
given that we will be interested in computing observables relevant in such era of
cosmological history in later sections. In the subhorizon regime, in which k/H � 1,
the equations for baryons and χ in MD become a system of coupled equations:

δ′m + θm = −∂i
(
δmv

i
m

)
,

θ′m +H (1− fχε) θm +
3

2
ΩmH2δm (1 + fχε) = −∂i

(
vjm∂jv

i
m

)
,

δ′r + θr = −∂i
(
δmv

i
r + δrv

i
m

)
,

θ′r +Hθr − εH
(
θm −

3

2
ΩmHδm

)
= −∂i

(
vjm∂jv

i
r

)
− ∂i

(
vjr∂jv

j
m

)
,

(4.31)

where θm,r ≡ ∂iv
i
m,r, and we defined ε ≡ fχβm̃. The system of equations is com-

plicated, but can be simplified by assuming the overdensities to be small and thus
neglecting products of perturbations. In this linear regime, different Fourier modes
are decoupled from one another. To further simplify the problem, we expand the
evolution equation at first order in β. With these assumptions, the system can be
analytically solved:

δm,r(~k, τ) = D1m,1r(τ)δ0(~k) , (4.32)
where δ0(~k) represents the initial condition for the overdensity field for a given
Fourier mode ~k. The primordial power spectrum, defined as:

〈δ0(~k)δ0(~q)〉 = (2π3)δ
(3)
D (~k + ~q)P0(k) = (2π)3δ

(3)
D (~k + ~q)k−3As

(
k

kP

)1−ns

, (4.33)

is characterized, as in ΛCDM, by the two quantities ns (scalar spectrum tilt) and
As (the amplitude of the fluctuations), that are fitted from the data. kP is a pivot
scale, taken to be 0.05 Mpc−1. We assume the primordial perturbation fields to be
gaussian fields, neglecting any possible contributions to the primordial connected
higher point functions.

Coming back to Eq. (4.32), we have the following solutions for the linear growth
factors D1 in MD:

D1m =

[
1 +

2fχ
5
ε

(
log

τ

τeq
− 1

5
+

1

5

τ 5eq
τ 5

)]
DCDM

1m ,

D1r =
5

3
ε

(
1−

3τ 2eq
τ 2

+
2τ 3eq
τ 3

)
DCDM

1m ,

(4.34)
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where DCDM
1m = Cτ 2 is the growth factor for non-interacting CDM in an Einstein-de

Sitter background. We can recast Eq. (4.34) in terms of the scale factor a, since

a(τ) ' Cτ 2
(
1− 2εfχ log

τ

τeq
+

7

3
εfχ

)
, (4.35)

In terms of the scale factor Eq. (4.34) becomes:

D1,m '
[
1 +

6fχ
5
ε

(
log

a

aeq
− 181

90

)]
DCDM

1m (a) , (4.36)

in the limit τ � τeq. Further, we retain in the β corrections only the log-enhanced
piece, and neglect the others. This is a valid approximation since log a/aeq ' 8 for
the scale factors we are interested in. With this in mind we can write an analytic
expression for the linear total matter power spectrum:

Pm,L =

(
1 +

12

5
fχ log

a

aeq

)
PCDM
m,L (k) , (4.37)

with PCDM
m,L the power spectrum in ΛCDM. We do not attempt to get a similar

analytical estimate for the CMB anisotropies spectrum since it is not the focus of
the future sections, but in principle its shape is governed by the same set of equations
(together with the evolution of photons).

A result of [83] is that CMB [23, 345] and linear BAO [3, 4, 346, 347] data can set
strong constraint on the self-interaction parameter. The strategy adopted was to em-
ploy Markov Chain MonteCarlo (MCMC) methods to scan the likelihood function,
using the MontePython code [348, 349] and the suitably modified CLASS version.
A total of 7 cosmological parameters were varied (5 in common with ΛCDM and
two specific of the model):

{ωb , ns , As , τreio , H0 , Ω̃d , β} , (4.38)

where τreio is the optical depths at reionization. Notice that there is one extra
parameter with respect to the usual ΛCDM, which is the self-interaction strength
β.

The result found is essentially that the 5 ΛCDM cosmological parameters are con-
strained to have their ΛCDM value, with the exception of H0. This is due to the
fact that the long range force changes background evolution and therefore it will
correct the Hubble parameter. This makes the 5F scenario possibly relevant for the
Hubble tension, but we do not attempt to give any explanation to such anomaly.
The final bounds on β at 95% credible levels are:

β < 0.0011 Planck18

β < 0.0054 Planck18 + BAO
(4.39)

As anticipated, the bounds are strong and justify a perturbative treatment in the
analytic estimates, although we remark that when extracting bounds via MCMC
the full numerical solutions are employed.
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4.3 Bounds from galaxy surveys
We want to expand the previous bounds by considering galaxy surveys. The key
observable is the so called galaxy power spectrum, which is defined as follows:

〈δg(~k)δg(~q)〉 = (2π)3δ
(3)
D (~k + ~q)Pg(~k) . (4.40)

Here δg is the galaxy overdensity:

δg =
ng − n̄g
n̄g

(4.41)

where ng is the galaxy number density, either as a function of the coordinate or of
the wave number if in Fourier space. Galaxies are highly non-linear objects: the
evolution of the baryon and DM perturbations at such small scales is beyond the
reach of the perturbative Euler equation for small δ. If we want to extract some
information from this data, we must be able to describe δg as a function of the
fundamental fields δm,r. In order to do so we employ the so called bias expansion
[85]. The idea is that the galaxy overdensity field (in position space) can be expressed
as a power series of fundamental fields. At linear level (meaning no power higher
than the linear one in fundamental fields), this expansion is [350, 351]:

δg = b1δm + brδr + bθθr . (4.42)

The magnitude of the biases can be estimated for example from simulations. Prac-
tically speaking, they are left as redshift-dependent parameters to be fitted in each
given data set.

With the expansion in Eq. (4.42) we can write the analytic prediction for the linear
galaxy power spectrum:

Pg,L(k) = b21Pm,L = b21

(
1 +

12

5
fχε log

a

aeq

)
PCDM
m,L (k) . (4.43)

We have neglected corrections proportional to br since they are not log-enhanced in
Eq. (4.43), and the contributions proportional to bθ that are suppressed sub-horizon
by H2/k2. While analytic estimates are useful for developing an intuition of the
leading physical effects, when computing bounds we will always use the numerical
expressions for the power spectra involved (in this example Pm,L) rather than their
analytic estimates.

Galaxy surveys are counting experiments, and in order to model the associated shot
noise the expansion Eq. (4.42) can be supplemented with operators built with a
stochastic field ε (and its powers), whose expectation value follows a Poissonian
statistics. In this way, the expression for the galaxy power spectrum at tree level
becomes:

Pg,L(k) = b21Pm,L +
1

n̄
, (4.44)

with n̄ the average galaxy number density. We will always implement the SN in our
computations.
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There are two additional effects that need to be taken into account when modeling
the galaxy power spectrum. Indeed the position of galaxies can only be inferred
through measurements of the redshift and assuming a fiducial cosmology. This is
important when comparing the true theoretical prediction (Pg) with what is actually
observed by experiments (Pg,obs). Let the inferred observed position of a given galaxy
be parametrized as:

~xobs(z, θ, φ) = χfid(z)n̂(θ, φ) , (4.45)
where χ is the comoving distance defined as:

χ(z) =

∫ z

0

dz′

H(z′)
, (4.46)

and n̂ the unit-vector inicating the direction of the galaxy location with respect to
the observer. In Eq. (4.45) we used a fiducial cosmology to set H(z) in the integral
of Eq. (4.46). However the true cosmology might be different. We parametrize this
difference in χ as:

χfid = χ+ δχ . (4.47)
It is useful to introduce the so called distant observer approximation: since galaxies
of a survey are typically in a narrow cone around the line of sight of the observer,
we can treat them as if they were on the 2D (x1, x2) plane orthogonal to the line of
sight, fixed to be along the direction x̂3. We also pick the origin in the center of the
redshift bin z̄:

~xobs = 0⇔ θ = 0, z = z̄ . (4.48)
The observed coordinates can be parametrized using the comoving distance and the
two angles on the 2D plane:

(x1,obs, x2,obs) = χ(z)(θ1, θ2) , x3,obs = χfid(z)− χfid(z̄) . (4.49)

In this approximation, the following relation holds between observed and true coor-
dinates:

x3(z) = x3,obs

(
1− δH(z̄)

Hfid(z̄)

)
≡ x3,obs

(
1− α||

)
,

(x1, x2) = (x1,obs, x2,obs)

(
1− δχ(z)

χfid(z)

)
≡ (x1,obs, x2,obs) (1− α⊥) ,

(4.50)

where δH is defined as the difference from the true and fiducial value of H. From
Eq. (4.50) we can define the relation between observed Fourier modes and real
Fourier modes:

k3 = k3,obs
(
1 + α||

)
,

(k1, k2) = (k1,obs, k2,obs) (1 + α⊥) .
(4.51)

This distortion due to an error in the fiducial cosmology is called Alcock-Paczynski
effect (AP) [91], and it will be important for example when expanding around a
fiducial cosmology in the Fisher formalism.
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The second error is due to the fact that the observed redshift z of a photon is affected
by the projection u|| along n̂ of the peculiar velocity of the galaxy ~ug:

1 + z =
1

aem
(1 + u||) , u|| = ~vg · n̂ , (4.52)

where aem is the scale factor of the universe when the photon was emitted. This
gives rise to the Redshift Space Distortions (RSD) [90].

Putting together the two effects, we obtain the following shift of the observed posi-
tion ~xobs with respect to the true position ~x:

~xobs = ~x+ δχ(z)n̂+
∂~xobs
∂u||

∣∣∣∣
u||=0

u|| = ~x+

(
δχ(z) +

1

aH
u||

)
n̂ , (4.53)

where we assumed the error in z and δχ to be both small corrections. The key
observation is that the number of galaxy in a given volume element is the same
independently which coordinates are used:

ng,obs(~xobs)d
3xobs = ng(~x)d

3x . (4.54)

By computing the Jacobian induced by Eq. (4.53), we get the following formula for
the observed galaxy density contrast (assuming u|| � aHx):

δg,obs(~xobs) =

=

(
1− 2

δχ(z̄)

χ(z̄)
+H−1(z̄)δH(z̄)

)(
1 + δg(~x[~xobs])−

1

aH

∂u||
∂x

(~x[~xobs])

)
− 1 .

(4.55)

In order to proceed, we have to relate the galaxy-related quantities δg and ~vg to
the respective matter quantities. The density has already been treated via the bias
expansion in Eq. (4.42). Instead we will assume the velocity to be the same to the
matter velocity ~vm due to equivalence principle considerations (also in our case this
is true at order β log a/aeq). At linear order we can substitute in Eq. (4.55) the
solutions for ~vm:

~vm = aHf
i~k

k2
δm , f ≡ d logD1m

d log a
. (4.56)

We are neglecting non-longitudinal velocity modes since they are decaying modes.

After the substitution and expressing everything in Fourier space, we get the final
formula for the observed galaxy density at linear order:

δg,obs(~kobs) =
(
b1 + fµ2

)
δm(~k[~kobs]) (4.57)

with µ = k3,obs/|~kobs| if the AP effect is included.

Combining RSD, AP, and SN, the analytic expression for the linear observed galaxy
power spectrum is:

Pg,obs(~kobs) =
(
b1 + fµ2

)2
Pm,L(~k[~kobs]) +

1

n̄
. (4.58)
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Notice that now the observed power spectrum is not isotropic, and it depends on
the direction of ~k with respect to the line of sight. In likelihoods and forecast the
angular information is condensed in multipoles Pl(~k). Given the symmetry of the
problem, only even l, m = 0 multipoles are considered. More specifically, current
data includes typically only l = 0, 2, while in forecasts also l = 4 is kept.

4.3.1 1-loop Power Spectrum
The linear prediction for Pg of Eq. (4.43) can be trusted up to k . 0.1h/Mpc. If
we want to extract informations from higher modes, we have to include the first
corrections to the linearized equations describing the evolution of perturbations.
This is not an useless endeavour: even managing to push the perturbative control of
the theory up to Fouriers modes a factor of ∼ 5 larger implies a gain in the number
of modes of ∼ 53 ∼ 100, due to the 3D nature of galaxy survey data.

The goal is to understand how to include the first non-linear corrections to the
galaxy power spectrum, called 1-loop contributions in analogy with particle physics.
The procedure is similar in spirit to what we have done in the linear regime. First,
we expand δg as a function of the fundamental fields, this time going up to operators
quadratic in the fundamental fields2. Second, we solve for each fundamental field the
Euler equations of Eq. (4.31), retaining up to third order solutions in the perturba-
tions. In this way we have the expression for the fundamental δ as a function of up
to three primordial overdensities δ0. Then we multiply δgδg and take the ensemble
average. For illustrative purpose, we show the procedure for the total matter power
spectrum:

〈δm(~k1)δm(~k2)〉 =
= 〈δ(1)m (~k1)δ

(1)
m (~k2)〉+ 〈δ(2)m (~k1)δ

(2)
m (~k2)〉+ 2〈δ(3)m (~k1)δ

(1)
m (~k2)〉 =

= (2π)3δ
(3)
D (~k1 + ~k2)

(
Pm,L(~k1) + Pm,22(~k1) + 2Pm,13(~k1)

)
,

(4.59)

where Pm,22 is obtained by expanding both δm in the product up to second order,
while Pm,13 is obtained by expanding one δm at third order, and keeping the other
at linear order. Repeating the procedure for all the possible terms in the expansion
of δgδg gives the 1-loop power spectrum. This procedure however is not completely
sound: for example in the loop integrals the fluctuations receive contributions from
short modes that are outside the control of perturbation theory. To improve the
reliability of the computation, we have to resort to the EFTofLSS. The idea behind it
is to smooth over small distances the fluctuations, and encode in effective operators,
the counterterms, the physical effects of the short modes over the long ones. After
the smoothing, a new term modifying the Euler equation is kept. This corresponds
to not setting to 0 the second momentum tensor Σij in Eq. (4.9), and expanding
it in terms of operators built with the long wavelength modes. Assuming for the
moment a ΛCDM cosmology, in real space (no RSD) there is at leading order a

2In principle cubic biases should enter the computation. However almost all are renormalization
of lower order biases, and the only independent cubic term is set to 0 given the lack of constraining
power on it[352].
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single counterterm:
1

ρχ
∂iΣ

ij = c2s∂
jδm . (4.60)

The value of the coefficient cs is fitted from numerical simulations, and its contribu-
tion to the power spectrum is comparable to a 1-loop contribution:

P1−loop = Pm,L+Pm,22+2Pm,13+2Pctr = Pm,L+Pm,22+2Pm,13−α
k2

k2∗
Pm,L , (4.61)

where k∗ = 1h/Mpc and α is related to cs via a convolution integral between the
Green function of the linear Euler equation and the new source term due to Σij.

Now we sketch the passages for Pg. As mentioned above, for consistency we need to
to extend the bias expansion up to second order (in position space):

δg = b1δm + brδr + bθθr+

+
b2
2
δ2m + bK2KijK

ij + bmrδmδr + bδθδmθr + b∇δ∂iδmv
i
r + bKKij∂

ivjr ,
(4.62)

with Kij = (∂i∂j/∂
2 − δij/3)δm the tidal tensor.

The equations Eq. (4.31) at second order are solved in Fourier space by the following
convolution integrals:

δ(2)m (~k, τ) = D2
1,m

∫
d3k1
(2π)3

d3k2
(2π)3

(2π)3δ
(3)
D (~k − ~k1 − ~k2)F̃2(~k1, ~k2)δ0(~k1)δ0(~k2) ,

δ(2)r (~k, τ) = ε
(
DCDM

1,m

)2 ∫ d3k1
(2π)3

d3k2
(2π)3

(2π)3δ
(3)
D (~k − ~k1 − ~k2)F2r(~k1, ~k2)δ0(~k1)δ0(~k2) ,

(4.63)

where the kernels F̃2, F̃2r are given by:

F̃2(~k1, ~k2) =
5

7
− 6

35
fχε+

~k1 · ~k2
2

(
1

k21
+

1

k22

)
+

(
2

7
+

6

35
fχε

)
(~k1 · ~k2)2

k21k
2
2

,

F2r(~k1, ~k2) =
59

30
+

17

6

~k1 · ~k2
2

(
1

k21
+

1

k22

)
+

13

15

(~k1 · ~k2)2

k21k
2
2

.

(4.64)

Similar expressions can be found for the velocties θm,r, and for the third-order kernels
[342].

The key observation for the 5F scenario is that the modifications of the loop kernels
due to the long range interactions (the ones proportional to ε in Eq. (4.64)) are
negligible, given that they lack the log-enhancement [342]. The same holds for the
counterterms. This is because at order β log a/aeq the symmetries of the theory are
identical to ΛCDM, as seen from Eq. (4.31). Therefore leading modifications to
the 1-loop power spectrum come from the modifications of the total matter growth
factors. This allows us to run the available pipelines to analyze current data, like
PyBird [353], and pipelines to do forecasts of future experiments, like FishLSS [354].
The only modification needed is to redirect the various codes to the modificed CLASS
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version, but otherwise there is no change in how the loop integrals are handled. The
codes used automatically implement the corrections to Pg due to SN, RSD and AP.

We have ran MCMC sampling the parameters reported in Eq. (4.38), with the Planck
(lite) + BOSS data (with Full Shape)[353], and also adding lensing and linear BAO
data at other redshifts3. The two results are essentially identical, and the bounds
on β at 95% credible level are not too different from the ones obtained with linear
cosmology alone:

Planck + BOSS : β < 0.005

Planck + BOSS + lensing + BAO : β < 0.0046
(4.65)

A reason for the lack of improvement with respect to linear data is the fact that the
extra information is compensated by the introduced bias parameters for each bin.

We report in Fig. 4.1 the degeneracies for the cosmological parameters whose fit
value is affected the most by the dark fifth force.

In Fig. 4.1 we also give Fisher forecasts for future surveys, like Euclid [355] (which
has launched in July 2023) and the more futuristic PUMA32k (a 21-cm survey [356])
and MegaMapper [357]. We took the following fiducial cosmology for the forecasts,
which corresponds to the best fits obtained from PyBird runs:

ωb = 0.0225 , As = 2.10× 10−9 , ns = 0.97 , τreio = 0.057 ,

H0 = 68.2km/(s Mpc) , Ω̃d = 0.256 , β = 0 .
(4.66)

For the values of the fiducial biases, volumes and other we refer to the default
values found in [354]. We use 4 redshift bins for Euclid, while 5 for PUMA and
MegaMapper. The biases used are, in each redshift bin, b1, b2, bK , the 3 counterterms
(one for each multipole) α0, α2, α4, and the galaxy number density needed to model
the shot noise. For details on the Fisher computation, we refer to App. I.

The bound obtained by adding the Euclid data is projected to be β < 0.002 at
95% credible level, while adding the futuristic experiments bring the bound to β .
0.001. This can be considered as the ultimate reach for galaxy surveys experiments
employing only the 1-loop Pg.

When showing the forecasts of future galaxy surveys, we have combined their Fisher
with the inverse covariance matrix obtained from PyBird (a proxy for its Fisher
information). This is not a completely sound procedure, since some parameters like
the biases and especially β are not gaussianly distributed (by theoretical assumption
β > 0). We will still combine it to get an estimate of the strenght of the bound
given some prior information on β. Completely removing the prior on β reduces the
bound strength by a factor of 2.5 roughly on the present data + Euclid forecast. It is
important to notice that galaxy surveys by themselves do not completely constrain
all the cosmological parameters (like ωb alone for example), and therefore they need
to be supplemented with prior informations coming from other types of experiments
like Planck.

3Unlike BOSS, in which the dataset covers the full shape of the galaxy power spectrum at
different k, what we call BAO is a fit of the sound horizon (at baryon drag epoch) parameter
obtained by studying the BAO feature.
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Figure 4.1: Regions at 68% (dark) and 95% (light) credible level for the parameters whose
fit values are most affected by the self-interaction: H0, Ω̃d, β. Red: exclusion from present
data (Planck+BOSS+lensing+BAO). The galaxy power spectrum has been modelled fol-
lowing [354] using RSD, AP, SN and counterterms. Green: forecast of Euclid survey
combined with the prior coming from present data. Blue: as green, but also considering
the combination of PUMA and MegaMapper.

4.3.2 Bispectrum (Real Space)
Another probe of non-linearity is the galaxy bispectrum, that is related to the galaxy
three-point function:

〈δg(~k1)δg(~k2)δg(~k3)〉 ≡ (2π)3δ
(3)
D (~k1 + ~k2 + ~k3)Bg(~k1, ~k2, ~k3) . (4.67)

At linear order, the bispectrum vanishes since there is no way to contract three
gaussian fields. Therefore second order contributions are needed. We will restrict
ourselves to computing only the leading tree-level contribution, where one of the
three densities is taken at second order, either through quadratic biases with first
order matter densities or linear biases with second-order matter densities. As a
first step we will write the bispectrum in real space, neglecting RSD and AP. After
plugging the expansion of Eq. (4.62), we get the following analytic expression for
the galaxy bispectrum:

Bg(~k1, ~k2, ~k3) =

(
1 + εfχ

24

5
log

a

aeq

)
BCDM(~k1, ~k2, ~k3) , (4.68)
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where we neglected non-log enhanced contributions of O(β), like the ones propor-
tional to br. In Eq. (4.68) BCDM stands for the bispectrum in ΛCDM:

BCDM
g (~k1, ~k2, ~k3) = 2b21

(
PCDM
m,L (k1)P

CDM
m,L (k2)F2,g(~k1, ~k2)+

+ PCDM
m,L (k1)P

CDM
m,L (k3)F2,g(~k1, ~k3) + PCDM

m,L (k2)P
CDM
m,L (k3)F2,g(~k2, ~k3)

)
.

(4.69)

where F2,g is the following kernel:

F2,g(~k1, ~k2) = b1F2(~k1, ~k2) +
b2
2
+ bK2

(
(~k1 · ~k2)2

k21k
2
2

− 1

3

)
, (4.70)

with F2 = F̃2|ε=0 is the kernel of Eq. (4.64) evaluated in the ε = 0 limit. Notice that
despite the appearances of scalar products between the various momenta, the real
space bispectrum only depends on their magnitude, or equivalently on the shape of
the triangle.

When doing the forecasts for the bispectrum we keep only the term in Eq. (4.69),
but using the 5F power spectrum rather than the ΛCDM one. We have checked
that the neglected terms in Eq. (4.68) contribute negligibly for br ' 0.1.

We also include the SN terms that come from stochastic operators ε, ε2, δε suitably
contracted, so that the tree level expression becomes [358, 359]:

Bg(~k1, ~k2, ~k3) = BnoSN +
b21
n̄
(Pm,L(k1) + Pm,L(k2) + Pm,L(k3)) +

1

n̄2
, (4.71)

where BnoSN is the one reported in Eq. (4.69) with the 5F Pm,L in place of the ΛCDM
ones.

This simplified computation should give a preliminary idea on how the bispectrum
can tighten the bounds on β and on the bias parameters, since it involves a different
bias combination with respect to the power spectrum. We report our results in
Fig. 4.2. In order to understand the improvement, we also show the 1-loop Pg
computed in real space, to make the comparison more direct.

As can be seen, the addition of Bg improves the bounds on β by a factor of 2:
β < 10−3 at 95%. Notice also that the bounds obtained from the real space Pg are
not much weaker than the one obtained with the RSD. This is true regardless of
the prior on β coming from present data. The addition of the bispectrum improves
only sligthly the bounds on β in presence of a CMB prior, but it helps to measure
the biases, especially the ones like b2 that give subleading contributions in Pg.

4.4 Discussion
In this Chapter we explored the possibility that DM interactions are totally hidden
from the SM. In this case, information on its self-interactions can be gathered by
studying how DM clumps on itself, which in turn can be studied by observing how
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Figure 4.2: Credibility intervals at 68% (dark) and 95% (light) for the parameters whose
fit values are most affected by the self-interaction, H0, Ω̃d, β, and the linear and quadratic
bias of the first redshift bin of Euclid. Green: forecast of 1-loop Pg in real space for Euclid
combined with the prior coming from present data. Purple: as green, but also considering
the tree level Bg in real space.

cosmological structures are formed. The starting point is the work done in [83], in
which the authors set bounds on the self-interaction strength of a scalar DM particle
χ interacting via a Yukawa interaction mediated by a very light scalar. The bounds
were obtained via comparing linear cosmology predictions with CMB and BAO
data. We expanded the study focusing on the 5F regime, in which the new mediator
does not contribute to the energy budget of the universe during the cosmological
history. The Yukawa interaction (or interactions that start at linear order in the
mediator field) is the only one that can be studied, while the others are essentially
indistinguishable from ΛCDM. Then we proceeded to study the consequences of
the Yukawa interaction by adding two extra obervables: the 1-loop galaxy power
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spectrum and the tree level bispectrum. At first we found analytical estimates for
these quantities, which allowed to adapt current pipelines. We set bounds with the
1-loop galaxy power spectrum via MCMC methods with current BOSS data, and
then we added the forecast from future surveys like Euclid. The 95% credible level
upper bound on β with these future experiments can improve up to 10−3, a factor
of 5 stronger than the one from linear cosmology. We repeated the study with the
bispectrum, with the goal in mind to understand how it can help with the bias
degeneracies appearing in the power spectrum alone. We performed a simplified
study in real space, with no AP effect. We found that the bispectrum can help
improving the bound on β coming from Pg (and a cosmology prior) only slightly.
In addition, it can improve measuring higher order biases like b2. We mention that
the bispectrum in presence of multiple tracers has a non-trivial pole structure [94],
manifesting in the squeezed triangular configurations in Fourier space. It will be
interesting to include it and understand how it can tighten the bounds. Another
aspect left to do is to improve the bispectrum calculations including RSD and AP,
and to quantify how much they can affect our results.
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Chapter 5

Accidental Stability and
Asymmetric Dark Matter

In the previous Chapters of the Thesis, we asked questions about the properties
of Dark Matter from a purely phenomenological perspective. The fact that Dark
Matter is stable on cosmological time scales hints that in a theory of Dark Matter,
a symmetry is protecting it from fast decays. This phenomenological information
can be complemented by theoretical insights. Indeed global symmetries are believed
to be spoiled by quantum gravity (see [41] for example). Therefore, in a generic
DM model we expect that all possible operators consistent with gauge symmetries
will be generated at Planck scale MP, and some of these will cause DM to decay
too fast. Gauge invariance can lead to an IR residual symmetry that protects the
DM candidate from decaying, without the need to impose by hand further global or
discrete symmetries if the dimensionality of these operators is large enough. This
idea is called Accidental Stability (AS). Models realizing this concept are not generic.
A possible way to get large dimensions for decay-inducing operators is to charge DM
under some gauge symmetry. In the original Minimal Dark Matter models [43] the
gauge symmetry protecting the accidentally stable SU(2)L 5-plet DM was the SM
SU(2)L gauge group itself. A different possibility is to consider a new confining
group in the dark sector. In this case DM is a stable dark bound state, which is
stabilized against decays in the same way the SM proton is thanks to QCD.

The idea of Accidental Stability applied to composite Dark Sectors was studied
in [42], in the so called Accidental Composite Dark Matter (ACDM) models. The
prototypical composite DM scenario describes some constituent particles, that we
will improperly label dark quarks, that are bound together via a new confining gauge
interaction, called dark color, in baryon-like or pion-like bound states (respectively
dark baryons and dark pions) [360]. The dark quarks can also carry non-trivial
charges under the SM gauge group. The confinement of the dark quarks inside a
dark color singlet bound state can be exploited to conceal their SM charges inside a
globally SM-neutral (or weakly interacting) bound state [42, 361], if the charges of
the constituents are properly chosen. In this way bounds from direct and indirect
detection can be evaded, but the presence of potentially SM-charged resonances leads
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to peculiar collider signatures, that can be tested at current or future experiments.

We want to understand if the AS principle can be applied with success to different
frameworks, constraining the possible models. In the original ACDM paper, the DM
was symmetric, meaning that it is made up by the same amount of particles and
antiparticles. Anoter possibility is that it is asymmetric (ADM), being made only
by particles and not their charge-conjugates. This is very similar to what happens
in the visible universe, that possesses a matter-antimatter asymmetry (BAU) ηb ≡
nb/s ∼ 10−10. If the DM is asymmetric, there are interesting differences with the
symmetric scenario (in particular if it is also composite), regarding for example
indirect detection (ID) bounds [189, 362], evolution of astrophysical objects [363,
364], and annihilation cross section predictions [365]. Therefore this property is not
a mere academic curiosity, rather it bears a phenomenologically distinct scenario.

Historically ADM was motivated by the experimental fact that Dark Matter abun-
dance is roughly of the same order of the baryonic (visible) abundance [23]:

ΩDM ' 5Ωb . (5.1)

This numerical coincidence, in conjunction with the existence of BAU in the visible
sector, has led to many speculations about a possible common origin for the DM
and visible sector abundances (see [45, 46] for reviews). In particular, if the DM is
asymmetric, the ratio between the two energy densities can be explained by building
models that predict a O(1) relation between the asymmetry in the DS and in the
visible sector. The relation of Eq. (5.1) is then obtained by taking the mass of the
DM to be in the 1 ÷ 10 GeV. Typically in this class of models only the numerical
density coincidence is explained, while the explanation for having a DM mass near
the proton mass (needed to enforce Eq. (5.1)) is not given1. The task is usually
accomplished by transferring some primordial asymmetry between the visible and
dark sector, for example through higher dimensional operators [367], or through
anomalous electroweak (EW) interactions like sphalerons [368]. The primordial
asymmetry can be generated in several ways. For example it can be generated
in the visible sector via the decay of some heavy states (like in leptogenesis [369] or
GUT baryogenesis [370]), in the dark sector first via decays[371] or dark first order
phase transitions [372, 373, 374], or simultaneously in both sectors from the decay
of a heavy particle [375].

The idea of combining DM compositeness and ADM is not new. Endowing DM
with a new interaction, and making it not annihilate easily at late stages of the
cosmological evolution open the possibility to form DM bound states, and of new
distinct signatures. We now review past models that tried to do so, highlighting
what is different from our attempt of making ACDM model asymmetric. Compos-
ite Asymmetric Dark Matter models were previously explored in the literature since
the early days of technicolor (TC) theories [376, 377]. Unlike ACDM models, the
field content of original TC theories is chiral and the mass of the composite tech-
nibaryon is naturally tied to the weak scale, given that the goal of such theories
is to dynamically generate it. The chiral field content and the scale coincidence

1See [366] for an exception based on mirror world framework.

123



allows the possibility of having the transfer mechanism, the electroweak sphaleron
[378], to decouple at temperatures at which the DM candidate starts to become
non-relativistic. As a consequence, a Boltzmann suppression factor generates a hi-
erarchy between the DM and visible number density asymmetries, and therefore a
hierarchy in the masses needed to explain the DM abundance. Interestingly enough,
the mass obtained from reproducing the observed DM relic density naturally falls
into the TeV range, as predicted by TC theories [379, 380, 381, 382] (see [383] for
a non-TC model in which the same happens)2. Other composite Asymmetric DM
models instead do not link the scale of the DM with the EW scale. Typically they
follow the route of predicting a O(1) relation between the DS and SM number den-
sities, which implies mDM ∼ O(1) GeV [384, 385, 386]. As previously stated, typical
ADM models leave this connection unexplained3. As a consequence of the lightness
of the DM candidate, the DS cannot be charged under the SM given current collider
bounds. In such composite ADM models, the role of the new dynamics is not only
to stabilize the DM candidate via residual symmetries, but to also open new avenues
in the generation of the asymmetry, for example using dark sphalerons [388].

The rich spectrum of Asymmetric Composite Dark Matter models can be engi-
neered to have peculiar signatures and cosmological histories [389, 390, 391]. In
particular, the scarcity of anti-particles in the thermal bath can allow the forma-
tion of larger composite bound states like dark nuclei and dark atoms, leading to a
very rich phenomenology [392, 393, 394, 395]. Hower, in the context of asymmetric
ACDM models, not much attention has been given in actually discussing possible
UV completions and asymmetry generation mechanisms.

The goal of this Chapter is to fill this gap. We start from ACDM models and try to
extend them, sticking to the AS philosophy, in the most minimal way to build an
UV completion that can dynamically generate the asymmetry for the DM candidate,
and deplete its symmetric component. The completion should also be technically
natural and not spoil the accidental IR symmetries responsible for the DM stability.
Notice already that ACDM models differ from the previous composite asymmetric
models presented above: the dynamical scale is unrelated to the EW scale, since it
is set by requiring the correct DM relic abundance, and its values are typically in
the range 10 ÷ 100 TeV. Moreover, their field content is not chiral under the EW
group, making the use of EW sphaleron impossible. Given the non-chiral nature of
the dark quarks field content under dark color, also dark sphalerons are precluded.
Since one of the main features of ACDM models are collider signatures, the mass of
a ACDM candidate cannot be at the GeV scale. This implies that the asymmetries
of the visible and dark sector cannot be related using standard model building tools
as done in light composite DM models [396]. While there are mechanisms that allow
a hierarchical asymmetry transfer [397], they typically rely on some coincidence of
the DM scale with the scales of other processes, making such mechanisms fine-tuned

2In a certain sense, this class of TC-based models do not have a O(1) relation between the
number densities, but naturally explain the relation in Eq. (5.1) by compensating an exponentially
suppressed number density with a hierarchically larger mass of the technibaryon with respect to
the proton mass.

3See [387] for an exception based on a common running of scales of the QCD and dark color
group.
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if applied to the ACDM scenario [398]. The additional constraint of having confined
dark quarks in the model does not allow the possibility to have a Higgsed phase for
the dark color, that could induce a first order phase transition [372, 373].

Given the model-building limitations stemming from the defining features of ACDM
models, we will not pursue the route of relating the visible and DM asymmetries.
We focus only on the generation of the DM asymmetry, leaving the SM asymmetry
to be generated in an independent, unspecified way. Despite this, we find that there
is indeed the possibility of generating simultaneously the SM and DS asymmetries in
one particular realization of our models. We will briefly present it without working
out the details.

The structure of the Chapter is the following: in Sec. 5.1 we review the ideas behind
ACDM models, and their specific field content. In Sec. 5.2 the necessary conditions
needed to asymmetrize ACDM models are given, with a step-by-step description
of the features of the resulting models. In Sec. 5.3 the basic building block of
the asymmetrization procedure of ACDM models is given. In Sec. 5.4 we present
an asymmetric extension for each of the original golden class ACDM models, that
feature a stable, asymmetric DM candidate; the asymmetrization of such models is
based on the benchmark implementation, or slight modifications of it, described in
Sec. 5.3. We then briefly sketch one of the phenomenological implications of this
model building line in Sec. 5.5. Given that the goal we set for this Chapter is to
delinate the model building constraints of AS applied to ADM, we leave details in the
original work [44]. In Sec. 5.6 we also discuss a model in which DM is unstable but
long-lived, and that can account for a simultaneous baryonic and DM asymmetry.
In Sec. 5.7 we summarize the results and discuss alternative possibilities to generate
the asymmetry in ACDM models to be explored in future works.

5.1 Review of Accidental Composite Dark Matter
models

The idea behind Accidental Composite DM models [42] is to provide a DM candi-
date which is stable thanks to accidental symmetries in the Lagrangian, in a similar
fashion to proton stability and baryon number conservation in QCD. The visible
sector is thus enlarged with a DS made of new fermions Ψ, called dark quarks (DC-
quark, DCq), charged under a new dark color (DC) interaction, based on SU(N)DC

or SO(N)DC gauge groups 4 that confines at a scale ΛDC. The dark quarks are
assumed to be in the fundamental representation of dark color, as well as vector-
like representation under the SM. In particular, SM representations are taken to
be “fragments” of the SU(5) GUT extension of the SM gauge group: the GUT
framework motivates the choice of possible gauge representations for the DCquarks.

4Other confining gauge group like Sp(2N) or special group like G2 were not considered in the
original paper. Here we do not aim at making an analogous classification of DM models for the
missing groups, so that we stick to the groups mentioned in the main text.
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The DS renormalizable Lagrangian is simply given by:

LDS = −1

4
Tr[GµνD GD,µν ] + Ψi(i /D −mΨ)Ψi + yijΨiΨjH + h.c. , (5.2)

where we have included a Dirac mass term mΨ for the DCquarks, given their vector-
like nature. Below DC confinement, the dark quarks bind into dark hadrons:

• dark pions (DCπ), m2
DCπ ≈ mΨΛDC.

• dark baryons (DCb), mDCb ≈ NDCΛDC.

In SU(N)DC models, the lightest DCb is stabilized by an accidental U(1)DB, the
dark baryon number, under which all dark quarks rotate with the same phase, and
by an accidental Z2 in SO(N)DC models. The SM quantum numbers of the dark
quarks must thus be chosen properly in order for this lightest DCb to be neutral and
hence a good DM candidate. Charged DCπ are in general dangerous if protected
by additional species symmetries, which must be broken either by Yukawas or by
suitable higher dimensional operators. We focus on the so called golden class models
(GC), in which all the extra species symmetries responsible for DCπ stability are
broken by Yukawa with the SM Higgs. Neutral DCπ instead are always unstable
at the level of 5d operators with the Higgs generated at the Planck scale MP =
1.22×1019 GeV, and are never good DM candidates. In App. J.1 we list the original
GC models for reference . The cosmological evolution of ACDM models is rather
simple and depends only on ΛDC and mΨ. If ΛDC � mΨ, after DC confinement
the DCb’s go through a phase of non-perturbative annihilation, whose freeze-out
determines the final DM abundance. Since in this regime both the DM mass and its
annihilation cross-section are set solely by ΛDC, the DM abundance turns out to be
a function of this parameter alone. In the absence of any pre-existing dark baryon
asymmetry, the observed ΩDMh

2 ≈ 0.119 is reproduced for mDCb ≈ 100 TeV.

If ΛDC � mΨ, instead, the cosmological evolution consists of two stages [399]: a
first phase of perturbative annihilations among DCq’s, which freezes-out around
T ≈ mΨ/25, followed, after DC confinement, by a phase of re-annihilation among
DCbs. Indeed, in this regime the binding energy of DCbs is dominated by the
Coulomb potential among the constituents rather than by confinement effects, so
that the annihilation cross-section now is set by the Bohr radius rB ≈ (αDCmΨ)

−1 of
the bound state. Since rB � m−1

Ψ , the DCb-DCb annihilation cross-section is much
larger than that among the constituent DCq (see [400] for a detailed discussion
of this regime in composite DM models). For simplicity, we will only analyze in
the rest of the work the case mΨ � ΛDC. The presence of a pre-existing net
dark baryon asymmetry alters in no way the different cosmological histories that
we have outlined above: the requirement of annihilating the symmetric component
only yields a different relation between the observed relic density ΩDM and ΛDC or
mΨ.
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5.2 Making ACDM Models Asymmetric
In this Section we explore the different possibilities in order to make ACDM models
asymmetric. Our goal is to write the minimal UV completions of the models of [42]
that, at some UV scale ΛUV, can accommodate an asymmetry generation mechanism
in the dark sector. Below ΛUV, we want to recover, at the EFT level, the original
ACDM models. In other words, we want to build a UV completion for ACDM models
with an initial non-zero asymmetry at the cutoff ΛUV. Of course, an asymmetric
DM model makes sense only if it is possible to distinguish the DM candidate from
its antiparticle. This very basic requirement already makes all the SO(N)DC models
classified in [42] not suitable for asymmetrization: all the DM candidates in this
case are of the form (ΨCΨC)

nΨm
R , where ΨC (ΨR) is a DCq in a complex (real)

representation of the SM5. Therefore, we shall assume in the following that the DS
is charged under a SU(N)DC gauge group.

We stress again that the focus is to understand the consequences of Accidental
Stabilty in ACDM models, not to give a common explanation to the asymmetry of
the DS and of the visible one. One of the consequences of making DM asymmetric is
to force a lower mass of the DCb mDCb (or equivalently the confinement scale ΛDC)
in order to satisfy cosmological constraints. Also, asymmetric DM models have
different constraint coming from Indirect Detection, and in general have different
phenomenology. In the following Sections we briefly sketch the necessary ingredients
needed to build a succesful asymmetric ACDM model, from the generation of the
correct amount of asymmetry to the annihilation of the symmetric component.

5.2.1 Sakharov conditions and DCb number
In order to generate an asymmetry in the DS, the model must satisfy the three
Sakharov conditions [401]:

i) The presence of an out-of-equilibrium process.

ii) C and CP violation.

iii) Violation of the number species of the candidate to be asymmetrized.

The last condition is particularly delicate: in SU(N)DC models, the very same sym-
metry that we need to break in order to generate the asymmetry is the U(1)DB

responsible for accidental DM stability. Therefore in order to satisfy the Sakharov
conditions, this symmetry must be broken at some scale, possibly associated to new
extra fields, but at the same time it must be recovered at the EFT level: indeed,
our goal is to keep intact the IR physics of original ACDM models. This is a fur-
ther constraint on the UV completion we are looking for: it must not mediate a
fast decay of the DCb in order to describe the observed relic density. This in the
spirit of [402], in which the authors engineered models of Asymmetric Dark Matter
with a gauged U(1)B−L that was spontaneously broken in the UV, while kept as a
global (approximate) symmetry in the IR, stabilizing the non-composite DM can-
didate. Instead here we explicitly break a global, ungauged symmetry, and do not

5In particular, such candidates do not carry any net species number.
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rely on spontaneous symmetry breaking, since it would break SU(N)DC and forbid
confinement.

In looking for minimal UV completions of asymmetric ACDM models, we restrict
ourselves for simplicity to renormalizable UV Lagrangians.

5.2.2 How to break DCb number
Since ACDM models are vector-like, there is no analogue of the EW sphaleron [378]
in the DS, unless we add a new gauge group under which DCquarks are chiral6. For
the same reason, the DCquarks do not couple to the EW sphalerons. This implies
that there is no way to break U(1)DB via non-perturbative effects, and we must
resort to perturbative terms in the Lagrangian. If, by hypothesis, we restrict to
renormalizable Lagrangians, adding only extra fermions will not allow to break in
any way U(1)DB. Indeed the only other terms compatible with SU(N)DC invariance
are bilinear in the dark fermions: the extra gauge terms and Yukawas between
the Higgs and another DCquark, in which the fermions form a SU(N)DC singlet.
No SU(N)DC invariant bilinear can break U(1)DB, since the complex nature of the
SU(N)DC representations of DCquarks prevents real bilinears. Consistently with
our hypothesis of minimality, we enlarge the DS with the addition of a scalar field
φ. This scalar must fill a complex representation of SU(N)DC in order to carry a
non-trivial U(1)DB charge. Since we want to leave untouched the light spectrum of
the original models, we take this scalar to be heavier than ΛDC and/or mΨ, so that
it can later decay and disappear from present-day DM content. The only possible
terms that we can add to the renormalizable interaction Lagrangian of the DS are:

φΨΨ, φΨψSM, V (φ,H) , (5.3)

where V (φ,H) is the scalar potential. Notice that we have not included terms of
the form φΨΨ: they do not violate the U(1) associated to the Ψ number. Moreover,
if the scalar potential is to break U(1)DB, it must contain terms of the form:

V (φ,H) ⊃ φ3, φ4, φ3H∗ . (5.4)

The use of such terms to break the dark baryon number has been explored pre-
viously in symmetric [403] and asymmetric [393] (although non ACDM) contexts.
Similar ideas can also be found in the study of baryon number-violating processes
in the SM alone [404, 405]. Terms containing the real combination φ2, possible only
for real φ, are not viable due to too fast decays. Notice that we need at least two
terms involving the dark scalar to break the global U(1)DB , since each operator in
Eq. (5.3) is invariant under U(1)DB upon a different assignment of a dark baryon
charge to φ. If there is such a surviving U(1)DB, after the scalars decay the conser-
vation of this enlarged U(1)DB implies that no asymmetry can be generated in the
DS sector, assuming it is stored in the single lightest DCb species.
This last condition leads to three different realizations of Asymmetric ACDM mod-
els, according to the pair of U(1)DB violating operators present in the interaction
Lagrangian:

6This might be problematic because even in simple models, the additional copies of DCquarks
due to the new gauge group might bring SM Landau poles below the GUT scale.
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• φΨΨ + V (φ,H) (class 1 models): These models will be explored in Sec. 5.4.
Despite the breaking of U(1)DB at the renormalizable Lagrangian level, DM
stability is guaranteed up to 5d operators included.

• φΨψSM + V (φ,H) (class 2 models): these models predict unstable, but suffi-
ciently long-lived DCb’s. Some of these models will be illustrated in 5.6.

• No U(1)DB-violating scalar potential (class 3 models). There are several pos-
sibilities to realize such models, depending on the nature of the two Yukawa
portals: a “dark” Yukawa φΨΨ and a “mixed” Yukawa φΨψSM, two mixed
Yukawa, two dark Yukawa. These models are not viable for O(1) couplings
due to fast decay. We do not show these, leaving them to [44].

Therefore, we can consistently generate an asymmetry in the DS without spoiling
the stability of the DM candidate only if the Lagrangian contains both a Yukawa and
a U(1)DB-violating term in the scalar potential. In this case, since the interactions
of φ with the dark quarks constrain the possible representations under SU(N)DC to:

φ ∈ , , . (5.5)

the only SU(N)DC gauge groups compatible with the terms in Eq. (5.4) are those
with NDC = 3, 4, 6, 8. We remark that the role of the scalar is not to spontaneously
break the dark color: the Higgsed phase inevitably makes the DM unconfined in the
IR regime, and therefore with dangerous SM charges, excluding some highly non-
trivial scenarios in the spirit of [406] in which the dark color symmetry is restored
at low temperatures.

5.2.3 Generating the asymmetry
In order to build a successful asymmetric dark matter model, we must specify a
proper out-of-equilibrium process to satisfy the Sakharov conditions. The easiest
way to accomplish this is to consider heavy scalars (for example Mφ & 1015 GeV ∼
MGUT as shown in Sec. 5.3.2) that decay as soon as the temperature of the plasma
drops below its mass, like in the original GUT baryogenesis scenarios [370]. A
necessary condition for the mechanism to work is that the scalar must have access
to multiple decay channels with different dark baryon number in the final states.
In viable models, a single heavy φ can decay to channels with different U(1)DB

by inserting the pair of U(1)DB-breaking operators chosen (for example the Dark
Yukawa and the φ3 term in the models of Sec. 5.4). However in this case the
asymmetery turns out to be chirality suppressed as we explain in Sec. 5.3.

A simple solution to avoid the large suppression of the interference term, is to
consider a second flavor of φ. For example, in models of Sec. 5.4, if the scalars are
not degenerate, the decay

φH → φ†
LΨΨ (5.6)

is allowed. As we will see, this decay violates the dark baryon number (if assigned
to be conserved in the two-body decay), and therefore there are two channels with
different dark baryon number for the heavy φ decay. Subsequent decays of the
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lighter φ do not generate further asymmetries: they simply transfer to the other
DCquarks their dark baryon number (up to the negligible asymmetry due to φ
decays in more than 2 DCquarks). It’s important to notice that in order for this
scenario to work, the inverse decay processes must be suppressed, otherwise they will
wash out any generated asymmetry. As we will show in Sec. 5.3.2, this translates
into a bound on the mass of the heavy scalar, at fixed coupling, called the weak
wash-out condition. For dimensionless Yukawa couplings y ∼ O(0.1), this amounts
to Mφ & 1015 GeV. Besides, it is possible to show that these couplings get (non-
multiplicatively) renormalized only at two-loop order. Hence, technical naturalness
sets a lower bound on the Yukawas that can be estimated as y ≥ (16π2)−2 ∼
10−4. This implies that the smallest scalar mass compatible with the weak wash-out
condition and naturalness is Mφ ∼ 1010 GeV.

5.2.4 Annihilating the symmetric part
Independently on the mechanism responsible for the generation of the asymmetry,
in all these models it’s possible on general grounds to relate the dynamical scale
to the amount of asymmetry necessary to reproduce the correct DM abundance,
requiring at the same time that the non-perturbative annihilations are sufficient to
deplete the abundance of the symmetric DM component. In fact, if X is the DM
and X its antiparticle and if we define

r ≡ n(X)

n(X)
, (5.7)

then solving the Boltzmann equation in the presence of an asymmetry gives the
following relation between r evaluated at late times, r∞, and the thermally averaged
annihilation cross-section 〈σv〉 ≡ σ0 [46],[365]:

r∞ ≈ exp

[
−2
(

σ0
σWIMP

)(
1− r∞
1 + r∞

)]
, (5.8)

where σ0 can be estimated as σ0 ≈ 25
m2

DCb
and σWIMP ≡

(
1

23 TeV

)2. In Fig. 5.1 we
show how r∞ depends on mDCb. As we can see, we need mDCb . 50 ÷ 75 TeV in
order to have r∞ . 0.01. Equivalently, discovering that the DM is composite and
with mass in such range explicitly points to an asymmetric DM content.

At this point we can relate the dynamical scale to the asymmetry ηDM [46]:

ηDM ≈ 5
mp

mDCb

ηb
1− r∞
1 + r∞

≈ 2.2× 10−14

(
23 TeV
mDCb

)
, (5.9)

where mp ≈ 1 GeV is the proton mass. Notice that, unlike previous models such
as in [393], we do not introduce any new gauged U(1) to deplete the symmetric
component, and we only have a single DM candidate, not two oppositely charged
species sharing the asymmetry.
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Figure 5.1: r∞ as a function of mDCb assuming only non-perturbative annihilations. The
solid line assumes a cross-section that saturates the perturbative unitarity limit. The dotted
line corresponds to the annihilation cross-section obtained in QCD, which is 10 times
larger. Given the large uncertainty, we shall use an intermediate value that reproduces
the typical DM mass in ACDM models, mDCb ≈ 100 TeV, as shown by the dashed line.
Finally, the gray line represents the reference value r∞ = 0.01.

5.2.5 Brief cosmological history
Once the asymmetry has been generated from the decay of the heavy φ, the IR
theory is essentially a standard ACDM model, with a non-zero asymmetry as initial
condition for the (approximately) conserved U(1)DB charges. Above ΛDC, annihila-
tion between DCquarks and their antiparticle are fast, and the two species are kept
in chemical equilibrium. Below ΛDC, DCquarks will form DCbs and DCπ . In the
GC model under scrutiny, the latter will decay into SM particles via Yukawa with
the SM Higgs, or through a 5d operator generated at MP. Since in GC models all
species symmetries are broken by the Yukawas7, the various DCbs will undergo fast
decays into the lightest one via the species number-breaking Yukawas with the Higgs
once the masses are split due to SM gauge interactions8. Since all these interactions
conserve U(1)DB, the asymmetry will be stored and conserved in the lightest DCb
containing the constituents that possess an initial asymmetry. The condition on
mDCb of Eq. (5.8) guarantees that there is no symmetric part left. In some asym-
metric ACDM models, the possibility to radiate light SM states allows the DCbs to
form dark nuclei [189, 394, 407], for temperatures below the typical dark nuclear
binding energy EB, with distinct phenomenological signatures. In some models the
presence of the scalar in the UV Lagrangian (or equivalently of the specific asym-
metry generation mechanism) is reflected in the IR with a Majorana mass term for
the DCb, that can cause oscillations between the DCb and its antiparticle. Such
effect will be discussed in Sec. 5.5.

7An exception to this is the V ⊕N model, on which we will comment in Sec. 5.4.1.
8The mass difference can also be induced by different DCquarks bare masses.
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5.3 Benchmark model
In this Section we will describe a simple model to show the mechanism of asym-
metry generation and ensure that we can naturally obtain the correct amount of
asymmetry. This benchmark model can be easily adjusted to fit in every ACDM
model, as will be shown in Sec. 5.4. In particular, we consider as a benchmark case
Ψ = N , NDC = 3, as shown in Table 5.1.

Field SU(3)DC (SU(3)c, SU(2)L)Y U(1)DB (D)
N 3 (1, 1)0 1
φ 6̄ (sym) (1, 1)0 −2

Table 5.1: Benchmark model field content.

We will consider the following Lagrangian:

L = Lkin + yφijN
iN j + λMφε

ijkεi
′j′k′φii′φjj′φkk′ + λ4(φ

†φ)2 , (5.10)

where ε stands for the totally antisymmetric Levi-Civita tensor of SU(3)DC. In
Eq. (5.10) Lkin contains the kinetic and mass terms for φ and N , Mφ is the mass of φ,
which is taken to be near the cutoff scale, and λ is a dimensionless parameter. Notice
that in presence of SM fields, the only additional term allowed by gauge invariance
and renormalizability to the ones in Eq. (5.10) is φ†φH†H, which plays no role
in U(1)DB asymmetry generation. A similar model can be found in [393], although
employed in a different context. We remark that another possible benchmark model,
in which the computations are essentially the same, is obtained by replacing N with
the SU(2)L triplet V DCquark: indeed the Yukawa φV V can still exist if φ is a SM
singlet by contracting the SU(2)L indices of the V s together.

We will show a model with two flavors of φ, in which the asymmetry is generated via
the out-of-equilibrium decay of the heaviest of the flavor of φ. This implementation
leads to the correct amount of asymmetry, and will be employed in Sec. 5.4. The
Yukawa coupling y and the trilinear coupling λ now carry also scalar flavor indices.
Notice that the addition of the second flavor upgrades the U(1) related to φ rephasing
to an SU(2). However, this symmetry is broken to the diagonal rephasing U(1) by
different mass terms, and by the couplings yi, λijk. The easiest way to generate the
asymmetry is to mimick GUT baryogenesis [370]. In this framework, the asymmetry
is generated via the out-of-equilibrium decay of a heavy scalar. In order to do so
we take a scalar φH heavier than the second φL: MH &ML. Avoiding the hierarchy
between the two flavors of φ keeps the model natural. For the sake of showing that
the mechanism indeed works, we pick a specific region of the parameter space. In
particular, we take the masses of the scalars close: ML < MH . 2ML. In this way
we avoid the possibility of φH decaying into a pair of light scalars φ†

Lφ
†
L (however

this is not mandatory and does not affect the discussion significantly). We stress
that in this mechanism we do not need quasi-degenerate state, and the previous
request is not a fine-tuning of the parameters. Both masses are taken to be much
heavier than max (ΛDC,mN), so that the IR spectrum of DCquark bound states is
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untouched. The complete interaction Lagrangian therefore reads:

LI =
yH
2
φHN

c
N +

yL
2
φLN

c
N +

λHHH
6

MHφ
3
H +

λHHL
2

MHφ
2
HφL+

+
λHLL
2

MHφHφ
2
L +

λLLL
6

MHφ
3
L + h.c. ,

(5.11)

where we have taken the Yukawa couplings yH,L to be the same for the right-handed
and left-handed components of the Dirac DCquark N . The couplings have been
divided by numerical factors accounting for the symmetry factor in Feynman dia-
grams. In the model the heavy scalar has access to two decay channels with different
dark baryon number D:

• φH → N̄N̄ ; ∆D = 0

• φH → φ†
LNN ; ∆D = 6

where ∆D stands for the difference of D charge between final and initial states. In
principle φH can undergo a 4-body decay into NNNN , by simply attaching NN to
the φL leg in the 3-body decay graph. This decay has the same ∆D of the 3-body
decay, and can give a contribution to the asymmetry generation. However this decay
is suppressed with respect to the 3-body decay by an additional coupling insertion
and propagator suppression: it reduces to the 3-body decay only if the internal leg
can go on-shell, which is true when it’s φL. Therefore we will neglect this extra
contribution.

The presence of the multiple decay channels with different ∆D is what allows the
asymmetry generation. Indeed, let Γ,Γ2 be the total decay width, and the decay
width for the 2-body decay φH → N̄N̄ channel (with final D = −2) respectively.
Neglecting further decay channels with respect to the two mentioned above, we can
approximate the decay width in the φ†

LNN channel to be Γ−Γ2. The decays of φH
will produce the following contribution to the total D of the universe, accordingly
to how the φ decays gets distributed in the two channels:

Γ2(−2DN −Dφ) + (Γ− Γ2)(−2Dφ + 2DN)

Γ
. (5.12)

By calling Γ̄2 the decay width in NN of φ†
H , we get that the decays of φ†

H contribute
as follows to the total D:

Γ̄2(2DN +Dφ) + (Γ− Γ̄2)(2Dφ − 2DN)

Γ
, (5.13)

where by CPT invariance the total decay width of the particle and antiparticle are
the same. By putting together Eq. (5.12), Eq. (5.13), and assuming an equal initial
abundance for φH , φ†

H , we get that the asymmetry in dark baryon number generated
after the decay of φH is:

ηDM =
nφH
s

1

Γ

(
Γ2 − Γ̄2

)
(−4DN +Dφ) ≡

nφH
s
ε (−4DN +Dφ) . (5.14)
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So after all the φH , φ†
H are decayed, even if their initial abundances were equal, a

net dark baryonic asymmetry is created9. The asymmetry that is generated by the
decay of the heaviest scalar is now split between the lighter scalar φL and the dark
fermion N . If we can find a region in the parameter space in which we can neglect
the 2 → 2 processes involving these two lighter species, the φL again undergoes an
out-of-equilibrium decay. The scalar φL decays dominantly in N̄N̄ , but it can also
decay in NNNN . Thus in principle an asymmetry can be generated also at this
step of the decay chain. However, the asymmetry parameter εL associated to the
decay of φL is negligible with respect to the asymmetry ε of the heavy scalar decay:
it’s suppressed by an additional y2 and by an additional propagator suppression.
Therefore the asymmetry generated by φL decays can be neglected when computing
the total dark baryon asymmetry, and such processes will simply transfer the net
asymmetry generated by the decay of the heavy scalar to the DCquarks. After the
decay of all the φL, φ†

L no additional asymmetry will be generated, since there are
no further active U(1)DB-violating processes.
In order for this mechanism to be successful, we have to ensure two conditons:

• the presence of a complex phase in the decay amplitudes. It must come from
both the phase in the couplings, and from the imaginary part of the graph
associated to some particles going on shell in the propagators. The former
is realized in our model by the presence of three phase-invariant, complex
coupling combinations, as shown in Sec. 5.3.1: there are six couplings and 3
fields that can be rephased. The latter condition is accomplished considering
fermionic bubbles inserted in the external scalar legs, or box diagrams with
internal fermionic lines. Given that the mass of the scalars are both heavier
than 2mN , the momentum circulating in such loops can make the virtual Ns
go on-shell, giving an imaginary contribution to the integral. Bubbles can also
be inserted in the internal propagators, but via a direct computation it can
be shown that such amplitudes do not contribute to the asymmetry.

• We have to make sure that there is a region in the parameter space in which
we can neglect washout processes coming from inverse decay and 2→ 2 scat-
terings. As shown in Sec. 5.3.1, by taking the two scalars heavy enough the
inverse decays can be neglected: when the temperature of the bath drops
below the mass of the heaviest available scalar the inverse decay process are
kinematically blocked. The same argument can be applied to the scattering
processes in the very weak washout regime, in which the decays are always the
last processes to fall out thermal equilibrium. This requires ΓD/H(Mφ)� 1,
which sets a condition on the mass of the scalar and the coupling entering the
decay process (mostly the two Yukawas yi).

Taking the scalars heavy has the side effect of guaranteeing that the running of SM
and dark color couplings is not modified below Mφ, avoiding the risk of Landau
Poles at low energies. We stress that the freedom to take the scalars heavy comes
with a price: the scalar sector will be hard to test. However, as will be shown in

9The presence of additional DCquarks does not spoil this argument since each decay channel
has the same dark baryon number. This is because all the DCquarks are in the same representation
of dark color and the dark baryon number can be assigned to be the N -ality of this representation
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Sec. 5.5, its presence gives rise to IR phenomena like DM-DM oscillations that can
be in principle testable.

As a final comment, we point out that the values of the couplings appearing in
the potential should be such that the vacuum does not break SU(N)DC, without
tuning excessively the parameters (if tuning is allowed, the potential can always be
made positive by taking for example λ close to 0). For SU(3)DC as gauge group
and a single scalar flavor it has been shown in [408] that this is indeed possible by
taking the couplings in a natural region in parameter space. With additional flavors,
it should still be possible to realize this scenario without fine tuning by observing
that a trilinear term in the potential can always be bounded between the sum of
quadratic and quartic terms in the potential, up to O(1) factors. In later sections,
we will always assume that it’s possible to not break SU(N)DC by appropriately
choosing the parameters, and that this procedure does not introduce unwanted fine
tuning.

5.3.1 Estimating the conditions
In this section we will study in detail the two conditions mentioned previously. First
we check if we can generate an interference in one of the decay channel to get a net
CPV between the decays of φH , φ†

H . In the two-body decays, the asymmetry is
generated by the interference between the tree level diagram and a two-loop one as
shown in Fig. 5.2. In the three-body decays in Fig. 5.3, the asymmetry is generated
by the interference among the tree level diagrams represented in Fig. 5.3a, that are
identical up to the different virtual scalars circulating in the internal line, and the 1-
loop diagrams in Figures 5.3b-5.3c. Indeed, a closer look at the diagram in Fig. 5.3d
shows that it does not contribute to the asymmetry.

It’s interesting to check that the two asymmetries are related, as implied by CPT
invariance and unitarity [409]: indeed the three-body decay can be obtained by
properly cutting the two-loops two-body decay. A quick parametric estimate tells
that the asymmetry factor is expected to be proportional to ε ∼ λ2y2/(16π2)2.

The remaining question is whether we can work in a regime in which we can neglect
the washout processes.

φH

N

N

(a)

φH

N

N

(b)

Figure 5.2: Two-body decay of φH contributing to the generation of the asymmetry in N .
The first loop diagrams appear only at two loops and an example is shown on the right.
The arrows indicate the particle number flow.
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N

(c)

φH

φ†
L

N

N
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φH

N
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φ†
L

(e)

φH

N

N

φ†
L

(f)

Figure 5.3: Diagrams representing the three-body decays of φH . The different flavors of
scalars flowing in the internal lines allows for a non-zero imaginary part in their inter-
ference term. It is possible to show that no contribution comes from diagram in Fig. 5.3d.
The arrows indicate the particle number flow.

Following the discussion in [410], the strength of the wash-out processes is deter-
mined by the parameter:

K ≡
(
ΓD

2H

)∣∣∣∣
T=MH

, (5.15)

where ΓD stands for a generic average decay rate of the scalars and H for the Hubble
parameter. We are interested in K � 1, the so-called weak wash-out regime. In
this regime, once that T drops below MH , decays are not efficient and the number
of φH gets no exponential suppression, so that nφH ∝ nγ. This guarantees the
required departure from equilibrium necessary to produce a net asymmetry. We are
also implicitly assuming that φH was in equilibrium at some large temperature and
that interactions with the thermal bath (e.g. annihilations into dark gluons) are not
efficient below T = MH ; this holds for masses larger than ∼ 1015 GeV. Moreover,
under our assumptions, it is possible to relate the two- and three-body decay rates
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Γ to the rates of their inverse processes ΓID and show that they negligible. Indeed,
these inverse rates are given by:


ΓID2 =

neqφH
neqN

ΓD2 ≈
(
MH

T

) 3
2

e−
MH
T ΓD2

ΓID3 =
neqφH
neqφL

ΓD3 ,

(5.16)

where we have defined
ΓID2 = neqN 〈σNN→φHvrel〉, ΓID3 = neq,2N 〈σNNφ†L→φH

v2rel〉 , (5.17)

and the subscript number stands for the number of final bodies involved in a given
process. Therefore, for T < MH and being ML < MH , Eq. (5.16) implies that the
inverse decays are less efficient than direct decays, so that wash-out processes can
be neglected. In this regime we can give a very simple estimate of the asymmetry
that can be produced:

ηDM ≈ 2
ε

g∗
, (5.18)

where g∗ ≈ 102 is the number of relativistic degrees of freedom, and the factor 2
comes from the fact that the three-body decay of φH has ∆D = 6 while the DM
DCb carries D = 3. From ΩDM ≈ 5Ωb we then have:

ΩDM ∝ mDCbηDM ≈
2εmDCb

g∗
≈ 5ηbmp , (5.19)

so that enforcing mDCb . 75 TeV translates in the following lower bound on ε:

ε & 3× 10−13 , (5.20)

which can be easily accomplished with perturbative couplings.
For scalars lighter than ∼ 1015 GeV, the asymmetry in Eq. (5.18) is generated after
the freeze-out of the scalars and receives a Boltzmann suppression approximately
given by x3/2f.o. exp(−xf.o.), where xf.o. = Mφ/Tf.o. and Tf.o. is the freeze-out tempera-
ture. Besides, the weak wash-out condition Eq. (5.15) now reads:

(
ΓD
2H

)∣∣∣∣
T=Tf.o.

< 1 (5.21)

This condition is equivalent to asking for the decay of the scalars to happen after
their thermal freeze-out. As we shall see in the next Section, the largest asymmetry
that we can get with heavy scalars is ε ≈ 10−6. This implies that in order to satisfy
the previous lower bound on ε we need xf.o. . 18. For the scalars annihilating into
dark gluons or DCquarks, together with the condition on the naturalness of the
couplings and the weak washout condition, this requires Mφ & 1010 GeV.
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5.3.2 Computation of the asymmetry
We are now ready to compute the asymmetry coefficient ε, defined as:

ε =
Γ(φH → φ†

LNN)− Γ(φ†
H → φLNN)

ΓH
, (5.22)

where ΓH is the total decay rate of φH . For simplicity, we shall take a very heavy
scalar, such that Eq. (5.18) holds. As discussed in Sec. 5.3, the Lagrangian in
Eq. (5.11) allows for three different physical phases, all of which are expected to
appear in the expression of the asymmetry. Indeed, in App. J.2 we write the complete
result for ε to show how the different phases contribute to the asymmetry. All the
1-loop computations have been carried out using Package-X[411, 412], taking the
massless fermion limit mN = 0. For simplicity, here we show the result obtained by
fixing λLLL = λHLL = 0, thus isolating a single CP-violating phase (see App. J.2).
In particular, such choice of coupling selects only the contributions coming from the
diagrams in Fig. 5.3c and Fig. 5.3f. The asymmetry in Eq. (5.22) can be written as:

ε = − 4

ΓH

1

6

1

2MH

1

2

∫
dΠNdΠNdΠφL

∑
i,j

Im[C∗TiCLj
] Im[A∗

Ti
ALj

] , (5.23)

where AT and AL are respectively the tree- and one-loop-level decay amplitudes,
CT and CL the corresponding set of couplings, while Im denotes the imaginary part.
Finally, the factor 1

6
is the average over the initial dark color states. The sum runs

over all possible diagrams. Here

dΠ ≡ g
1

(2π)3
d3p

2E

is the phase space measure. Under our simplifying assumptions we have:

∑
i,j

Im[C∗TiCLj
] Im[A∗

Ti
ALj

] = − Im[λ∗LHHλHHHy
∗
LyH ]|y2H |×

×
(

1

(x− 1)2
M2

L

M2
H −M2

L

CDC

16π
− C ′

DC

x− 1
DHH2

(
pN1

MH

,
pN2

MH

,
ML

MH

))
,

(5.24)

where x ≡ (pµN1+p
µ
N2)

2

M2
H

, CDC and C ′
DC are dark color factors. The loop integral DHH2

arises from the interference between the tree-level diagrams and the loop diagrams
of Fig. 5.3f and is defined in App. J.2. The interference with diagrams of Fig. 5.3c
is trivial and can be carried out analytically. Once that the integral in Eq. (5.23) is
performed, we can compute the asymmetry generated in our model as a function of
the different parameters.

138



In Fig. 5.4 we show the values of ε for some benchmark values of the relevant
parameters.

1.0 1.2 1.4 1.6 1.8

10-20

10-17

10-14

10-11

10-8

10-5

Figure 5.4: Asymmetry corresponding to several benchmark values of the parame-
ters as a function of α = MH/ML. Here we have taken λHHL = λHHH = λ and
arg[λ∗

LHHλHHHy
∗
LyH ] =

π
2 for simplicity. We have defined r ≡

∣∣∣ yLyH ∣∣∣ while always keeping
ymax ≡ max(yH , yL) ≤ 1. Finally, the orange solid lines show the limiting values for ε
coming from the equivalent limiting values on mDCb.

As we can see, in most of the cases we produce too much asymmetry and we need
O(10−1) couplings to avoid the overclosure of the Universe. However, the plot is
obtained by taking the largest possible CP-violating phase, so that we can gain some
more parameter space by reducing its value. Moreover, this computation has been
made for heavy scalars (Mφ ' 1015 GeV), with negligible wash-out processes and
no Boltzmann suppression factor. If we take the scalar as light as Mφ ' 1010 GeV,
instead, we get a suppression factor of order 10−6, as anticipated, and still produce
the correct abundance for TeV scale masses of the DCb. Even lighter scalars would
lead to an underproduction of the needed asymmetry for mDCb < 75 TeV. Finally,
a more general analysis is shown in the scatter plot of Fig. 5.5, where all the phases
have been included, as discussed in App. J.2, sampling them randomly. Similarly to
Fig. 5.4, we have assumed all the couplings in the scalar potential to have a common
absolute value λ. As we can see, the qualitative results do not change with respect
to the simplified choice of couplings.

The previous discussion shows that the presence of 2 scalars leads to a working
asymmetry generation mechanism. If we tried instead to build a model with a single
flavor of φ, the only way to get enough CPV phases is to take different Yukawas
between left-handed and right-handed DCquarks. In order for both couplings to
appear in any asymmetry generation process, a chirality flip of an internal DCquark
line is needed. This brings an extra suppression of order (mΨ/Mφ)

2 in an estimate
for ε. Since Mφ must be large enough to avoid washouts as suggested in Sec. 5.3.1,
and since we are working in the light mΨ < ΛDC regime, ε will be too small to
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Figure 5.5: Asymmetry obtained by randomly sampling the values of 10−2 ≤ λ, ymax ≤ 1
and the three physical phases in [−π,+π] (see App. J.2). The colors of the dots correspond
to three different values of r =

∣∣∣ yLyH ∣∣∣.
generate the correct DM asymmetry as shown in Fig. 5.5.

5.4 Building the models: stable dark matter
In this Section we will comment on a specific implementation of the mechanism
described in Sec. 5.3 in GC models, in which DM is stabilized by a remnant discrete
symmetry. We mention that our analysis is done by studying renormalizable oper-
ators. A d-dimensional operator that breaks U(1)DB however could induce too fast
DM decays. If it is generated at a cutoff scale Λcut, the bound on the DCb lifetime
reads:

Γ ' 1

8π

(
mDCb

Λcut

)2(d−4)

mDCb ≤ 10−53 GeV , (5.25)

By substituting Λcut with MP and mDCb ∼ 30 TeV, we see that the only operator
we need to worry about are up to d = 5. It can be shown that the same arguments
that we will present prevent the existence of such operators10. We will not come
back on this issue.

5.4.1 Non-colored GC models
We will analyze the original ACDM models whose DCquarks are not charged under
SU(3)c. We will build models based on the φ3 term used in Sec. 5.3, and on a slight
modification based on φ4 term.

10When substituting MP in Eq. (5.25) we are tacitly assuming that at the cutoff Λcut = MGUT '
1015 GeV only GUT partners of particles already present in the model are introduced. Actually
the argument depends only on the fact that the only non-trivial SU(N)DC representations of extra
fields below MP are the (anti)fundamental for fermions and the 2-symmetric for the scalars.
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Cubic φ3

Since the goal is to implement the benchmark model, we fix NDC = 3. Notice that
all the GC models whose DCquarks are not charged under SU(3)c contain either
the SM singlet N or the SU(2)L triplet V . Indeed if φ is a SM singlet, V can
be seen as three copies of N , leading to a factor of three in the total asymmetry.
If the scalar φ couples to either one of them, the computation of the asymmetry
presented in Sec. 5.3.2 follows immediately. If there are additional similar couplings
to other DCquarks, we get an additional DCb number asymmetry. This happens
whenever in the model are present a DCquark and its “tilded” SM-conjugate partner
(like L and L̃). This extra contribution to the asymmetry is numerically the same
to the one computed in Sec. 5.3.2 (with the N̄N̄ finale states), differing only by
some representation-dependent multiplicity coefficients. Each of these additional
contributions are therefore expected to be equal to the asymmetry computed in the
benchmark model, up to a O(1) coefficient. Since the quantum numbers of φ are
such that the only additional Yukawa is of the form φΨΨ, the models enjoy a Z2

symmetry, under which only the DCquarks are non-trivially charged. We summarize
in Table 5.2 a possibile field content and the admitted extra Yukawa couplings for
each of the original uncolored GC models. The φ3 term is always present to ensure
the implementation of the mechanism.

Model φ Couplings
V φV V

N ⊕ L φNN

N ⊕ L⊕ Ẽ φNN
V ⊕ L φV V

N ⊕ L⊕ L̃ φNN, φLL̃
V ⊕ L⊕N (6̄, 1, 1)0 φV V, φNN

V ⊕ L⊕ Ẽ φV V

N ⊕ L⊕ L̃⊕ Ẽ φNN, φLL̃

L⊕ L̃⊕ E ⊕ Ẽ ⊕N φNN, φEẼ, φLL̃

N ⊕ L⊕ Ẽ ⊕ V φNN, φV V
V ⊕N (6̄, 1, 5)0 φV V

Table 5.2: List of non-colored GC models, φ representation under
(SU(3)DC,SU(3)c,SU(2)L)Y and allowed Yukawa couplings (in addition to the ones
of the original models with H). The models are based on a SU(3)DC gauge group and φ3

U(1)DB-breaking term.

The only model in which a different SM representation for φ is needed to forbid the
existence of multiple couplings is V ⊕N . This is the only GC model in which there
are 2 extra unbroken U(1), the V and N species numbers. Each coupling with φ
breaks one of them, or a combination of the two. Since these symmetries are only
broken by the heavy φ, below Mφ the effective theory will enjoy the extra U(1)
symmetries: afterall, the effective theory coincides with the original GC model in
this regime. This implies that in general the model can possess a shared asymmetry
between the two species in the IR. By properly choosing the SM representation of
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φ, the scalars can be taken to couple to a single species, which for concreteness we
will take to be V :

L ⊇ φV V

In this case, even in the UV theory the N species number is unbroken, and therefore
the dark sector will contain an asymmetric, non-thermally generated component
stored in V DCquarks, and a symmetric, thermally produced component stored in
the N DCquarks. Below confinement, the DCπ decay via the non-renormalizable 5d
operators, leaving only the DCbs. By taking mDCb . 75 TeV, as shown in Sec. 5.2.4,
only the asymmetric part survives. It is stored in the form of DCbs containing V as
valence DCquark. Notice however that given the symmetries of the IR theory, the
asymmetry will in general be shared among the different type of DCbs containing
V . If instead the φ couples to both species, like:

L ⊇ yNφNN + yV φV V , (5.26)

both species number will be broken. Virtual φ exchange will mediate the con-
version of DCbs with different species number, together with a DCπ emission (if
kinematically allowed) or SM gauge boson radiation. For the sake of showing what
can go wrong if the coupling in Eq. (5.26) is not forbidden, we assume a splitting
mV −mN ' ΛDC. The rate of species conversion followed by a DCπ emission can
be estimated roughly as

Γ ≈ y2

8π

(
mDCb

Mφ

)4

ΛDC ≈

≈ 1

NDC

( y

0.1

)2 ( mDCb

30 TeV

)5(1015 GeV

Mφ

)4

10−46 GeV .

(5.27)

Since DCπ quickly decay after production via the MP-suppressed 5D operator, they
decay shortly after the species conversion of the DCbs. The same is true for direct
gauge boson emission. For generic values of the coupling we expect N and V asym-
metries to be of the same order, and therefore the DM abundance is roughly equally
stored in the heavier and lighter DCbs. For this reason the fraction of DM energy
injected in the SM is expected to be roughly proportional to the splitting-DCb mass
ratio, which in this example is O(1). Such late energy injection is in tension with
bounds coming from ID experiments [113],[413]:

Γ < 10−53 GeV . (5.28)

Such constrain can be evaded by ad hoc model building, e.g. by tuning the splittings
or by avoiding the simultaneous coupling of φ to both DCquarks, as accomplished
with the representation presented in Table 5.2. In the other models, even if the DCb
species conversion is kinematically allowed, it happens shortly after ΛDC via renor-
malizable Yukawas with H, rather than with the different φ couplings. Therefore
there are no dangerous late time DCπ decays and no further restrictions.
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Quartic φ4

In principle, it’s possible to pick SU(4) as dark color gauge group, and to have a
quartic potential term

V = λεijklεi
′j′k′l′φii′φjj′φkk′φll′ , (5.29)

with φ in the 10-dimensional symmetric representation of SU(4). This term substi-
tutes the cubic term of the benchmark model, while the Yukawas with the DCquarks
are the same. Notice that here the coefficient of the quartic term is automatically
dimensionless, and it’s O(1) in a natural theory. The difference with the mechanism
of the benchmark model is that now the secondary decay channel for the heavi-
est scalar is a 4-body decay: φH → φ†

Lφ
†
LNN . In Fig. 5.6 we show the tree level

expression and an example of loop level contribution.
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Figure 5.6: Tree level process (left) and an example of a 1-loop correction (right) in the
φ4 models.

For simplicity, we will not do the explicit computation, but we expect the generated
asymmetry to be suppressed by an additional phase-space factor, leading even in
this case to the correct amount.

It’s interesting to see that even in this SU(4) scenario, there is still an accidental
remnant Z8 symmetry, whose charges are listed in Table 5.3. DCbs, being made by

Field Z8

φ ω2

Ψ ω
SM 1

Table 5.3: Z8 charges of the SU(4) model, where ω = ei
π
4 .

four generic DCquarks Ψ, carry −1 charge under this Z8, making the lightest DCb
stable.

5.4.2 Colored GC models
In this scenario it is not possible to directly use the benchmark model. Indeed the
consequence of the cubic term in the potential is to force the hypercharge of φ to
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be 0. This hypercharge assignment excludes the possibility of a Yukawa between φ
and the two colored DCfermions, as seen from the field content of colored ACDM
models in App. J.1. The need to have the Yukawa φΨΨ then forces φ to have
non-zero hypercharge, and therefore to resort to a different potential term.

Quartic φ3H∗

The only other way to write a potential term that violates the U(1)DB charge for φ
(fixed by the Yukawa), and that can be used to mediate the decay of φ, is to involve
an additional light scalar. If we stick to a single representation for φ, the only other
light scalar is the Higgs field11. This forces the gauge group to be SU(3)DC. If
φ ∈ (6̄, 6̄, 2)1/6 of SU(3)DC ×GSM

12, we can build the following Yukawa:

φij,abQ
iaD̃jb, (5.30)

and the following U(1)DB-violating potential term:

λεabcεa
′b′c′εijkεi

′j′k′φii′aa′φjj′bb′φkk′cc′H
∗ , (5.31)

where i, j, k and a, b, c are dark color and color indices respectively (the SU(2)L
contraction is left implicit). No other terms are allowed by gauge invariance at the
renormalizable level. Notice that the coefficient in the potential is dimensionless,
like in φ4 models of Sec. 5.4.1. The DCbs are stabilized by the same Z2 of φ3

models, under which only the DCquarks are charged. Like for the models described
in Sec. 5.4.1 in this scenario the secondary decay of the heaviest scalar is a 4-body
process: φH → φ†

LQD̃H. A difference is that here three out of four of the final-state
particles are ultrarelativistic (the DCquarks and H), making it more similar to the
process described in Sec. 5.3. In Fig. 5.7 we show the tree level secondary decay
channel and one of its 1-loop corrections.

φH

φ†
L

H Q

D̃

(a)

φH

Q

D̃

φ†
L

H
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Figure 5.7: Tree level process (left) and an example of a 1-loop correction (right) in the
φ3H∗ models.

We expect that the asymmetry computed in this scenario is simply suppressed by
an additional ∼ 1/(16π2) phase space factor with respect to the one computed for

11and possibly its SU(5) partner, that we will not consider.
12This SM representation cannot fit in any SU(5) multiplet. A possible choice compatible with

the SU(5) embedding is (6̄, 3, 2)1/6. In this case, we need at least 3 scalar flavors to write the
U(1)DB-violating potential.
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the benchmark model in Sec. 5.3.2. By comparing with the results of Fig. 5.4 we
expect that even in the presence of the additional phase space the correct amount
of asymmetry can still be produced.

If φ ∈ (3, 3, 2)1/6, we could have built the same lagrangian terms, however the
presence of the mixed Yukawa φ†l̄D̃ would have made the DM unstable, although
sufficiently long-lived to satisfy current bounds.

5.5 DCb-DCb oscillations
A feature of the models presented in Sec. 5.4 is that the symmetry that stabilizes
the DCb below the confinement scale is a Z2 under which the DCb is non-trivially
charged. However, this implies that also its conjugate, DCb, carries the same charge.
Therefore, oscillations between the two are not forbidden by any quantum number
that was protecting the DCb from decaying. A symmetry that would prevent this
to happen is a symmetry that admits complex charges for the DCb (like Z3 or
Z4). However, this is not what happens in the models under scrutiny. In a certain
sense, our models have a “minimally” asymmetric DM candidate, given that the
only property that distinguishes between the DM and its conjugate is the complex
representation of the dark color gauge group, which is confined below ΛDC. The
presence of oscillations can significantly alter the cosmological history of the DM,
regenerating the symmetric component, washing-out the asymmetry and possibly
recoupling the annihilation process between the DCb and its conjugate [414],[415].
It’s paramount to understand if they happen in the models we are considering. In
the IR EFT the oscillations are due to a “Majorana” mass term that depends on
whether the DCb is a fermion or a scalar, which in turn depends on the number of
its constituent DCquarks:

L ⊇ cmDCbBB (NDC odd) , L ⊇ cm2
DCbBB (NDC even) , (5.32)

where B is a generic DCb, c a dimensionless constant, and we assume that the scale
at which the term is generated is around the confinement scale ΛDC. For simplicity,
we will work only the benchmark model of Sec. 5.3. In this case NDC = 3, and the
DCb is a fermionic candidate. For the NDC = 4 case we expect a higher suppression
of the oscillation-mediating operator due to its higher dimensionality. In order to
show the role of the number of color, we will write the formualae without setting
NDC to its value of 3, and only setting it at the end to make the estimate of the mass
splitting in our specific models. In a generic ACDM model the term in Eq. (5.32)
can mix different DCb species, but this remark will not affect future conclusions
about oscillations.

We have to estimate c in Eq. (5.32). The term in the UV theory that interpolates
the Majorana mass term is:

L ⊇ λ

M3NDC−4
φ

(N)NDC(N)NDC , (5.33)

where as we have seen, NDC = 3 for φ3 models13. Since the operator is generated
13The φ3H∗ model leads to a “Majorana term plus Higgs”.
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Figure 5.8: UV diagram leading to the DCb-DCb oscillations in the IR phase.

by integrating out the heavy scalars of mass of order Mφ, this scale appears in the
effective operator in Eq. (5.33). In particular, the diagrams that generate this term
are in Fig. 5.8.

This leads to an estimate for c:

c ∼ kλyNDC

(
mDCb

Mφ

)3NDC−4

, (5.34)

where the Mφ power have been set by the previous argument, while the mDCb power
comes from dimensional analysis and the fact that it is the relevant scale to use when
interpolating the DCb with the DCquarks. Here λ is the dimensionless coupling
appearing in the cubic term of the potential λMφφ

3 for the φ3 models. The coefficient
k is non-perturbative in nature and we will assume that is O(1). For the φ3H∗

model, the Majorana term is only obtained when the Higgs gets a vev, leading to a
further suppression factor v/Mφ with respect to the pure φ3 case. This small mixing
term leads to a splitting in mass between the two mass eigenstates of the DCb-DCb
system. The mass splitting comes from diagonalizing the matrix: mDCb mDCb

λyNDC

2

(
mDCb

Mφ

)3NDC−4

mDCb
λyNDC

2

(
mDCb

Mφ

)3NDC−4

mDCb

 (5.35)

The splitting is approximately proportional to the ratio of the off diagonal term
and the diagonal one times the common mass mDCb, in the limit of small mixing
(satisfied since Mφ � mDCb). Therefore we have that the splitting is:

∆m ≈ λyNDCmDCb

(
mDCb

Mφ

)3NDC−4

. (5.36)

For the SU(3)DC φ3 models, we have14:

∆m ≈ 7λy3
( mDCb

30TeV

)6(1016GeV

Mφ

)5

10−49 GeV . (5.37)

14For the φ3H∗ models there is the additional v/Mφ suppression.
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Sizable oscillations (of the order of the initial asymmetric abundance) can begin only
if they are faster than the Hubble rate H [414, 416]: ∆m & H. Since the present
value of H is 10−42 GeV, it’s possible to avoid this constrain by taking mDCb in the
multi-TeV range (as required by the constrain from elimination of the symmetric
component and collider bounds), and Mφ around the GUT scale. In this case the
DM candidate will not oscillate for all the practical purposes, and the asymmetry
will be preserved. In the φ3H∗ and φ4 models the oscillations are further suppressed,
therefore this effect cannot be seen at the current stage of cosmological history even
in the other models presented.

However, in some of our models, even in the presence of fast oscillations, washout
can be avoided due to the peculiarity of the IR dynamics. For concreteness, we will
consider the NDC = 3, Ψ = V model, in which the DCquark is a SU(2)L triplet. The
DCb is itself a SU(2)L triplet, and it can form dark nuclei [394]. For TeV scale masses
of the DCb, roughly up to O(1) fraction of the DCbs gets bound in a deuterium-like
bound state, while much less for 100 TeV DCbs. DCbs inside a nucleus experience
a different potential with respect to free DCbs, shifting the diagonal upper and
lower entries of the mass matrix in Eq. (5.35) by ∓En respectively. The same is
true also in the SM for neutrons and antineutrons, where the energy difference
between the two particles inside a nucleus is En̄−En ' 100 MeV [417]. The energy
splitting is due to the strong nuclear potential, and so to the SU(3) structure of
QCD. Therefore, a similar result apply to our case, and we will assume, for practical
purpose, the energy difference inside a dark nucleus between the two DCbs to be of
order ΛDC. By following the arguments in [418], the oscillation rate inside a nucleus
not only is slowed by the larger mass splitting induced by the nuclear potential, but
it gets damped by scattering events between the constituents happening at a rate
proportional to the inverse size of the nucleus ΛDC. This leads to a suppression of
the oscillation rate by an extra factor

∆m

ΛDC

= NDC

(
mDCb

Mφ

)5

' 0.7× 10−53
( mDCb

30TeV

)(1015GeV

M

)
, (5.38)

forbidding oscillations even for lighter φ. So, for Mφ . 1014 GeV it’s possible to
regenerate via oscillations a symmetric component of the unbounded DCbs, while
preserving the asymmetric component intact and stored in the dark nuclei, avoiding
the washout of this component. Notice that this scenario is peculiar to our models:
it needs the DCbs to be able to form dark nuclei and a small Majorana mass for
the DCbs. The presence of a symmetric component of unbounded DCb’s leads to
residual annihilations that can in principle be tested using Indirect Detection ex-
periments. Since the scalars are heavy, both for naturalness and to avoid washing
out the asymmetry, they are hardly detectable at current or future collider experi-
ments. Testing the presence of oscillations can therefore be a probe of the mass of
the scalar. As a consequence of oscillations, unbounded DCb-DCb residual annihi-
lation is enhanced, and possibly it can even recouple. This suggests the possibility
to probe the oscillation rate, and therefore Mφ, via ID experiments [414]. In general,
we expect the DCb-DCb annihilations to produce a number of DCπ, similarly to
what happen in the SM with proton-antiproton annihilations [419]. Such channels
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were analyzed in [420], although in different models of composite DM. For exam-
ple, in the NDC = 3, Ψ = V model we expect the DCb to be a SU(2)L triplet,
and therefore the DCb-DCb system can be decomposed in its different isospin com-
ponents. Each of these components can annihilate in a different number of DCπ,
consistently with SU(2)L invariance and G-parity (the conservation stems from the
fact that the annihilation process proceeds through the SU(N)DC interaction, which
conserves the other quantum numbers). Each of the final state DCπ will then decay
in the SM, either via the chiral anomaly in photons, or via Higgs and other SM
gauge bosons (if there are extra DCquarks and Higgs portals). A precise spectrum
computation of such lines is outside the scope of the current work. To give a crude
estimate of the feasibility to probe the residual annihilations, we assume that the
number of DCπ in all relevant final states is O(1). Given that such states can
then give rise to lines, we expect that the γ-ray spectrum will be peaked roughly
at mDCb/2, although it will present a spread due to the multi-body nature of the
DCb annihilation processes. Current experiments like HESS are sensitive to γ-rays
in the multi-TeV range, and are able to exclude annihilation cross sections of order
〈σv〉 ∼ 10−22÷10−24 cm3/s [421]. Although such exclusions are taken for monochro-
matic annihilation spectra, we will study two benchmark values of 〈σv〉, to get a
crude picture of whether or not it’s possible at current experiments to probe the
oscillations.

To recast the bound, we notice that in the oscillating case, for large oscillation
periods tosc, the ratio between DCb and DCbs is roughly (t/tosc)

2, given that the
probability of conversion is proportional to sin2(t/tosc) Therefore the quantity to be
compared with the experimental limits is:(

t

tosc

)2

〈σv〉 ≈
(
∆m

H

)2
25

m2
DCb

, (5.39)

where ∆m is the DCb mass splitting of Eq. (5.37). This kind of estimate only
works if the residual annihilation and elastic scattering processes do not make the
oscillations lose their coherence, as suggested in [415, 416]. In our models this is
possible because the elastic scattering with thermal bath particles can be suppressed
via mass splitting of the DCb components (due for example to EW mass splittings
in the V model) or be mediated by higher dimensional operators involving the Higgs
(if N3 is the DCb for example), while annihilations and scatterings with other DCbs
are always Boltzmann suppressed in a fully asymmetric regime. So we will neglect
such processes and use Eq. (5.39). We plotted the results in Fig. 5.9. The horizontal
lines are due to the fact that Eq. (5.39) only works for t � tosc, since for t large
enough the densities of particles and antiparticles will reach and oscillate around
half the initial particle density. In this case the bound on the cross section (and
therefore on mDCb) saturates since no larger value for nDCbnDCb can be reached. We
checked that for Mφ & 1010 GeV oscillations start only at temperatures too low for
the residual annihilations to recouple and change the total DM abundance, therefore
there is no thermal recoupling of the annihilations. For Mφ in the range of the plot
in Fig. 5.9, the weak washout condition can be fulfilled by taking the Yukawa of the
heavy scalar yH to be around 10−3. Notice that only a thin portion of the plane,
around Mφ . 1013 GeV has a cross section in range of current γ-ray experiments.
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Figure 5.9: γ-ray bounds from dwarf galaxies in the Mφ-mDCb plane for two different
values of the cross section. Bounds are computed by assuming λ = yL = 1. Shadowed
regions can be potentially tested and excluded.

However, for lighter φ, oscillations can start even at CMB or before, as shown by
the dashed lines. In this case, the asymmetry can be totally washed-out if it’s not
stored in dark nuclei. CMB bounds could then in principle be studied for such
models, possibly leading to stronger bounds. To conclude, in our models the region
1012 GeV . Mφ . 1013 GeV can be probed by studying residual annihilations,
while for Mφ . 1012 GeV bounds from CMB could be applied. For heavier Mφ no
bound from oscillations arises. Another interesting fact to test the oscillations is
that the asymmetry in the DCbs bound in dark nuclei is preserved, as argued in
Sec. 5.5. This could lead to signatures of a dark nucleus “annihilating” with a DCb,
and possibly to spectral shapes which are unique to our models.

What we have just shown is a genuine signature of the new physics responsible
for the asymmetry generation (the scalars). Other hints to the asymmetric nature
of the DM comes from other well studied phenomenological properties. As shown
in Fig. 5.1, the value of the DM mass is lighter than in the symmetric ACDM
scenario, in order to explain the observed DM abundance. Measuring a DM mass
in the 50 TeV ballpark (at future colliders for example) would clearly exclude the
symmetric scenario. The fact that DCb is lighter in ADM scenarios also gives
differences in other typical signatures of compositeness (detection of Gravitational
Waves (GW) from the confinement phase transtion, characteristic Direct Detection
signatures, formations of dark nuclei,... ). These makes asymmetric ACDM models
a phenomenologically distinct possibility.
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5.6 An example of unstable DM
In Sec. 5.4 we classified models with a stable DCb. Another possibility is for the DM
to be unstable but still long-lived. In this class of models U(1)DB breaking happens
through a potential term for the scalar φ and a mixed Yukawa between the DS and
SM (unlike class 1 models in which the Yukawa was only involving DS fields). The
presence of the mixed Yukawa forces φ to be in the (anti)fundamental of SU(N)DC.
The DCb decays into SM but is long lived for heavy enough scalars. The potential
term forces additionalMφ suppression in U(1)DB-breaking EFT operator due to more
internal propagators, bringing its dimensionality to be 7. In this case bounds on the
lifetime of the DCb can be satisfied for Mφ & 1015 GeV, as low as allowed by the
weak washout condition for O(0.1) couplings. We leave the full classification of field
content to our original paper [44]. We sketch in a particular case the consequences
of this class of model on BAU. For concreteness we fix GDC = SU(3)DC and the
complex dark scalar φ in its antifundamental, while the dark quarks field content
(and the respective SM quantum numbers) are the left handed Q = (3, 2)1/6 and D =
(3, 1)−1/3 and their right-handed conjugates (in principle there are many different
possibilities, here we only pick one). The possible portals are:

L ⊇ yqφq̄LQR + ydφd̄RDL + h.c. , (5.40)

while the cubic term for the scalars is:

MλεABCεijkφAiφBjφCk . (5.41)

where ABC are flavor indices and ijk the SU(3)DC gauge indices, and M is the
scale of the cubic interaction. This term would vanish in the presence of a single
flavor: that’s why we need 3 at least to make a non-zero cubic term. Notice that
this type of asymmetric extension is rather general since it can be applied to any
SU(N)DC model listed in [42] simply by pairing the DCquarks to the corresponding
SM fermions.

As a side effect of the mixed Yukawa, the SM and DS asymmetries are related by
an unbroken symmetry rotating the DCquark and SM fermion:

nSM = −nDS . (5.42)

Notice that now the Yukawa couplings in Eq. (5.40) become 3× 3 matrices: there is
enough room to have a physical CP violating phase. Eq. (5.42) implies the following
relation between the dark and visible sector abundances:

ΩB =
mp

mDCb

ΩDM (5.43)

so that for O(1) TeV DM mass, assuming the correct DM relic density ΩDM is
reproduced, the asymmetry generated from this process in the visible sector is only
a subdominant fraction of the present-day observed SM asymmetry. Hence, despite
being a viable model on his own, it cannot be a successful baryogenesis model
unless the DM mass itself is in the GeV ballpark. In fact, this last possibility can
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be achieved by taking the model with the SM singlet N as the only DCquark.
Indeed, due to the absence of any charged state, it is possible in principle to take
ΛDC close to the GeV scale and achieve a scenario where the asymmetry is correctly
generated for both the SM and DM. The fermionic field content of such model forces
φ to carry hypercharge in order to have a non trivial Yukawa with the SM. So the
potential term has to be φ3H∗, which, together with the request of the existence of
the Yukawa, determines the SM quantum number of φ, and forces the Yukawa to
be

φ†qLN , (5.44)
where φ has to carry also SU(3)c and SU(2)L charges. Investigating this scenario is
outside the scope of this work.

5.7 Summary
In this Chapter we showcased how a theory-inspired principle like Accidental Stabil-
ity of DM can be applied to phenomenologically interesting models such as Asym-
metric Dark Matter. We have built a class of possible minimal UV completions to
the Accidental Composite Dark Matter models that can produce the correct amount
of asymmetry in the DS. In order to do so, we simply added two flavors of a heavy
scalar φ, with mass around the cutoff of the full theory Λcut. The scale Λcut can be
taken to be the Planck scale MP, the GUT scale (which is a natural cutoff of ACDM
models), or as low as Mφ ' 1010 GeV, provided the additional fields at the cutoff
do not introduce new non-trivial SU(N)DC representations. Below the mass of the
heavy scalars, the model behaves like the original ACDM models with a non-zero
initial asymmetry. The DM candidate is a dark baryon, and with our choice of
gauge representations it is accidentally stable in the IR theory. The mechanism we
provided can be easily adapted to all the golden class ACDM models, even allowing
the possibility for generic SU(5) GUT completions and asymmetry generation in the
visible sector via, for example, thermal leptogenesis. The symmetric component of
DM is eliminated thanks to non-perturbative annihilations below ΛDC due to resid-
ual dark color interactions, provided mDCb . 75TeV, without the need of having
new dark forces. This lower even further the scale of the DM mass (and of the
typical resonances of the dark sector) with respect to the original symmetric ACDM
models. The asymmetry generation mechanism can produce enough asymmetry for
mDCb in this range. The choice of the coupling of the UV sector responsible for
the asymmetry generation can be made natural (or at most fine-tuned at the per-
cent level). We have also built models in which the DM candidate is unstable but
long-lived enough to satisfy current experimental bounds, and additionally that can
generate the correct BAU. Future directions of this work include the exploration
of other mechanisms that can give a common explanation to the asymmetry of the
DS and the visible sector. The main obstruction to this kind of construction is
that collider constraints force ΛDC to be larger than at least the TeV scale. This
implies a natural hierarchy between the asymmetries in the two sectors, that can
hardly be achieved through usual cogenesis mechanism realized via renormalizable

151



portals15. Possible solutions to this problem could be found exploiting peculiarities
of the strong dynamics [422], and the dynamical generation of the ΛDC scale.

15Unless one consider hierarchical couplings in the two sectors. This simply moves the problem
from the hierarchy of the asymmetries to the hierarchy of the couplings.
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Chapter 6

Conclusions

In this Thesis we have analyzed possible DM interactions, both with other Dark
Sector particles and with ordinary Standard Model particles.

In Chapter 1 we introduced the Dark Matter fluid, why it is phenomenologically
necessary to describe the Universe and the need to characterize its properties. We
introduced the possible interactions in terms of the DM quantum numbers, high-
lighting their implications for detection strategies.

In Chapter 2, we discussed the possibility for the DM to interact with SM gauge
forces. Barring some exceptions [59], the only possibility is for the DM to be the
neutral component of a n-dimensional EW multiplet with hypercharge Y (indicated
as nY ) [43, 50, 52]. We call this candidate WIMP. We consider both fermion and
scalar candidates. We distinguish between real WIMPs, with odd n and Y = 0, and
complex WIMPs, with even n and semi-integer Y or odd n and integer Y . Real
WIMPs automatically satisfy phenomenological constraints from lightness of DM
and Z boson direct detection. Complex WIMPs need an inelastic coupling with the
Z, which is induced by a non renormalizable operator with a suitably large coefficient.
This condition forces the multiplets to be n1/2 for n < 12 (from calculability) and 31,
51, otherwise such operators have a too large dimensionality and hence suppression
to generate the correct splitting. Additionally, for complex multiplets with non-
maximal Y the condition for DM to be the lightest implies the existence of another
operator generating the correct mass splitting hierarchy. In both cases we always
assume operators mediating the WIMPs decay to be suppressed to guarantee the
DM stability. We completely characterized the thermal history of the DM particle
as a function of its EW charges, and predicted its mass via thermal freeze-out
calculations. In order to obtain reliable results, especially for larger EW charges, we
had to include both Sommerfeld enhancement [49] and Bound States Formation [51]
in the computation of its annihilaton cross section. The obtained masses for the
fermions range from 1.1 TeV for 21/2 up to more than 50 TeV for n ≥ 7. The lightest
fermionic candidates, the 21/2, 30, 31 and 41/2, have masses of 1.1 TeV, 2.9 TeV,
2.9 TeV, 4.8 TeV respectively. These are suited to be tested at future proposed
muon colliders [53]. Promising channels to probe these candidates are mono-X,
with X = γ,W . Real WIMPs also have a model independent macroscopic decay
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length of order few cm. This implies that for such DM particles disappearing tracks
(DT) can be observed at future colliders. This signature is very strong, especially
for the 30, while for larger n it becomes comparable to mono-X. Complex WIMPs
have a lifetime that depends on the precise splitting hiearchy induced by the UV
operators, and hence in this case tracks are not a robust prediction. We find that the
for fermionic WIMPs, a 6 TeV machine can exclude at 95% confidence level the 21/2
and 30 with a combination of mono-γ and mono-W and DT respectively. Instead
the 31 and 51 need roughly a 8 and 12 TeV machine via mono-X. Scalar WIMPs are
heavier than their fermionic candidates and have smaller production cross sections,
making them more challenging to test at colliders. Larger n candidates are too
heavy to be probed at such facilities. Instead, we found that future Direct Detection
experiments like DARWIN [54] can in principle test the full landscape of the EW DM
via spin-independent scattering, with the exclusion of the 21/2 and 51. This paves the
way to determine whether or not DM interacts via ordinary SM gauge bosons. We
also analyzed other signatures such as residual annihilations in prospective Indirect
Detection experiments [55]. This can in principle be a powerful signature for large n
multiplets, but it suffers from large theoretical uncertainties that need further study
to be tamed.

In Chapter 3 we considered the scenario in which the DM is a SM gauge singlet. In
this case the interaction between the Dark Sector and the SM can happen through
portal operators, that are made by the product of SM and DM singlet operators.
In the past decade this scenario has received a lot of attention due to the fact that
there are only 3 possible portals between the SM and DS at the renormalizable
level [63, 64, 67]. In our work we focused on a less explored possibility, namely that
the portal between the DS and the visible sector is a non-renormalizable portal.
While this might seem a less minimal hypothesis, there are plenty of realistic and
simple models in which the leading portal appears at higher dimensionality (see for
example [72, 73, 74]). In order to be as general as possible, we characterized the DS
via two scales: ΛUV, the scale of the cutoff at which the portal operator is generated,
and ΛIR, the typical mass gap of the theory. We studied several non-renormalizable
portal operators, as a function of their dimensionality D and their quantum num-
bers. Inclusive production cross-sections, leading to missing energy signatures, are
a model-independent prediction and have already been studied to set bounds on the
portals [76]. We extended the work studying in this framework displaced decays,
detected at beam dumps and neutrino experiments. Indeed the lightest DS particle
(LDSP) can decay back to SM particle through the same operators, provided it is
not protected by any symmetry. First, we computed the production of DS states in
meson decays, direct partonic production and bremsstrahlung from proton (the lat-
ter channel being often neglected). We then computed the fraction of events leading
to LDSP decays inside displaced detectors at proton beam dumps and neutrino ex-
periments, under mild theoretical assumptions assumptions. We found out that the
future neutrino experiment DUNE will set bounds for ΛIR in the MeV range up to
ΛUV ' few TeVs on the Z-portal JµDSH

†DµH . Similar results hold also for a generic
dimension 6 JJ portal. These bounds are stronger than the ones derived from LHC
searches. Instead, for non-renormalizable Higgs portals the couplings to the proton
of the beamline is too weak to put constraints stronger than the ones from resonant
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production through Higgs decays at LHC. Notice that in the framework we used
to characterize the DS we cannot say anything about the cosmology of the model.
Indeed we set bounds thanks to unstable resonances that decay in the detectors, far
from the production location. While these resonances are an expected feature of
strongly coupled DS, they are not guaranteed to always exist. In particular, they
cannot constitute the DM abundance due to their instability.

In Chapter 4 we entertained the possibility that the interaction between DM and
visible particles is absent or negligible. We studied if it is possible to say something
about self-interactions of DM thanks to how its clustering properties, which imprint
on how visible matter clusters, are modified. We expanded previous work done for
Yukawa-like interactions [83]: if the mediator is massless (or very light), the ratio β
between the self-interaction strength and gravity cannot be larger than 5×10−3 [83].
In the previous work, bounds were set via linear cosmology prediction confronted
against CMB [23] and BAO [4] data. We expanded this line of work by employing
galaxy surveys data, like the ones from BOSS [3], namely the galaxy power spectrum
Pg and the galaxy bispectrum Bg. In order to use the full shape of the galaxy power
spectrum and tame the first non-linear corrections to the cosmological evolution
of perturbations, we had to resort to the Effective Field Theory of Large Scale
Structures [88, 89], and related pipelines [353, 354]. While current galaxy surveys
are not powerful enough to significantly improve the past bound, future surveys
like Euclid [84] will improve the upper bound on β at least by a factor of 2. The
bispectrum can help to tighten constrain on the bias parameters [85] needed to
model the galaxy density field.

The focus of the discussion has been purely phenomenologically driven. It is interest-
ing to also understand how theoretical insights can complement this approach. One
of the few well established DM properties is its stability on cosmological time scales.
This suggests that a symmetry is protecting DM from decaying. Global symmetries
seem to be at odds with general properties of a quantum theory of gravity [41].
Therefore DM must be protected by an accidental symmetry in the IR arising from
gauge invariance in the UV. One possible class of models achieving this are Acciden-
tal Composite DM models [42]. The Dark Sector is endowed with a new vector-like
confining gauge group responsible for binding dark quarks into stable dark baryons,
which play the role of DM. In this case DM stability in the IR is essentially identical
to proton stability in the SM. In Chapter 5 we tried to apply this idea to models of
Asymmetric Dark Matter (ADM) [45, 46]. Composite ADM models have been stud-
ied in the past due to very peculiar features such as formation of Dark Nuclei, that
can lead to potentially interesting experimental signatures [189, 394, 407]. However
there was no thorough study of possible UV completions of such models accounting
for the generation of the asymmetry. With the guidance of the Accidental Stability
principle we have completely classified such models. The simplest mechanism to
naturally make DM asymmetric is to introduce two heavy decaying scalars φ (with
Mφ & 1010 GeV) charged under the new confining group, and couple it to the DM.
Having more than one scalar is a necessary condition to get enough CP violation.
We found that the only dark gauge groups allowing for an asymmetry are SU(N)DC.
We implemented the mechanism for models with gauge group SU(3) and SU(4) (al-
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though in some cases also SU(6) and SU(8) should be possible). The symmetric
DM component is depleted by dark baryons annihilations through their contact in-
teractions, provided DM is lighter than ∼ 75 TeV. Once integrated out, the scalar
can potentially induce oscillations between DM and its antiparticle, provided they
are not bound in a dark nucleus. This can have interesting phenomenological con-
sequences, such as residual DM annihilations. However we could not reconcile the
asymmetry generation of DM with the generation of baryon asymmetry, except in
a single model.

From here, several directions can be taken to further push our understanding of
DM. To mention just a few, computing bounds from Indirect Detection can offer a
complementary probe to DD for heavy WIMPs. In order to to this, NLO corrections
to the non-relativistic potentials are needed.

The model-independent formalism employed for singlet DM could be extended to
include other observables, like production inside neutrino detectors from LDSP par-
ticles disintegrating against nuclei. This would allow to probe longer LDSP lifetimes,
that could now be the DM. Additionally, a further study on model-independent cos-
mological bounds of these secluded Dark Sectors could prove helpful in exploring
the parameter space.

The bounds from cosmology on the self-interaction could be extended to more re-
alistic models, such as interactions mediated by vector gauge bosons. The main
difficulty is that, unlike Yukawa interactions which are always attractive, vector-
mediated interactions are both repulsive and attractive, depending on the sign of
the charges. This suggests that structures growing in the universe will be preferen-
tially neutral. Therefore the effect of the self-interaction falls faster than 1/r2. In
this case, we expect growth to be dominated by gravity, and potentially the large
logarithms due to different background evolution could disappear and make the β
bounds much weaker. Another possible avenue is to study cosmological observables
that test directly violations of the equivalence principle, like the squeezed bispec-
trum for multiple tracers. This has a peculiar pole structure in Fourier space, that
is not found in ΛCDM [94], and that could potentially distinguish the two models
robustly. Another natural follow-up is to study the self-interaction outside the fifth
force regime, and make the mediator either oscillate (mφ > H0), or to make up dark
energy (mφ ' H0). In both cases the introduction of this new scale could potentially
generate signatures such as shifts of BAO, and lead to powerful constraints.

In conclusion, the goal of the Thesis was to chart the landscape of possible DM
interactions, and to give an experimental roadmap to characterize this mysterious
fluid that makes up for the majority of pressureless matter in the Universe.
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Appendix A

WIMP stability

In this appendix we discuss the stability of the various EW candidates.

A.1 Real WIMPS
In the case of the 30 candidate, the renormalizable operators χH†H and χHL, for
scalars and fermions, respectively, can induce fast DM decay. We assume these
operators to be forbidden by a symmetry (e.g. a discrete Z2-symmetry) acting only
on the DM sector. For all the other n0-plets with n ≥ 5, instead, Z2-odd operators
are accidentally absent at renormalizable level.

Higher dimensional operators that break the Z2-symmetry are in general expected
to be generated at the ultraviolet cut-off scale ΛUV. We sketch here the operators
of lowest dimension that can induce the decay of scalar and fermionic WIMPs for
generic n:

Ls ⊃
C

(s)
1

Λn−4
UV

χ(H†H)
n−1
2 +

C
(s)
2

Λn−4
UV

χWµνW
µν(H†H)

n−5
2 + · · · (A.1)

+
C

(s)
w

Λn−4
UV

χ(WµνW
µν)

n−1
4 +

C
(s)
3χ

ΛUV
χ3H†H, (A.2)

Lf ⊃
C

(f)
1

Λn−3
UV

(χHL)(H†H)
n−3
2 +

C
(f)
2

Λn−3
UV

(χσµνHL)Wµν(H
†H)

n−5
2 + · · · (A.3)

+
C

(f)
w

Λn−3
UV

(χHL)(WµνW
µν)

n−3
4 +

C
(f)
3χ

Λ3
UV
χ3HL, (A.4)

where SU(2)L contractions are implicit, and the dots indicate operators of the same
dimension with different combinations of W and H fields.1 Higher-dimension oper-
ators with additional SM fields or derivatives are of course also possible. The first
operators in the two equations above are just the renormalizable operators of the

1If (n − 1)/4 is not integer, the operator with the highest number of W fields in Eq. (A.2) is
χ(H†H)(WµνW

µν)
n−3
4 . Similarly, for the fermions in Eq. (A.4) it is (χσµνHL)Wµν(WρσW

ρσ)
n−5
4 .
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30-plet case “dressed” with extra Higgs insertions. The dominant contribution to the
decay width at tree-level always comes from the operator with the highest number
of W insertions (namely (n−3)/2 for fermions and 2b(n−1)/4c for scalars). Notice
that for fermionic DM, dipole-like operators with an odd number of W fields can
always be constructed. In the last operator in both Eq. (A.2) and Eq. (A.4), χ3 is
the unique isospin triplet constructed out of three SU(2)L irreducible representations
of odd isospin [96, 123]. These operators contribute to the WIMP decay at one-loop
as

Γs,f ∼
Mχ

2048π5

(
α2(n

2 − 1)

4π

)n−3
2
[
C

(s,f)
3χ

(
Mχ

ΛUV

)q]2
, (A.5)

where the exponent q = 1 (3) holds for scalars (fermions). For both scalar and
fermionic WIMPs these are the dominant contributions for multiplets with n > 5.

More precise results for specific n0-plets have been computed in Ref.s [96, 123] but
do not modify our conclusions. For all the scalar n0-plets, DM decay is induced by
a dimension 5 operator, and the required scale for stability is well above MPl. As a
consequence, the stability of scalar WIMPs can be determined only by understanding
the subtle issues related to the fate of discrete symmetries in quantum gravity [423].
For fermionic representations, DM decay is instead induced by dimension 6 operators
for n ≤ 5, and dimension 7 operators for n > 5, and the DM stability can be
determined within quantum field theory.

A lower bound on ΛUV is obtained by requiring the DM lifetime to be long enough to
circumvent cosmological bounds [424, 425] (τDM & 1019 sec) or astrophysical bounds
on the decay products of decaying DM [113, 426, 427] (τDM & 1028 sec). We can
then quantitatively measure the required quality of the Z2-symmetry by considering
the ratio between the minimal ΛUV allowed by the constraints and the WIMP freeze-
out mass. A naive dimensional analysis (NDA) estimate of ΛUV, assuming all the
Wilson coefficients to be O(1), is given in Table 2.1 for all the relevant n0-plets.

A.2 Complex WIMPs
The Lagrangian in Eq. (2.6) preserves the DM number parity and as a conse-
quence the DM is automatically stable. Gauge invariant interactions beyond those
of Eq. (2.6) can however induce fast DM decay. Here we discuss whether the effect
of these operators can be small enough to allow the DM to be accidentally stable.
Throughout this discussion we not only require the DM lifetime to be long enough
to circumvent cosmological bounds [424, 425] (τDM & 1019 sec) but also to satisfy
the stronger astrophysical bounds on decaying DM [113, 426, 427] (τDM & 1028 sec).

For 21/2 and 31 we can write renormalizable interactions χcHeR and χLcH that
break the DM number and lead to a fast DM decay. These EW multiplets require a
DM number symmetry, for example a discrete Z2-symmetry acting only on the DM
field to provide a viable DM candidate.

For even multiplets with Y = 1/2 and n > 2, we can write the following series of
higher dimensional operators inducing DM decay

158



Leven =
C1

Λn−3
UV

Lcχ(H†H)
n−2
2 +

C2

Λn−3
UV

LcχWµνW
µν(H†H)

n−6
2 +

+
C3

Λn−3
UV

Lcχ(WµνW
µν)

n−2
4 +

C4

Λn−3
UV

LcσµνχWµν(H
†H)

n−4
2 +

C5

Λ2
UV
χχcLcχ ,

(A.6)

where the Higgs bosons are appropriately contracted to make every term an SU(2)L
singlet. For 41/2, the leading contribution to DM decay comes from the operators
with coefficients C1 and C4, while for n ≥ 6 this is given by the operator with
coefficient C5 by closing the χ loop and attaching (n − 2)/2 W µν operators, in
a similar fashion to real candidates [47]. In all cases, we need at least ΛUV >
1010MDM for O(1) Wilson coefficients to preserve DM stability. This lower bound
is incompatible with the upper bound on the UV physics scale required to generate
the inelastic splitting δm0. This result implies that the DM stability depends upon
the properties of the UV physics generating the neutral splitting in Eq. (2.8).

For the 51 WIMP the lowest dimensional operators inducing DM decay are

L5 =
C1

Λ2
UV

(χLcH)(H†H) +
C2

Λ2
UV

(χσµνLcH)Wµν . (A.7)

These require ΛUV > 1010MDM to ensure DM accidental stability which is again in-
compatible with the upper bound of ΛUV < 20MDM needed to generate the inelastic
splitting.
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Appendix B

Complex WIMP classification

In this appendix we give further details on our complex WIMP classification. In
Sec. B.1 we explicitly classify the non-renormalizable operators introduced in Chap-
ter 2. In Sec. B.2 we give the results for scalar WIMPs.

B.1 UV Operators
In Chapter 2 we showed that in order to make complex WIMPs with Y 6= 0 viable,
new UV sources of splitting between the charged and neutral components and among
the neutral components are necessary. In Eq. (2.6) we showed how the neutral
splitting can be generated by O0 and the charged-neutral splitting by O+. Here we
take a step back and investigate the generality of this choice.

The general form of an operator responsible for a Majorana mass term for a fermionic
χN after EWSB is

χ(y0 + y0,5γ5)IχcH4Y , (B.1)
where the H4Y is necessary to match the hypercharge of the χ2 piece, while I is a
SU(2)L tensor. We are crucially assuming that the Higgs is the only scalar picking
a VEV after EWSB. Under this assumption, since the Higgs is a boson, the only
surviving SU(2)L structure is the totally symmetric combination. This can be seen
as the symmetric combination of 2Y Higgs pairs in the isotriplet representation
(the isosinglet is antisymmetric and vanishes identically), so that we are left with
O0 defined in Eq. (2.6) and its axial counterpart with the γ5 insertion. The latter
can be shown to give only subleading contributions to the mass splitting between
the neutral components of χ. Assuming y to be real, the shift on δm0 induced by
y0,5 6= 0 with respect to its expression in Eq. (2.8) is

δm0 → δm0

√
1 + 4Re[y0,5]2

Λ2
UV

M2
DM

(
v√
2ΛUV

)8Y

, (B.2)

which is highly suppressed for ΛUV > MDM > v. The operator O0 in Eq. (2.6) is then
the dominant contribution to the inelastic splitting among the neutral components.
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The isospin structure and field content of O+ is already the minimal required to
generate additional splitting between the charged components, the only possibility
is again to change its chiral structure writing the general operator inducing charged-
neutral splitting as

χT a(y+ + y+,5γ5)χH
†σaH . (B.3)

Similarly to the neutral case, the γ5 insertion leads to a subleading shift in the mass
splittings with respect to the value of Eq. (2.16)

M2
Q →M2

Q + y2+,5
v4

16M2
DMΛ2

(Q− Y )2 . (B.4)

Finally, we comment on the implications on DD signals. Both operators with the
γ5 insertions give additional contributions to the SI cross-section and match to the
effective operators:

L SI
eff =f̃qmqχ̄iγ5χq̄q +

g̃q
MDM

χ̄i∂µγνiγ5χOqµν+

+ f̃Gχ̄iγ5χGµνG
µν .

However, all these operators are strongly momentum-suppressed [428, 429], so that
their corrections to σSI are expected to be (q/mN)

2 ∼ 10−6 smaller than those from
Eq. (2.5.1), and thus negligible.

B.2 Complex Scalar WIMPs
Following the discussion in Chapter 2 for the fermions, supported by the previous

App. B.1, the minimal Lagrangian for a scalar complex WIMP is

LS = |Dµχ|2 −Mχ|χ|2 +
y0

Λ4Y−2
UV
OS0 + y+OS+ + h.c. ,

OS0 =
1

2(4Y )!

(
χ†(T a)2Y χc

) [
Hc†σ

a

2
H

]2Y
, (B.5)

OS+ = −χ†T aχH†σ
a

2
H .

Conversely to the fermionic case, no additional operators can be written to generate
the fundamental mass splitting. The neutral and charged squared mass splitting,
µ2
Q =M2

Q −M2
DM, can be written as

µ2
0 = 4y0cnY 0Λ

2
UV

(
v

ΛUV
√
2

)4Y

,

µ2
Q =

µ2
0

2
+ 2MDMδgQ

2 + sgn(Q)

√(
4Y δgMDM

cos θW
− y+v2

4

)2

Q2 +
µ2
0

4

c2nY Q
c2nY 0

.

(B.6)
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The linear mass splittings, δmQ =MQ−MDM, are then given by δmQ = µ2
Q/(2MDM).

Notice that for Y = 1/2 all the operators are renormalizable and any dependence
on the cutoff disappears.
The lower bound on δm0 from DD is identical to that for fermions, since σSI does
not change. Instead, the BBN bound differs since the one-loop decay channel χ0 →
χDMγ now is now heavily suppressed with respect to the three-body decays. As a
consequence, the BBN condition becomes

Γχ0 ≡ Γν̄ν + Γēe > 6.58× 10−25 GeV , (B.7)

which explains why the bound on δmmin
0 ' 4−5 MeV for scalars is so much stronger

than the one for fermions, as shown in Fig. 2.2. For Y 6= 1/2, the lower bound on
δm0 sets the upper bound of the allowed window for ΛUV

10MDM < ΛUV ≤
(

2y0cnY v
4Y

22Y δmmin
0 MDM

) 1
4Y −2

, (B.8)

which is the analogous of Eq. (2.18) for scalar WIMP. Once set y0 = (4π)4Y to its
NDA maximal value and given the scaling MDM ∼ n5/2 Eq. (B.8) can be used to
determine the viable EW multiplets. It turns out that the allowed multiplet are the
same as for fermions, i.e. all even n1/2 plus 31 and 51.

Finally, we discuss DM stability for scalars. All the Y = 1/2 scalars are never
accidentally stable, since DM decay can be induced by the renormalizable operator
χ2χ†Hc. Similarly, for 31 we can write χ†H2, while for 51 the lowest dimensional
operators are:

L =
C1

ΛUV
χ†H2(H†H) +

C2

ΛUV
(χ†χ)(χ†H2) , (B.9)

which ensures stability for ΛUV > 1021MDM, way larger than ΛUV < 20MDM from
δm0 perturbativity.

Results for the collider reach on the scalars are given in Fig. F.6 in App. F.
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Appendix C

Complex WIMP cosmology

In this Appendix, we briefly describe the cosmological evolution of the Complex
WIMP candidates. In particular, we highlight the main differences with respect to
real WIMPs discussed in Chapter 2.

C.1 Sommerfeld Enhancement and Bound State
Formation

At small velocities and in the symmetric limit, the Sommerfeld enhancement for
Complex EW WIMPs can be approximated as

SIE ≈
2παeff

vrel
, (C.1)

where now αeff = α2(I
2 + 1 − 2n2)/8 + Y 2αY ≡ α2,eff + Y 2αY includes also the

contribution coming from the non-zero hypercharge. With this replacement, the
annihilation cross-section takes the form as in the real case in Eq. (2.27):

〈σSE
annvrel〉 =

∑
I

〈SIEσIannvrel〉 , (C.2)

where σIann is the perturbative, s-wave, hard annihilation cross-section in the isospin
channel I. The SU(2)L symmetric limit approximate better the exact result the
more we increase the dimensionality of the EW multiplet. This is because most
of the freeze-out dynamics for large n-plets occurs before the EWSB. For smaller
multiplets the symmetric approximation generically fails because EWSB becomes
important. In our computation, we always assume the symmetric limit for n ≥ 6,
while we compute the SE in the broken phase for smaller multiplets.

Besides, the mass splittings generated by O0 and O+ can alter the pattern of res-
onances in the SE, so that the thermal mass becomes a function of δm0 and δm+

as well. In Table 2.2 we assume the minimal δm0, where the effect of the split-
ting is safely negligible, and account for the dependence on δm+ in the theoretical
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uncertainty. More details about the effect of these UV operators are discussed in
App. C.2.

Concerning BSF, the main difference with respect to real WIMPs is the different
selection rules selecting the bound states allowed by symmetries. In the real case,
the bound states are of the form χχ and the (anti-)symmetry of the wave function
allows only for those BS satisfying PBS ≡ (−1)L+S+ I−1

2 = 1 , while for complex
WIMPs the bound states are of the form χχ and the above selection rule no longer
applies.

The BSF cross-section can be computed in the SU(2)L-symmetric limit with good
approximation and scales as:

σBI
vrel '

EBI
aB

MDMn2
(α2,effS

I±2
E + Y 2αY S

I
E) , (C.3)

where the first and second term account for weak and hypercharge vector boson
emmission, respectively, EBI

≈ α2
effMDM/4n

2
B - nB being the energy level - is the

binding energy and aB = 1/αeffMDM the Bohr radius.
Once the BS is formed, it can annihilate into SM, decay to lower lying BS, both
with rate Γ ≈ α2

2,effα
3
effMDM or Y 2α2

Y α
3
effMDM, depending on the mediator, or be

broken by the interactions with the plasma (ionization). The ionization rate limits
the efficiency of DM annihilation through BSF and it is Boltzmann suppressed as
∼ eEBI /T . The Boltzmann suppression gets bigger as we increase the dimensionality
of the multiplet, due to the larger binding energies, so that neglecting BS ionizations
is a good approximation for large EW multiplets. Under this approximation, we
write the overall DM effective annihilation cross-section as follows:

〈σeffvrel〉 ≡ 〈σSE
annvrel〉+

∑
BJ

〈σBJ
vrel〉, (C.4)

that is, once a BS is formed it eventually annihilates to SM without being destroyed.
In Chapter 2 we checked the validity of this approximation for n ≤ 7 and found that
it overestimates the thermal mass of about 5 TeV. We assume this holds also for
complex WIMPs and include this uncertainty in the estimate of our theoretical un-
certainty, see also Ref. [430]. In the symmetric limit the effect of the mass splittings
generated after EWSB are not taken into account. We expect these to make the
heavier components of the multiplet decouple earlier than the lighter ones, thus re-
ducing the cross-section. In order to estimate the error due to this approximation,
we compute the thermal mass first setting to zero σBI

for T < max δmQ and then
including BSF until the DM abundance saturates. These two effects are the dom-
inant sources of error for n . 8. Instead, for n & 8, the theoretical uncertainty is
dominated by NLO corrections to the potential controlling the SE

∆VNLO

VLO
∼ βSM

2

α2

4π
log

(
mW

MDM

)
. (C.5)
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C.2 Impact of mass splittings
Here we discuss under which conditions the effect of the UV splittings can be ne-
glected in the prediction of the thermal mass. The UV splittings can affect the
freeze-out computation in two ways: i) they directly contribute to the DM annihila-
tion cross-section into Higgs bosons, ii) after the EWSB, the interaction Eq. (2.61)
generates a Higgs-mediated Yukawa potential, thus affecting the Sommerfeld en-
hancement. For definiteness, we focus on fermionic WIMPs and on the O0 contri-
butions. We checked that similar conclusions hold for scalar WIMPs and for the
contrbutions from O+.

For Y = 1/2 WIMPs, the hard annihilation cross-section into higgses induced by
O0 can be estimated as

σ2Hvrel '
3y20,+

32n2πΛ2
UV
TR , (C.6)

where TR = n(n2 − 1)/16 is the Dynkin index of the DM SU(2)L representation.
This should be compared with the typical EW hard cross-section, which is

σEWvrel '
πα2

2(n
2 − 1)2

32nM2
DM

. (C.7)

The condition σ2H/σEW < 1 can be translated into an upper bound on the mass
splittings. For instance for the inelastic mass splitting we get

δm0 < 1.6 GeV
(
1 TeV
MDM

)
n2 . (C.8)

Since MDM ∼ n5/2 we get stronger upper bound on the splitting for large multiplets.
All in all, we do not expect significant changes from what found in Chapter 2 even
though for large splittings (above 1 GeV) one can get O(1) effects on the thermal
freeze-out predictions for small multiplets.

For Y = 1 the contribution from O0, which now is a 7D operator which controls the
4-body process χχ→ 4H, can be estimated as

σ4Hvrel ≈
πy20M

4
DM

(16π2)3Λ6
UV

(n2 − 1)2

64n
. (C.9)

The condition σ4H/σEW < 1 translates into

δm0 < 0.45 GeV
(
1 TeV
MDM

)3

n2, (C.10)

which, for n = 3, 5 is much looser than the upper bound on δm0. As a consequence,
the UV splittings do not impact the freeze-out prediction for Y = 1 WIMPs.

Finally, concerning the contribution to the Sommerfeld enhancement, the potential
arising from the Yukawa interaction in Eq. (2.61) is:

VH(r) = −
(

λDv

8πΛUV

)2
e−mhr

r
. (C.11)
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Such potential is shorter range with respect to typical EW Yukawa potentials, due
to the larger Higgs mass as compared to weak boson masses. We find that VH(r) is
negligible compared to the size of the EW potential α2/r for the mass splittings of
our interest.
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Appendix D

The WIMP Unitarity Bound

We now analyze the constraint of perturbative unitarity on the annihilation cross-
section, including bound state formation. The perturbative unitarity of the S-matrix
sets an upper bound on the size of each partial wave contribution to the total
annihilation cross-section 1

(σeffvrel)
J ≤ 4π(2J + 1)

M2
χvrel

, (D.1)

where ~J = ~L + ~S is the total angular momentum. The stronger inequality comes
from the s-wave channel (i.e. J = 0) which can be written as

(σannvrel) +
∑
BJ

f 0
BJ

(σBJ
vrel) ≤

4π

M2
χvrel

, (D.2)

where f 0
Bi

selects the BS contributions that can be formed by J = 0 initial wave,
which are limited by the selection rules discussed in the previous Section.

For a real scalar WIMP selecting the s-wave implies L = 0, and only BS in p-orbitals
can contribute to the s-wave cross-section with f 0

BS = 1. The spin statistics of the
wave function in Eq. (2.22) forces these BS to have odd (I − 1)/2. In practice, the
s-wave unitarity bound for scalars is determined solely by the SE. For Majorana
fermionic WIMP selecting the s-wave implies the same selection rules of the scalar
when S = 0. Additional contributions arise from S = 1 s-orbital states, whose
isospin must be odd due to Fermi statistics. In this case, the projection onto the
J = 0 wave gives f 0

BS = 1
9
.

Solving the constraint in Eq. (D.2) we find that s-wave unitarity is violated for
n ≥ 15 for both fermion and scalar WIMPs. In both cases the s-wave cross-section
is largely dominate by the SE. We checked that a similar constraint can be obtained
by looking at the p−wave unitarity, where the cross-section is instead dominated by
the formation of 1s BS.

1This constraint was derived for e+e− annihilations in [431, 432] and then used for the first time
in the DM context in [97]. It can be checked that this constraints is not modified in the presence
of long range interactions [433].
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Figure D.1: Examples of Feynman diagrams contributing at NLO to the non-relativistic
potentials as estimated in Eq. (D.4).

As we noticed in the main text, the BSF contribution is larger for complex WIMPs
compared to the real case due to the larger multiplicity of bound states that can be
formed.

The selection rules that regulates the BS dynamics derive from the dipole Hamilto-
nian which is written for completeness in Eq. (2.20). These selection rules are only
broken by NLO contributions in gauge boson emission which can be estimated as

∆σNLO
BSF

σLO
BSF

∼ α3
eff

64π
, (D.3)

where the extra α2
eff correctly accounts for the phase space suppression in the limit

of small velocities as detailed in [124] As a result, the LO selection rules hold all the
way till the breaking of perturbative unitarity.

Interestingly, the upper bound on n from perturbative unitarity derived from Eq. (D.2)
is significantly stronger than the one derived from the perturbative unitarity of the
Born cross-section which is violated for n ≥ 38 (i.e. αeff ≥ 4π). This suggests that
because of SE, the ratio between the NLO and the LO cross-section should apprecia-
bly deviate from the NDA scaling of the Born cross-section: σNLO

Born/σ
LO
Born ∼ αeff/4π.

Estimating the NLO correction to the potentials controlling the SE we indeed get

∆VNLO

VLO
∼ αeff

4π
log

(
mW

√
z

Mχ

)
, (D.4)

where the NLO potential is resumming ladder diagrams like the ones in Fig. D.1,
and where we substituted the de Broglie length 1/Mvrel ≈

√
z/Mχ as the typical

lenght scale for the annihilation process. Our estimate above matches the explicit
NLO computation of the SE for the 3-plet in Ref. [434]. Requiring this correction
to be . 1 across the freeze-out temperatures leads to a similar upper bound on n
than the one inferred from perturbative unitarity.

We use the estimate above to assess the theory uncertainty on the WIMP thermal
masses in Table 2.1. Indeed, Eq. (D.4) results in a correction to the Sommerfeld
factor SE, which affects both Sann and SBJ

as introduced in Eq. (2.25). We find
that neglecting the NLO contribution dominates the DM mass theory uncertainty
for n ≥ 7. The uncertainty grows as we increase the dimensionality of the multiplet
becoming as large as O(30%) for n = 13.
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Finally, we compare our results to the ones obtained in Ref. [103]. Numerically, the
upper bound on the WIMP mass corresponding to the saturation of the unitarity
bound is roughly 500±200 TeV, which is the expected thermal mass for n = 15 as can
be seen from Fig. 2.1. The unitarity boundary was set instead to 150 TeV for n = 13
in Ref. [103] without a quoted theory uncertainty. Beside the numerical differences,
our computation differ from the one in Ref. [103] in two crucial instances: i) at large
n we find that large isospin channels enhance significantly the BSF cross-section
making the WIMP DM mass heavier than in Ref. [103] at fixed n; ii) we find that
including BSF does not accelerate by much the saturation of the unitarity bound
because of the selection rules of the dipole Hamiltonian at LO. As we discussed
above, the LO selection rules are not lifted by NLO corrections until the boundary
of perturbative unitarity is reached. These two effects together push the heaviest
calculable WIMP mass very close to the PeV scale appreciably enlarging the EW
WIMP scenarios beyond the reach of any realistic future collider.
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Appendix E

Millicharged WIMPs

Complex WIMPs with Y = 0 have an unbroken U(1) flavor symmetry which can
be gauged by a new dark photon. Generically the dark photon would mix with
the visible one through a kinetic mixing operator εFF ′ and the complex WIMP
would acquire a EM charge ε. In this scenario the dark gauge symmetry makes
the DM accidentally stable as noticed in Ref. [96] at the price of giving up charge
quantization. Here we want to summarize the freeze-out predictions and the basic
phenomenology of millicharged WIMPs in the limit of very small ε (i.e. ε < 10−10)
when their phenomenology resemble the one of the real WIMPs discussed in Ref. [47].
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Figure E.1: Expected SI cross-sections for different millicharged complex WIMPs with
ε . 10−10. The blue dots correspond to Dirac WIMPs and the red dots to complex
scalar WIMPs. The vertical error bands correspond to the propagation of LQCD uncer-
tainties on the elastic cross-section (Eq. (2.53)), while the horizontal error band comes
from the uncertainty in the theory determination of the WIMP freeze out mass in Ta-
ble E.1. The light green shaded region is excluded by the present experimental contraints
from XENON-1T [133] and PandaX-4T [114], the green dashed lines shows the expected
95% CL reach of LZ/Xenon-nT [127, 128] and DARWIN [54, 129].

Concerning the freeze-out dynamics, the only difference between real and millicharged
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WIMPs is in the existence of BS with PBS = (−1)L+S+ I−1
2 = −1 formed by χ̄χ pairs

of millicharged WIMPs. These are forbidden by the spin-statistic properties of the
χχ wave function for real WIMPs. Since PBS is preserved by dipole interactions
for Y = 0, to leading order no transitions can occur between states with opposite
PBS and excited BS with PBS = −1 will dominantly decay to 1s and 2s states with
the same PBS. The latter have small decay widths with respect to their PBS = 1
counterparts. nsS=1

1 and nsS=1
5 annihilate into four vectors with a rate

Γ(nsS=1
1,5 → V V V V ) ' α4

eff
16π2M2

DM

|Rn0(0)|2

M2
DM

, (E.1)

while nsS=0
3 annihilates into three vectors with rate:

Γ(nsS=0
3 → V V V ) ' α3

eff
4πM2

DM

|Rn0(0)|2

M2
DM

. (E.2)

where Rn0 ∼ (αeffMDM)3/2 is the radial wave function of the BS at the origin. As
noticed in Ref. [96] for the millicharged 3-plet a large resonance in the Sommerfeld
enhancement leads to two different freeze out predictions. We summarize our freeze
out predictions in Table E.1.

DM spin nε MDM (TeV) ΛLandau/MDM (σv)J=0
tot /(σv)

J=0
max

Complex scalar

3 1.60± 0.01− 2.4∗ > MPl -
5 11.3± 0.6 > MPl 0.003
7 47± 3 2× 106 0.02
9 118± 9 110 0.09
11 217± 17 7 0.25
13 352± 30 3 0.6

Dirac fermion

3 2.0± 0.1− 2.4∗ > MPl -
5 9.1± 0.5 4× 106 0.002
7 45± 3 80 0.02
9 115± 9 6 0.09
11 211± 16 2.4 0.3
13 340± 27 1.6 0.7

Table E.1: Freeze-out mass predictions for millicharged WIMP DM. The annihilation
cross-section includes both the contribution of SE and BSF. For the triplets, a second
prediction, denoted with a *, for the thermal mass is present due to the emergence of
a large resonance in the Sommerfeld enhancement for MDM ≈ 2.4 TeV. We provide a
measure of how close the DM annihilation cross-section is to the unitarity bound for s-
wave annihilation (σv)J=0

max = 4π/M2
DMv. We derive the scale where EW gauge coupling

will develop a Landau pole by integrating-in the WIMP multiplet at its freeze-out mass.

For completeness, in Fig. E.1 we show the SI scattering cross-section of DM on
xenon nuclei for the different millicharged candidates. This cross-section is identical
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to that computed for real candidates with ε . 10−10 [96, 102], while larger ε would
open up new opportunities for direct detection (see e.g. Fig 1 of [96]). From Fig. E.1
we see that even in the worst case scenario of very small millicharge large exposure
experiments will be able to fully probe millicharged WIMPs with 200 ton-year ex-
posure. The heavier multiplets could be also firmly discovered at DARWIN with
kiloton exposure.

172



Appendix F

More on WIMPs at future lepton
colliders

F.1 The scalar WIMPs
Probing scalar WIMPs with typical missing mass searches is quite hard. This is due
to multiple reasons: i) the scalar production cross-sections are roughly one order of
magnitude smaller than for fermions with same n, as shown on the left of Fig. F.1.
A factor of 4 suppression comes from the lower number of degrees of freedom for
scalar final states, while the remaining suppression comes from a velocity suppressed
production cross-section compared to the fermionic case. Since the reach is a very
slow function of the mass of the WIMP Mχ, as shown in the right panel of Fig. F.1,
a reduction of the signal cross-section implies a drastic change in the reach. ii) The
scalar WIMPs have typically larger freeze-out masses compared to fermionic WIMPs
with same EW charge n.
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Figure F.1: Left: Drell-Yan Mono-W cross-section for
√
s = 14TeV. Right: Signif-

icance of the mono-W search for
√
s = 14TeV. In both plots, the only cuts applied are

|ηW | < 2.5 (geometric acceptance) and MIM > 2Mχ.

All in all, scalar WIMPs give dimmer signals at colliders and are generically heavier
than fermionic WIMP. It is thus not surprising that the results expected from collider
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searches of scalar WIMPs, shown in Fig. F.2, are far less exciting than those for
fermions in Fig. 2.7.
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Figure F.2: Different bars show the reach at 2σ (full wide) and at 5σ (hatched thin)
on the WIMP mass at a muon collider with baseline luminosity given by Eq. (2.31) for
the different search channels discussed in Sec. 2.4.1: mono-gamma, inclusive mono-W,
charged mono-W, mono-Z, di-gamma, same-sign di-W , the combination of all these MIM
channels (blue). We also show the reach of disappearing tracks as discussed in Sec. 2.4.2:
at least 1 disappearing track (red), or exactly 2 tracks (orange). All the results are obtained
assuming systematic uncertainties to be: 0 (light), 1 ‰(medium), or 1% (dark). The
vertical red lines show the freeze-out prediction band. Above: Real Scalar 3-plet for√
s = 14TeV Below: Real Scalar 5-plet for

√
s = 30TeV.

The overall picture in the landscape of possible beam energy and luminosity options
for a future very high energy lepton collider is displayed in Fig. F.3. At variance
with the fermionic case presented in Fig. 2.6, the potential to probe scalar WIMPs
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with mono-X signals is very limited.
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Figure F.3: Same as Fig. 2.6, but for real scalar WIMPs. Left: Real Scalar 3-plet.
Right: Real Scalar 5-plet.

We stress that our results are based purely on Drell-Yan production of χ, which
accounts perfectly for the total production rate of WIMPs of mass comparable with√
s. For significantly lighter WIMPs it is possible to add further production modes

and discovery channels, such as production by vector boson fusion and mono-muon
channels studied for lighter fermionic WIMPs [112], which may result in a bound
for light enough scalar WIMPs. In Fig. F.4 we plotted the cross-sections for scalar
χχ production in W -fusion (as a representative for VBF modes) and Drell-Yan as a
function of Mχ. It can be seen that the VBF cross-section decreases quickly, while
DY remains almost constant except near the kinematic threshold. In particular, for
the real scalar 5-plet at

√
s = 30 TeV our DY 2σ reaches can be trusted, as the VBF

contribution is smaller than 10% of the DY one. For the scalar triplet at
√
s = 14

TeV, the inclusion of VBF modes is not expected to improve the reach for masses
& 1 TeV.

It is remarkable that for real scalars the mass splitting between charged and neutral
states in the n-plet is dominated by EW interactions. Indeed, no splitting term
with the Higgs can be written at the quartic level, due to the antisymmetry of the
SU(2)L contraction. By hypercharge conservation, and assuming the scalar does
not get any extra VEV, the leading terms contributing to the mass splitting are
dimension 6 in the SM. Therefore the stub-track prediction is robust and does not
depend on peculiar UV completions of the model. Results for searches of scalar
WIMPs from stub-track analyses are reported in Fig. F.5.

We also report results for scalar complex WIMPs. A summary of the collider searches
is found in Fig. 2.5. A zoomed picture of the results is given in Fig. F.6.
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Figure F.5: Same as Fig. 2.12, but for real scalar WIMPs. Left: Real Scalar 3-plet.
Right: Real Scalar 5-plet.

F.2 Details of the missing momentum analyses
In Table F.1 and Table F.2 we provide the results of the optimized cuts for all the
considered mono-V and di-V channels, for the case of a Majorana n-plet, or a real
scalar, respectively. The optimization was carried out in an equally spaced 25× 12
grid in the rectangle [0,

√
s/2]× [0, 2.4] in the pcutT,X − ηcutX plane.

In Table F.3, F.4 we report the same for the fermionic complex WIMP for complete-
ness

We also report the expected number of signal events, the signal-to-noise ratio, and
the value of the mass that can be excluded at 95% C.L. We provide results for muon
colliders with

√
s = 3, 14, 30 TeV with integrated luminosity as in Eq. (2.31), and

for systematic uncertainties εsys = 0, 1‰, 1%.

Among all the channels considered, the only background that needs some careful
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Majorana 3-plet Majorana 5-plet√
s εsys ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV] ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV]

M
on

o-
γ

3 TeV
0 2.4 0.18 1007 0.004 0.72 2.4 0.0 3038 0.001 1.4

1‰ 2.2 0.24 746 0.006 0.67 1.2 0.0 3683 0.003 1.3
1% 1.2 0.78 107 0.05 0.58 0.6 0.3 639 0.02 1.1

14 TeV
0 1.6 2.5 360 0.01 2.2 2.2 0.28 3693 0.001 5.5

1‰ 1.6 2.8 323 0.01 2.2 1.2 0.84 1300 0.004 5.2
1% 1.0 4.5 108 0.05 1.9 0.8 2.8 331 0.03 4.4

30 TeV
0 1.2 7.8 174 0.02 4.4 1.6 1.8 1795 0.002 11

1‰ 1.2 7.8 175 0.02 4.4 1.0 2.4 1312 0.004 11
1% 1.2 8.4 190 0.03 4.0 0.8 6.0 455 0.03 8.8

M
on

o-
W

(in
cl

us
iv

e) 3 TeV
0 1.6 0.36 842 0.005 0.79 2.2 0.06 5625 0.0007 1.2

1‰ 1.4 0.48 534 0.008 0.78 1.0 0.24 1649 0.004 1.2
1% 1.0 0.84 172 0.04 0.64 0.6 0.54 515 0.02 1.0

14 TeV
0 1.6 2.0 819 0.005 3.4 1.8 0.56 5325 0.0008 5.5

1‰ 1.6 2.2 665 0.007 3.3 1.0 1.4 1342 0.004 5.2
1% 0.8 4.2 155 0.04 2.8 1.2 2.5 635 0.03 4.4

30 TeV
0 1.4 5.4 696 0.006 6.7 1.8 1.8 3946 0.001 12

1‰ 1.4 5.4 606 0.007 6.7 1.4 2.4 2771 0.003 11
1% 1.0 9.0 211 0.03 5.2 0.8 5.4 813 0.02 9.3

M
on

o-
W

(le
pt

on
ic

) 3 TeV
0 1.4 0.6 88 0.05 0.64 2.4 0.12 1175 0.003 1.1

1‰ 1.4 0.6 88 0.05 0.64 1.6 0.24 506 0.009 1.1
1% 1.4 0.6 97 0.05 0.6 1.4 0.42 261 0.03 1.0

14 TeV
0 1.4 3.1 92 0.05 2.6 1.6 1.1 610 0.007 5.0

1‰ 1.4 3.1 92 0.05 2.6 1.6 1.1 642 0.007 4.9
1% 1.2 3.4 77 0.06 2.5 1.4 2.0 308 0.03 4.5

30 TeV
0 1.2 7.8 72 0.06 5.1 1.6 2.4 642 0.006 10

1‰ 1.2 7.8 72 0.06 5.1 1.4 3.0 442 0.01 10
1% 1.2 7.8 65 0.07 5.0 1.2 5.4 177 0.04 9.4

M
on

o-
Z

3 TeV
0 1.4 0.72 330 0.02 0.37 1.4 0.0 1798 0.002 1.2

1‰ 1.4 0.72 277 0.02 0.36 1.0 0.0 1946 0.003 1.2
1% 1.2 0.9 127 0.04 0.29 0.6 0.48 563 0.02 0.9

14 TeV
0 1.2 3.6 263 0.02 1.1 1.2 0.28 4458 0.001 5.0

1‰ 1.4 3.4 273 0.02 1.1 0.6 1.4 827 0.006 4.8
1% 0.8 5.3 82 0.06 0.9 0.4 3.1 260 0.03 3.7

30 TeV
0 1.8 5.4 470 0.01 2.1 1.0 1.8 2515 0.002 10

1‰ 1.6 6.0 443 0.01 1.9 0.8 3.0 1159 0.005 9.8
1% 0.8 11 80 0.06 1.5 0.2 6.0 267 0.03 7.5

D
i-γ

3 TeV
0 2.4 0.42 106 0.04 0.31 2.4 0.0 509 0.008 1.2

1‰ 2.4 0.42 106 0.04 0.31 1.8 0.0 404 0.01 1.2
1% 2.4 0.48 84 0.07 0.29 1.0 0.12 160 0.04 1.1

14 TeV
0 2.2 2.8 71 0.07 1.3 1.4 0.56 331 0.01 4.8

1‰ 2.2 2.8 71 0.07 1.3 1.4 0.56 332 0.01 4.8
1% 2.0 3.6 58 0.08 1.2 1.0 1.4 125 0.04 4.5

30 TeV
0 2.4 6.6 103 0.04 2.6 1.6 1.2 580 0.007 9.9

1‰ 2.4 6.6 103 0.04 2.5 1.6 1.2 574 0.008 9.9
1% 2.4 9.0 47 0.1 2.4 1.0 2.4 274 0.03 9.0

D
i-W

(s
am

e-
sig

n) 3 TeV
0 2.5 0.3 6 2.6 0.32 2.5 0.3 5 3.9 1.0

1‰ 2.5 0.3 6 2.6 0.32 2.5 0.3 5 3.9 1.0
1% 2.5 0.3 6 2.6 0.32 2.5 0.3 5 3.9 1.0

14 TeV
0 2.5 1.5 10 0.66 1.7 2.5 1.5 9 0.89 4.8

1‰ 2.5 1.5 10 0.66 1.7 2.5 1.5 9 0.89 4.8
1% 2.5 1.5 10 0.66 1.7 2.5 1.5 9 0.89 4.8

30 TeV
0 2.5 3 14 0.4 3.7 2.5 3 12 0.52 10

1‰ 2.5 3 14 0.4 3.7 2.5 3 12 0.52 10
1% 2.5 3 14 0.4 3.7 2.5 3 12 0.52 10

Table F.1: 95% C.L. reach on the mass of a Majorana 3-plet and 5-plet from the various
mono-X channels. The excluded number of signal events S95% and the relative precision
S95%/B are also given, together with the values of the optimal event selection cuts on ηX
and pT,X , where X is either the single vector boson or the compound diboson system for
Di-W and Di-γ. The numbers are shown for different collider energies Ecm and systematic
uncertainties εsys.
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Scalar 3-plet Scalar 5-plet√
s εsys ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV] ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV]

M
on

o-
γ

3 TeV
0 1.2 0.9 – – – 0. 1.6 2749 0.002 0.79

1‰ 1.2 0.9 – – – 1.4 0.18 916 0.005 0.72
1% 1.2 0.9 – – – 0.8 0.54 252 0.03 0.53

14 TeV
0 1. 5.0 – – – 1.2 1.4 809 0.005 2.6

1‰ 1. 5.0 – – – 1.2 1.7 619 0.007 2.5
1% 1. 5.0 – – – 0.8 3.6 201 0.03 2.0

30 TeV
0 1. 9.6 – – – 1.2 4.8 447 0.009 5.5

1‰ 1. 9.6 – – – 1.2 4.8 459 0.009 5.3
1% 0.8 11 – – – 0.6 7.8 186 0.04 3.9

M
on

o-
W

(in
cl

us
iv

e) 3 TeV
0 1.4 0.72 213 0.02 0.23 1.4 0.36 881 0.005 0.76

1‰ 1.4 0.78 213 0.02 0.22 1.2 0.48 523 0.008 0.74
1% 1. 0.96 118 0.04 0.2 0.8 0.78 197 0.03 0.64

14 TeV
0 1.2 4.2 181 0.02 0.82 1.6 1.7 1016 0.004 3.3

1‰ 1.2 4.2 160 0.02 0.82 1.2 2.2 642 0.007 3.2
1% 0.8 5.0 80 0.06 0.72 0.6 3.6 256 0.03 2.6

30 TeV
0 1.2 9. 160 0.03 1.5 1.4 3.6 988 0.004 6.8

1‰ 1.2 9. 160 0.03 1.5 1.2 5.4 605 0.007 6.7
1% 1. 10 103 0.05 1.3 0.6 10 103 0.05 5.0

M
on

o-
W

(le
pt

on
ic

) 3 TeV
0 1.2 0.84 – – – 1.6 0.48 149 0.03 0.6

1‰ 1.2 0.84 – – – 1.6 0.48 150 0.03 0.6
1% 1.2 0.84 – – – 1.2 0.6 96 0.05 0.58

14 TeV
0 1.2 4.2 – – – 1.6 2.2 178 0.02 2.5

1‰ 1.2 4.2 – – – 1.6 2.2 178 0.02 2.5
1% 1.2 4.2 – – – 1.2 3.4 82 0.06 2.3

30 TeV
0 1. 10.2 30 0.2 0.94 1.4 6.0 139 0.03 5.1

1‰ 1. 10.2 30 0.2 0.94 1.4 6.0 131 0.03 5.1
1% 1. 10.2 31 0.2 0.93 1.4 6.6 107 0.05 4.9

M
on

o-
Z

3 TeV
0 1.4 0.72 – – – 1.2 0.0 1737 0.002 0.76

1‰ 1.4 0.72 – – – 0.8 0.18 1049 0.005 0.71
1% 1. 1.0 – – – 0.8 0.72 245 0.03 0.57

14 TeV
0 1.4 3.4 – – – 1. 1.4 996 0.004 2.9

1‰ 1.4 3.4 – – – 0.6 1.4 815 0.006 2.7
1% 0.8 5.3 – – – 0.6 3.9 209 0.03 2.1

30 TeV
0 1.4 7.2 – – – 1.2 3.0 1207 0.003 5.5

1‰ 1.4 7.8 – – – 1. 4.2 669 0.007 5.4
1% 0.8 11 – – – 0.6 7.2 340 0.03 3.7

D
i-γ

3 TeV
0 1.8 0.78 – – – 1.4 0.0 318 0.01 0.63

1‰ 1.8 0.78 – – – 1.2 0.0 285 0.02 0.63
1% 1.8 0.78 – – – 1. 0.18 116 0.05 0.58

14 TeV
0 2.2 3.6 – – – 1.0 1.4 117 0.04 2.6

1‰ 2.2 3.6 – – – 1.0 1.4 117 0.04 2.6
1% 2.2 3.9 – – – 1.0 1.4 135 0.04 2.5

30 TeV
0 2.4 9.0 – – – 1.4 3.0 224 0.02 5.1

1‰ 2.4 9.0 – – – 1.4 3.0 225 0.02 5.1
1% 2.4 9.0 – – – 1. 4.2 116 0.05 4.8

D
i-W

(s
am

e-
sig

n) 3 TeV
0 2.5 0.3 – – – 2.5 0.3 6 2.9 0.7

1‰ 2.5 0.3 – – – 2.5 0.3 6 2.9 0.7
1% 2.5 0.3 – – – 2.5 0.3 6 2.9 0.7

14 TeV
0 2.5 1.5 – – – 2.5 1.5 10 0.71 3.4

1‰ 2.5 1.5 – – – 2.5 1.5 10 0.71 3.4
1% 2.5 1.5 – – – 2.5 1.5 10 0.71 3.4

30 TeV
0 2.5 3 – – – 2.5 3 14 0.42 7.4

1‰ 2.5 3 – – – 2.5 3 14 0.42 7.4
1% 2.5 3 – – – 2.5 3 14 0.42 7.4

Table F.2: Same as Table F.1 but for real scalar 3-plet and 5-plet. A ‘–’ indicates that
no 95% C.L. exclusion is possible.
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Dirac 21/2 Dirac 31√
s εsys ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV] ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV]

M
on

o-
γ

3 TeV
0 2.4 0.24 492 0.01 0.5 2.4 0.01 3181 0.001 1.3

1‰ 1.6 0.54 213 0.02 0.49 1.4 0.12 1217 0.004 1.2
1% 1. 0.9 94 0.05 0.43 0.6 0.42 353 0.03 0.94

6 TeV
0 1.8 0.96 296 0.02 0.83 2.4 0. 6895 0.0006 2.5

1‰ 1.4 1.4 282 0.02 0.82 1.4 0.24 1453 0.004 2.2
1% 1. 1.9 83 0.06 0.69 0.8 1.1 309 0.03 1.7

10 TeV
0 1.2 3. 101 0.05 1.1 2. 0.2 3159 0.001 3.6

1‰ 1.2 3. 99 0.04 1.1 1.4 0.8 867 0.006 3.5
1% 0.8 3.8 56 0.08 0.98 1. 2. 348 0.03 2.7

14 TeV
0 1.2 4.2 107 0.04 1.5 1.8 0.56 2080 0.002 4.9

1‰ 0.8 4.5 110 0.04 1.5 1.6 1.1 991 0.005 4.7
1% 0.6 5.9 46 0.1 1.3 0.6 2.8 290 0.03 3.7

30 TeV
0 1. 9.6 107 0.04 3. 1.8 1.8 1423 0.003 10.

1‰ 1. 9.6 107 0.04 3. 1.6 3. 911 0.005 9.6
1% 0.8 10. 98 0.05 2.7 1. 6.6 309 0.03 7.6

M
on

o-
W

(in
cl

us
iv

e)

3 TeV
0 1.4 0.6 336 0.01 0.53 2. 0.18 1833 0.002 1.1

1‰ 1.2 0.72 228 0.02 0.52 1.6 0.3 1180 0.004 1.
1% 0.8 1. 92 0.06 0.47 1. 0.66 345 0.03 0.85

6 TeV
0 1.4 1.2 361 0.01 1. 2. 0.48 1572 0.003 2.

1‰ 1.4 1.2 351 0.01 1. 1.4 0.72 1051 0.005 2.
1% 1. 1.8 140 0.04 0.86 0.8 1.2 480 0.03 1.6

10 TeV
0 1.6 2. 336 0.01 1.5 1.6 1. 1424 0.003 3.3

1‰ 1.6 2. 331 0.01 1.5 1.4 1.2 1065 0.005 3.2
1% 0.8 3.4 100 0.05 1.3 0.8 2. 429 0.03 2.7

14 TeV
0 1.2 3.4 298 0.01 2.1 1.6 1.4 1566 0.003 4.6

1‰ 1.2 3.4 322 0.01 2.1 1.4 1.7 1066 0.005 4.4
1% 0.8 4.8 107 0.05 1.7 0.8 3.6 225 0.03 3.6

30 TeV
0 1.4 6.6 344 0.01 4.1 1.8 3. 1433 0.003 9.6

1‰ 1.4 7.2 283 0.01 4.1 1.6 4.2 976 0.005 9.3
1% 0.8 11. 75 0.07 3.4 0.8 8.4 216 0.03 7.5

Table F.3: 95%C.L. reach on the mass of the Dirac 21/2 and 31 from the various mono-X
channels. The excluded number of signal events S95% and the relative precision S95%/B are
also given,together with the values of the optimal event selection cuts on ηX and pT,X ,where
X is the single vector boson.The numbers are shown for different collider energies

√
s and

systematic uncertainties εsys.
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Dirac 41/2 Dirac 51√
s εsys ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV] ηcutX pcutT,X [TeV] S95% S95%/B M95% [TeV]

M
on

o-
γ

3 TeV
0 2.4 0.01 3026 0.001 1.4 2.4 0.01 2823 0.001 1.5

1‰ 1.4 0.01 4092 0.003 1.3 1.6 0.01 3906 0.003 1.4
1% 0.6 0.3 517 0.02 1.1 0.4 0.12 1245 0.02 1.2

6 TeV
0 2.4 0.01 6776 0.0006 2.7 2.4 0.01 6400 0.0006 2.9

1‰ 1.2 0.24 1732 0.004 2.4 1.2 0.01 6084 0.003 2.7
1% 0.8 0.96 478 0.02 2. 0.6 0.72 697 0.02 2.3

10 TeV
0 2.4 0.01 7217 0.0008 4.1 2.4 0.01 10886 0.0004 4.7

1‰ 1.2 0.6 1264 0.004 3.8 1.2 0.2 3073 0.003 4.4
1% 0.8 1.6 424 0.03 3.1 0.4 1.2 531 0.02 3.7

14 TeV
0 2.2 0.28 3174 0.001 5.5 2.4 0.01 15838 0.0003 6.4

1‰ 1.2 1.1 936 0.005 5.2 1. 0.56 1967 0.003 6.
1% 0.6 2.8 276 0.03 4.3 0.4 2. 483 0.02 5.1

30 TeV
0 1.6 1.2 2374 0.002 11. 1.6 0.6 4145 0.001 13.

1‰ 1.2 2.4 1134 0.004 11. 0.8 1.2 2078 0.003 13.
1% 0.8 6. 356 0.03 8.7 0.6 4.2 671 0.02 11.

M
on

o-
W

(in
cl

us
iv

e)

3 TeV
0 2.4 0.06 5317 0.0008 1.2 2.4 0. 6314 0.0006 1.3

1‰ 1.2 0.24 1409 0.004 1.2 1. 0.18 1705 0.004 1.3
1% 0.8 0.54 460 0.02 1. 0.6 0.36 1255 0.02 1.1

6 TeV
0 2.2 0.12 8969 0.0004 2.4 2.4 0. 16721 0.0002 2.6

1‰ 1.2 0.48 1855 0.003 2.3 1. 0.36 2629 0.003 2.5
1% 0.8 1.1 467 0.03 2. 0.6 0.72 1010 0.02 2.2

10 TeV
0 2. 0.4 4213 0.001 4. 2.2 0.2 9661 0.0004 4.4

1‰ 1.4 1. 1202 0.004 3.8 1.2 0.6 2786 0.003 4.2
1% 0.6 2. 441 0.03 3.2 0.4 1.6 622 0.02 3.7

14 TeV
0 1.8 0.56 4093 0.001 5.5 2.2 0.28 10846 0.0004 6.1

1‰ 1.2 1.4 1215 0.004 5.3 1.2 0.84 2859 0.003 5.8
1% 1. 2.8 486 0.02 4.4 0.2 2.5 315 0.03 5.

30 TeV
0 1.6 2.4 2888 0.002 12. 2.2 0.6 8056 0.0006 13.

1‰ 1.2 2.4 1922 0.003 11. 1.2 2.4 1829 0.003 12.
1% 1. 6. 627 0.02 9.3 0.4 5.4 395 0.03 11.

Table F.4: 95%C.L. reach on the mass of the Dirac 41/2 and 51 from the various mono-X
channels. The excluded number of signal events S95% and the relative precision S95%/B are
also given,together with the values of the optimal event selection cuts on ηX and pT,X ,where
X is the single vector boson.The numbers are shown for different collider energies

√
s and

systematic uncertainties εsys.
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Figure F.6: Collider results for scalar WIMPs. Same notation as in Fig. 2.11.

treatment is the mono-W one. We split this background in two contributions. For
pseudo-rapidities of the final state lost muon ηµ > ηmatch (computed with respect
to the direction of the initial state muon with the same charge), we compute the
cross-section of the process γµ∓ → W∓ν, using the improved Weizsäcker-Williams
approximation [435]. For 2.5 < ηµ < ηmatch, we compute the full hard process
µ−µ+ → W∓ν`±. The values used for ηmatch are 5.4, 6.2, 6.5, 7.0, 7.5 for

√
s =

3, 6, 10, 14, 30 TeV, respectively. These values are such that the two background
contributions are the same in the pseudorapidity region (ηmatch, ηmatch + 0.2) for the
lost muon.

F.3 Recasting the disappearing tracks
We recast the two search strategies discussed in Ref. [122] that exploit the presence
of a single short reconstructed disappearing track or a two-track analysis that require
at least one of them to be a short disappearing track, in addition to a trigger photon.
The requirements are summarized in Table F.5 from Ref. [122].

Single-track search. For the single-track analysis we take the background cross-
section quoted in [122]. This rate is mainly determined by the combinatorial of track
reconstruction induced by beam-induced backgrounds.1 To determine the rate of the

1As acknowledged in [122], this estimate of the background is quite conservative because it is
based on detailed beam dynamics simulation for

√
s = 1.5 TeV. Due to the relativistic dilution of

muon decays, we expect smaller background cross-section at higher
√
s.
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single-track events, we compute the mono-photon cross-section doubly differential
in the polar angles of the charged particles χ1, χ2. This dσ/dθ1dθ2 is obtained at LO
in perturbation theory with MadGraph5_aMC@NLO and is further reweighted
to take into account angular and distance sensitivity to stub-tracks reported in
Ref. [122]. Let P (θ1) be the probability that the particle χ1 is reconstructed as a
track:

P (θ, rmin, rmax)=

∫ rmax

rmin

dr εrec(r, θ)

cτβγ sin θ
e−r/(cτβγ sin θ), (F.1)

where r is the transverse radius and εrec(r, θ) is the probability to reconstruct as
a track a particle travelling at an angle θ that decayed at a transverse radius r
given in Fig. 11 of Ref. [122]. For single tracks εrec(r, θ) is 0 outside the interval
r ∈ [50mm, 127mm], and outside π/6 < θ < 5π/6. The radial condition reflects
the fact that tracks can only be reconstructed if the particles make at least 4 hits in
the vertex detector, which for the considered geometry means that the particle must
travel at least a minimum distance of 50 mm in the detector, while the upper limit
stems from the disappearing condition of the track. The latter condition will be
relaxed in the 2-tracks search. With the knowledge of εrec the integral in Eq. (F.1)
can be performed numerically. As per Table F.5, the hard cross-section σS,γ is
subject to trigger requirements: the leading observed track is required to have

pT > 300 GeV (F.2)

to help discriminate it against fake tracks, and it must lie within the cone

2π

9
< θ <

7π

9
. (F.3)

In our recast, due to lack of a detailed tracking and detector simulation, these cuts
are implemented at parton level on the DM particles momenta, which leads us to
overestimates the number of events that pass the selection. To account for this
effect we assume that only a fraction εtran of the events with parton pT > 300 GeV
gives a track whose pT fulfils the same conditions. The transfer factor εtran ≈ 0.5
is estimated from the pT distribution of χ obtained at generator level, and track pT
distribution given in Ref. [122]. We assume that tracks with pT > 300 GeV can only
come from χ with pT > 300 GeV. To properly avoid over-counting events with two
reconstructed tracks, we divide the final state phase space into two non-overlapping
regions that require different reconstruction constraints:

Single track (1T) Double track (2T)
Eγ > 25 GeV > 25 GeV

pT leading track > 300 GeV > 20 GeV
pT subleding track / > 10 GeV
θ leading track 2π

9
< θ < 7π

9
2π
9
< θ < 7π

9

∆z tracks / < 0.1 mm

Table F.5: Event selections in the two signal regions considered in the original work [122].
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i) Both χ fulfil the conditions to be considered as leading track (Eq. (F.2) and
Eq. (F.3)). In this case both tracks are subject to the detection and reconstruc-
tion efficiencies εtran and εrec (θ, r). These events may give rise to zero, one, or
two reconstructed stub-tracks. We count events with at least one stub-track.

ii) Exactly one χ fulfils the conditions to be considered as leading track. Only events
in which this track is reconstructed according to detection and reconstruction
efficiencies εtran and εrec (θ, r) are counted. The fate of the sub-leading χ (if any)
is irrelevant.

The largest contribution to the single-track cross-section comes from events in region
i), where both DM particles satisfy the pT and θ requirements to be considered as
a leading track. The preference for this configuration reflects the approximate 2-
body kinematics of the mono-γ events with small pT. In order to understand the
nature of signal we can split it into two further sub-categories with: a) exactly one
reconstructed track which fulfils the conditions Eq. (F.2) and Eq. (F.3); b) exactly
2 reconstructed stub-tracks, of which at least one fulfils the same conditions. The
respective rates are given by:

d2σ1T
S,γ

d cos θ1d cos θ2
·

{
εtran2P (θ1)(1− P (θ2)) 1 track,(
1− (1− εtran)2

)
P (θ1)P (θ2) 2 tracks,

where the hard cross-section σ1T
S,γ is restricted to the phase-space region where both

χ particles fulfil the requirements of Eq. (F.2) and Eq. (F.3). The boost factor βγ
and the angular distribution are both taken from a MC sample with cuts only on
the photon at generator level.

The resulting number of events is used to compute the reach on the DM mass
reported in Fig. 2.7, according to Eq. (2.39) with εsys = 0.

Interestingly, the results obtained from the MC sample can also be understood semi-
analytically thanks to the simple kinematics of the mono-photon process. Given
that the photon tends to be soft, the kinematics of the three body process is not
too different from direct production of a pair of oppositely charged DM particles
without the photon. Therefore a very good analytic approximation of the above
results can be obtained, with the χ boost factor and flight directions approximated
by the ones for pair-produced DM particles with energy

√
s/2,

βγ ≈
√

s

4M2
χ

− 1 , θ1 = π + θ2. (F.4)

The angular distribution can also be computed analytically in the 2-body limit,

1

σS,γ

dσS,γ
d cos θ

∝

{
1 + 4

M2
χ

s
+
(
1− 4

M2
χ

s

)
cos2 θ , fermion,

sin2 θ , scalar.

Results obtained using the MC 3-body angular distributions are in good agreement
with the ones obtained with this analytic two-body approximation.
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Double-track search. The signal of the double tracks is computed by requiring
both DM particles to be reconstructed as tracks. The rate in this case is

d2σ2T
S,γ

d cos θ1d cos θ2
P (θ1)P (θ2) . (F.5)

We additionally require the two tracks to originate from points that are close to
each other along the direction of the beam axis, ∆z < 0.1 mm (see Table F.5).
This effectively reduces the background to negligible levels. In this limit, we use 4
signal events as a conservative estimate of the 95% C.L. exclusion for a Poissonian
counting.

The angular cuts on the tracks are the same as in the single track case, while the
pT cuts are much milder: pT > 10, 20 GeV for the sub-leading and leading tracks,
respectively. In this case the mismatch between the pT of the reconstructed track
and the pT of the charged χ obtained at generator level is negligible. The additional
cuts do not affect significantly the signal events. Note that, following Ref. [122], the
disappearing condition is required on at least one track, i.e. this analysis includes in
the signal all events in which the second track extends up to a transverse radius of
r = 1153 mm. Following Ref. [122], we assumed for such long tracks a reconstruction
efficiency equal to the tracks decaying between 101 mm < r < 127 mm. Also for
double tracks, the result obtained using the MC sample βγ and θ distributions are
in agreement with the ones computed analytically in the 2-body limit.

For complex WIMPs, the DT results shown in Fig. 2.11 are a particular sub-case of
those shown in Fig. 2.14, as in Fig. 2.11 we fixed some choice of the mass splitting
governing the spectrum specifically for each WIMP as described in the following.
For the 21/2 the splitting between the charged and neutral components has been set
to its asymptotic gauge contribution δm+ = 354 MeV. Its 1-loop value computed at
the thermal mass is 343 and 335 MeV for the fermion and scalar respectively. Using
the latter values increases the 2σ mass reach by 10% (20% for the two DT search
for the scalar). This does not change appreciably the minimum collider energy
required for exclusion. For the 31 the splitting has been set to its gauge value of
δm+ ' 540 MeV. For the 41/2, the splitting δm+ has been taken equal to its value at
the maximal mixing point, for which it is equal to δm−, up to corrections of order
δm0. This choice implies that the χ+ and χ− particles are maximal admixtures of the
gauge eigenstates, hence they have same cross-sections and lifetimes. The latter are
governed by the mass splitting δm+ and δm−, which, from Eq. (2.16) are constrained
to satisfy δm+ + δm− = δm0 + 2δg. This equation implies that for δm0 � δg in
the δm+ = δm− case we obtain lifetimes that have relatively challenging detector
acceptances. Thus we can consider this choice as a representative but somewhat
pessimistic estimate of the mass reach. The χ++ has been assumed to promptly
decay equally into χ+ and χ−,c. For the 51 WIMP we proceeded similarly to the
41/2 case.
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Appendix G

Form Factors

In this appendix we discus the form factors of nucleons and mesons relevant for the
production cross sections.

G.1 Time-like form factors
In the extended Vector Meson Dominance (eVMD) formalism, form factors are mod-
elled as sum over meson states m sharing the same quantum numbers of the SM
operator X involved in the matrix element. Typically the formalism is applied in the
space-like region, and the form factors are essentially the sum of the propagators of
the virtual mesons. However given that the exchanged momentum pDS in our case
is time-like, the form factors are modelled as Breit-Wigners, to allow the virtual
exchanged meson to go on-shell and resonantly mix with the DS system:

Fm(p
2
DS) =

∑
i

fmi

m2
mi

p2DS −m2
mi

+ immi
Γmi

, (G.1)

where mm,Γm, fm are the mass, the decay width and the “couplings” for the meson m
respectively. The number of resonances in the meson tower sharing the m quantum
numbers is such that it allows to enforce the correct asymptotic behaviour in q2 of
the form factor coming from sum rules. The couplings fmi

are fitted from data and
by the overall coupling normalization. In order to get the total form factor FX , we
need to also take into account the cut-off for too high virtuality of Eq. (3.28):

FX = FD(Q
2)Fm(p

2
DS) . (G.2)

We next discuss the Higgs and the Z portal case separately.

G.1.1 Higgs portal
The Higgs coupling to the protons is of the form

ghNNFH(q
2)h ūp up , (G.3)
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f0 (Scalar) ω (Z, vector iso-singlet) ρ (Z, vector iso-triplet) a1 (Z, axial iso-triplet)
mm (GeV) 0.5 0.980 1.37 0.782 1.42 1.67 0.775 1.45 1.72 1.23 1.647
Γm (GeV) 0.275 0.5 0.35 8× 10−3 0.2 0.3 0.149 0.4 0.25 0.4 0.254

fm 0.28 1.8 -0.99 1.011 -0.881 0.369 0.616 0.223 -0.339 2.26 -1.26

Table G.1: Masses mm, width Γm and coupling fm of the mesons m for the scalar, vector
iso-singlet, vector iso-triplet, and axial iso-triplet proton Form Factors used in the eVMD
approach.

where up is the proton spinor. The form factor FH also includes the virtuality cut-off
of Eq. (3.27):

FH = FDFS (G.4)
The form factor FS(p2DS) is estimated using Eq. (G.1), and we include the first three
CP-even, scalar resonances. The values used for masses, width and f used in the
FF are given in Table G.1.

G.1.2 Z portal
The effective Z vertex for the proton is modelled as:

g2
cos θW

ūpγ
µ

(
F ρ(q2)

(
1

2
− sin2 θW

)
− sin2 θWF

ω(q2)

)
up+

+
g2

4 cos θW
gAFA(q

2)ūpγ
µγ5up , (G.5)

where q is the exchanged momentum between the virtual and real proton (pDS in our
case) and up is the proton spinor. The prefactors in front of the iso-singlet and iso-
triplet vector form factors (F ω and F ρ respectively) come from the decomposition
of the vector piece of the quark Z-current in the singlet and triplet component
in isospin space, using the approximate isospin symmetry of proton and neutron.
The axial-vector form factor has a slightly different normalization than the vector
one. In particular, there is an extra gA ' 1.2 multiplying the overall form factor
in Eq. (G.1), as shown in Eq. (G.5). We can see that the vector part is subleading
with respect to the axial current due to the absence of sin2 θW suppressing factor
and a O(1) coupling gA. Notice that in principle, along with the Dirac-like form
factors appearing in Eq. (G.5), there should be the non-renormalizable Pauli-like
terms [436]:

GV (q
2)i

[γµ, γν ]

mp

qν +GA(q
2)γ5

1

mp

qµ , (G.6)

where the second piece (the axial one) is mediated by pion exchange. It turns
out that this contribution vanishes when contracted with the JJ correlator, due to
current conservation. The vector piece, corresponding to the anomalous magnetic
proton contribution, does not vanish. Given that it’s numerically subleading, and
that there are large uncertainties to extrapolate such form factor in the time-like
region [437, 438], we will neglect this contribution.
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The form factors appearing in Eq. (G.5) are again computed in the eVMD formal-
ism, as a sum of Breit-Wigners of ρ, ω, a1 meson for F ρ, F ω, FA respectively. The
coefficients used in the form factors are found in Table G.1.

The final form factors appearing in Eq. (3.32),Eq. (3.33) are defined respectively as:

FV
Z = FD

(
− sin2 θWF

ω + F ρ

(
1

2
− sin2 θW

))
,

FA
Z = FD

gA
4
FA . (G.7)

We can generalize the formalism for any combination of iso-singlet and iso-triplet
axial and axial-vector currents, meaning that we can get the form factor for all the
possible flavor-conserving quark coupling structures of generic JJ portals.

Notice that in Table G.1 there are no axial-vector iso-singlets form factors, but they
can be obtained from lattice computations.

G.2 Meson decay matrix elements
Here we summarise the QCD matrix elements and form factor parametrizations we
use for computing decays of mesons. For the case of annihilation decays, the meson
decays to DS states entirely, while for radiative decays, a heavier meson decays to
lighter mesons, along with DS. The matrix element for the process can be factorized
into a short distance contribution (and only involves DS matrix elements) and a long
distance (QCD) contribution. For the process M → DS, where M is the decaying
meson, the full amplitude 〈DS|OSMODS|M〉 factors into 〈0|OSM|M〉 × 〈DS|ODS|0〉
while for the process H→ L + DS, where H (L) are the heavy (light) SM mesons,
the amplitude 〈L,DS|OSMODS|H〉 factors as 〈L|OSM|H〉 × 〈DS|ODS|0〉. For the
annihilation case, we only consider vector mesons, denoted by V1. The SM matrix
element for annihilation decay is simple, and is generically given as

〈0|ūγµu|V (p)〉 = ifVmV εµ(p) , (G.8)

where u are the quark spinors, εµ(p) is the polarization vector of the vector meson
V, fV is the decay constant, and mV is the mass of the meson.

For the radiative decay case, the SM contribution to the amplitude is the same as
SM semileptonic meson decays, and is less straightforward than the annihilation
case. We now give details of the matrix elements and form factors used to compute
width of decays of H → L + DS where H can be B,K and L can either be a light
pseudoscalar P (e.g. K, π) or vector V (e.g., K∗, ρ, φ).

G.2.1 Decay to Pseudoscalars
For the decay of mesons to pseudoscalars P (e.g., K, π) we use the usual matrix
element definitions (see [439] for example):

1For pseudoscalar mesons, the matrix element is proportional to pµ and vanishes when con-
tracted with the DS current, by current conservation.
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〈P (pP )|V µ |H(pH)〉 = f+(q
2)pµ +

(
f0(q

2)− f+(q2)
)
D qµ , (G.9)

where V µ = ūLγ
µuH , pµ = pµH + pµP , D = (M2

H −M2
P )/p

2
DS, and qµ ≡ pµDS = pµH −

pµP . Here, uL (uH) denotes a light (heavy) quark field, pH(pP ) is the 4-momentum
of the decaying heavy (light) meson with mass mH(mP ), and f0(q

2), f+(q
2) are

dimensionless form factors which encode the strong interaction effects. For the case
of ODS = JDS

µ , a conserved current, terms proportional to qµ JDS
µ (q) vanish, so that

we only need to specify the f+(q2) form factors.

For K+ → π++DS decay we use the explicit form factor data points defined at each
q2 in Table IV of ref. [440]. For B → π,K decays, we use the form factor definitions
and values from ref. [439]:

fB→π
+ (q2) =

A(
1− q2/D2

)(
1− q2/E2

) ,
fB→K
+ (q2) =

B

1− q2/F 2
+

C(
1− q2/F 2

)2 , (G.10)

where A = 0.258, B = 0.173, C = 0.162 and D = 5.32 GeV, E = 6.38 GeV, and
F = 5.41 GeV.

G.2.2 Decay to Vector Mesons
For the case of B meson decaying to light vector mesons V (e.g., K∗, ρ, φ), the QCD
matrix element is defined as (see ref. [441]):

〈V (pV )| Jµ |B(pB)〉 =

= −iεµ∗(pV )(mB +mV )A1(q
2) + ipµ(ε

∗(pV ) · q)
A2(q

2)

mB +mV

+

+ i qµ(ε
∗(pV ) · q)

2mV

q2
(A3(q

2)− A0(q
2)) + εµνρσε

ν∗(pV )p
ρ
Bp

σ
V

2V (q2)

mB +mV

, (G.11)

where Jµ = q̄Lγ
µ(1−γ5)qH , pµ = (pB+pV )

µ, and qµ ≡ pµDS = pµB−p
µ
V . Here pB (pV )

are the 4-momentum of the B (vector) meson, mB (mV ) is the mass of the B (V)
meson, εµ is the polarization vector of V, and Ai(q

2), V (q2) are the dimensionless
form factors encoding strong interaction effects. Note that, unlike the pseudoscalar
case, in the case of vector meson, the γ5γ

µ part of the current does not vanish.
Further, the third term in the above does not contribute since it is zero by current
conservation, as in the pseudoscalar case.

For the form factors, we use the parametrizations as given in ref. [441]:

V (q2) =
r1

1− q2/m2
R

+
r2

1− q2/m2
fit

, (G.12)

A1(q
2) =

r2
1− q2/m2

fit

, (G.13)

A2(q
2) =

r1
1− q2/m2

fit

+
r2

(1− q2/m2
fit)

2
. (G.14)
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r1 r2 m2
R [GeV2] m2

fit [GeV2]

V B→K∗ 0.923 -0.511 28.30 49.4
AB→K∗

1 - 0.290 - 40.38
AB→K∗

2 -0.084 0.342 - 52.00
V B→ρ 1.045 -0.721 28.30 38.34
AB→ρ

1 - 0.240 - 37.51
AB→ρ

2 0.009 0.212 - 40.82
V Bs→φ 1.484 -1.049 29.38 39.52
ABs→φ

1 - 0.308 - 36.54
ABs→φ

2 -0.054 0.288 - 48.94

Table G.2: Fit parameters for the form factors defined in Eq. (G.12), Eq. (G.13),
Eq. (G.14) for various B → V transitions where V = K∗, ρ, φ (taken from [441]).

We give the values of the various fit parameters for the different decays in Table G.2.
To evaluate further the squared matrix element, we make the calculations in the rest
frame of B meson, where only the longitudinal polarization of ε∗µ(pV ) contributes.

Thus, using ε∗µ(pV ) =
(

|~pV |
mV

, ~pV
|~pV |

EV

mV

)
and pDS = pB−pV , we can find the production

width of DS from radiative B → V decays.

G.2.3 Sensitivity to non-conformal contributions in K,B me-
son decays

For the case of DS production from irrelevant portals, we expect the production
cross-section to grow with p2DS which is necessary to make the contribution away from
the IR threshold more important, and is needed for usefulness of our model agnostic
approach. For radiative meson decays however, the DS production cross-section does
not grow as p2DS, but is rather flat, upto the kinematic threshold. For annihilation
decays, p2DS is fixed and equals the parent meson mass-squared. To justify our model
agnostic approach we need to ensure we are away from the thresholds, which must
be imposed as a self-consistent criteria.

The overall signal is obtained by an integral over the range of allowed pDS. The
kinematic condition pDS/(nLDSP ΛIR) ≥ 1 is always stronger than the condition to
be in the conformal regime pDS/ΛIR & 1. We also need to make sure that the
relevant ΛIR probed in the experiment under consideration (which depends on the
portal and the lifetime) is away from the kinematic threshold M −m. For ΛIR close
to M −m, a small change in the lower limit of pDS integration would have a bigger
impact, but this does not happen in the cases we consider. For B → K + DS,
(mB − mK) ∼ 5 GeV is larger than typical ΛIR probed which is 0.001 − 1 GeV,
while for K → π + DS, (mK − mπ) ∼ 0.4 GeV, while the typical ΛIR probed is
0.001− 0.1 GeV.
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Appendix H

Details of Beam Dumps
computations

H.1 Probability of Decay
To compute the number of signal events, we need to calculate the number of LDSPs
that decay inside the detector. To correctly compute this quantity, the differential
cross section (in both energy and angle) of LDSP production must be convoluted
with the probability P for at least an LDSP to decay inside the detector. The
probability P1 for a particle to decay inside the detector can be roughly estimated
as the probability P1,dec to decay within the radial distance at which the detector
is, multiplied with εgeo, the geometric acceptance accounting for the particles flying
in the detector direction:

P1 ≈ εgeoP1,dec , (H.1)

In a simplified setup (see Fig. 3.6), P1,dec can be estimated to be

P1,dec = exp

(
− l

cτ(γ β)LDSP

)
− exp

(
− l + d

cτ(γ β)LDSP

)
, (H.2)

where l and d are the distance of the detector from the target location and the length
of the detector respectively 1, γLDSP is the (energy dependent) Lorentz factor of the
decaying particle, βLDSP is its velocity and τ is its proper lifetime. In general, for
more than 1 LDSP, a slightly more refined procedure accounting for the presence
of multiple particles that can go inside the detector is needed. We now discuss our
procedure for multiple particle events. We consider both the weakly coupled case,
where nLDSP = 2, and a generic strongly coupled case in which nLDSP ∼ O(10) are
produced.

1Notice that the distance should be a function of the direction of the LDSP for generic geometry
of the detector. We will work under the assumption of spherical detectors, where the distances
appearing in P are independent of the line of flight. This is a good approximation for neutrino
experiments, since they consist of small boxes (of size O(10) m) positioned far (O(103) m) from
the target. The error due to the geometrical approximation is therefore of order 1% (the ratio of
the typical distances).
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For the weakly coupled case, the directions of the two LDSPs are fully correlated,
at fixed pDS, by momentum conservation. If the direction of the DS sytem (i.e. ~pDS)
does not intersect the detector, at most one of the two LDSPs can have the correct
direction to hit the detector. Indeed, the two particles have opposite azimuthal angle
φ (computed with respect to the DS momentum in the lab frame), so that only one
particle at most can travel to the correct side. Therefore the probability to have at
least one particle decaying inside the detector is (in the notation of Eq. (3.9)):

εgeo Pdecay = 2εgeoP1,dec ,

where the 2 reflects the fact that εgeo has been computed for a single particle only,
and there are two possible particles that can decay in the detector (or in other words,
we only considered one of the particles to be aimed toward the detector, but the
opposite direction is also a valid choice given the presence of the other LDSP).

If instead the DS direction intersects the detector there is the possibility for both
LDSPs to fall inside the detector. This can happen only if the LDSP velocity in the
DS frame is slower than the velocity of the DS system in the lab frame, so that the
LDSP traveling in the direction θ > π/2 (the backward direction) in the DS frame
is boosted in the forward direction. The events in which the backward LDSP gets
boosted forward in the lab frame are only significant if the DS system velocity is
much larger than the velocity of the LDSP in the DS frame. Given that typically
nLDSPΛIR �

√
p2DS, and that the bulk of the cross section is dominated by high p2DS

events, the events will have fast LDSPs in the DS frame. Therefore events with two
particles boosted forward are negligible, and the formula to have a particle decaying
inside the detector holds unchanged.

In the strongly coupled case, where nLDSP is large, we can neglect the fact that the
momenta are correlated by momentum conservation. Therefore we will assume that
the nLDSP particles share democratically the energy in the rest frame, and that the
directions are independent samples from an isotropic distribution in such a frame.
In this scenario, multiple particles can in principle have the correct direction to
get inside the detector in the lab frame. Using the probability for a single particle
to decay inside the detector from Eq. (H.2), and recalling that this probability is
very small (both P1,dec and typical εgeo are small), it follows that events in which
multiple particles simultaneously decay inside the detector are very rare. Therefore
we can approximate the probability for a single event to contain at least one particle
decaying inside the detector as

εgeo Pdecay = nLDSP εgeo P1,dec .

Notice that in the end (although for slightly different reason) this formula matches
the one in the weakly coupled case for nLDSP = 2.

H.2 εgeo estimates
In order to compute the signal events, we have to compute the fraction of events that
contain at least one LDSP with the direction intersecting the detector. Given the
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assumptions outlined in Sec. H.1, we define εgeo as the probability for a single particle
to have such a direction. We work under the assumption that LDSPs are produced
isotropically in the DS rest frame, the frame in which only the time component of
pDS is non-zero. We will also assume that in this frame, all the LDSPs produced
share the same energy p0DS/nLDSP. We take the beam direction to be aligned to the
z-axis (θ = 0 in polar coordinates), and φ as the azimuthal angle (measured in the
plane orthogonal to the beam line).

In order to get an estimate for the angular coverage of the neutrino detector, we
work under the simplifying assumption that the detector surface lies on a 2D plane
orthogonal to the beam (for the off-axis case, the angle is very small) and all points
on the detector are at the same distance from the interaction point. This is a
good approximation for neutrino detectors since corrections are of order (d/l)2 � 1,
where l is the distance at which the detector is placed, and d is the typical size of
the detector. There are two relevant cases where this approximation fails.

For a closer experiment like SHiP, l and d are of same order, and the proposed
shape is a rectangle of dimensions (a, 2a), a = 5 m. We will compute the angular
acceptance by taking the largest side of the rectangle and requiring the trajectory
to intersect the first layer, which gives θacc = ArcTan (2a/2l) . Being more specific
about the shape of the detector does not change the estimate significantly since the
DS is produced very boosted, with a small opening angle, and is fully covered by the
extent of the detector. The geometric acceptances are close to unity, see Table 3.1.

For MicroBooNE, the produced Kaons are at rest in the lab frame, and not colli-
mated, so that the DS is produced isotropic in the lab frame. In this case, the above
approximation again does not hold. We calculate εgeo without this approximation
for MicroBooNE.

To calculate εgeo, we need to find the overlap of the LDSPs with the detector, which
is easier to do in the ∗ frame. By the assumption of isotropic decay, the LDSP
directions are distributed uniformly in the (cos θ∗, φ∗) plane. In this plane εgeo is the
area (normalized by 1/4π) that corresponds to lab frame configurations in which the
LDSP falls inside the detector. This in general depends on pDS and nLDSP through
the boost factor.

To be precise, we need to introduce some notation. There are two frames to consider,
the lab frame, and the DS frame (the one where pDS only has a time component).
We refer to the DS frame as the * frame, in what follows. The angles and the boost
factors with a * superscript are defined in the DS frame, and without a * superscript
are in the lab frame.

The detector direction, the DS direction, and the LDSP direction are all defined by
a θ, and the last two depend in general on kinematical quantities such as pDS and
other process-dependent quantities e.g. z in bremsstrahlung. We take the detector
to be positioned at θ = θdet. The accepted directions form a cone around it with
an angle θacc around it. The DS system may be along the beam line or at an angle
from it. We define the DS system to be at θ = θDS. Finally, the LDSP is at an
angle θLDSP w.r.t. the DS system, so that the DS direction has a cone of angle θLDSP
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around it. It is useful to also define the DS direction w.r.t. the detector, which is
denoted by θeffdet ≈ (θ2DS + θ2det − 2θdetθDS cosφDS)

1/2. All these quantities are shown
in Fig. H.1 (drawn not to scale), and are defined in the lab frame.

We additionally denote the LDSP in the * frame to be at (θ∗, φ∗). For a given pDS

and θ∗, θLDSP is given as

tan θLDSP =
sin θ∗

γDS (βDS/β∗
LDSP + cos θ∗)

, (H.3)

where βDS, γDS are the boost factors to go from ∗ to the lab frame and β∗
LDSP is the

velocity of the LDSP with respect to the ∗ frame. Note that the boosts along the
DS direction do not change φ. Given the width θLDSP of the lab cone there is only a
range of φ∗ = φlab for which the LDSP direction intersects the detector. εgeo is then
the area (computed in the ∗ frame) of the overlap between the circular detector and
all the possible LDSP cones in the lab frame, in general a function of z and of pDS.
To compute such area, we will make a linearization approximation: we will consider
that in the ∗ frame the shape of allowed cos θ∗ − φ∗ is bound by straight lines and
not curved ones. This approximation is expected to hold at the 10% level for the
relevant boosts.

We now discuss the details specific to the three production modes considered in this
work.

H.2.1 εgeo for meson decay production
In order to find εgeo for LDSPs in the meson case, we use the prescription explained
in the section before. For this, we must boost the DS kinematic variables twice:
once from the meson rest frame to the lab frame, then from the lab frame to the DS
rest frame (or ∗ frame). We will denote all quantities in the meson rest frame with
a subscript 0.

The energy and 3-momentum of the DS can be easily computed using momentum
conservation in the parent meson rest frame as shown in Eq. (3.19). Using the
parent meson boost γM and velocity vM (obtained from simulation), we can find the
DS lab frame variables and express them as a function of cos θ0 (angle of DS with
meson flight direction in the meson rest frame, DS is isotropic in this) and p2DS i.e.
Elab

DS(cos θ0, p
2
DS),

∣∣~p lab
DS |
(
cos θ0, p

2
DS).

In order to compute εgeo we must find the θ∗ values corresponding to the angular
coverage of the detector. For this, we must boost the lab frame DS variables to the
DS rest frame (or ∗ frame) using the DS boost given by γDS(cos θ0, p

2
DS) = Elab

DS/
√
p2DS

and DS velocity βDS(cos θ0, p
2
DS) =

∣∣~p lab
DS |
/
Elab

DS (which will be close to 1). Note
that for the annihilation decay mode M → DS, Elab

DS gets fixed by momentum
conservation to

√
M2 + |~pM| where M is the parent meson mass, and |~pM| is the

parent meson momentum in the lab frame. Thus, γDS is fixed to
√
M2 + |~pM|/M .

We can now solve for the θ∗ angle using Eq. (H.3), plugging β∗
LDSP = |~p ∗

LDSP|/E ∗
LDSP,

E ∗
LDSP =

√
p2DS/nLDSP and using ΛIR =

√
(E∗

LDSP)
2 − |~p ∗

LDSP|
2 to get |~p ∗

LDSP|.
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Figure H.1: The geometry relevant for the estimation of εgeo in the on- and off-axis case
(top and bottom respectively). Various quantities defined in the text, and involved in the
estimation of εgeo are shown, not to scale. In particular, the DS line (gray thick) is drawn
exaggerated for clarity.

We also need θDS for estimating εgeo. Note that in the annihilation decay case, θDS
is 0 due to momentum conservation, Whereas for the radiative decay case, θDS can
be expressed in terms of meson rest frame variables as

tan θDS = sin θ0 |~p|DS,0 /
(
γM (|~p|DS,0 cos θ0 + vMEDS,0)

)
. (H.4)

Finally, we calculate 〈εgeo〉 by a weighted average over the differential decay width
dΓ/dp2DS dλi, which is a function of ΛIR only (the ΛUV dependence factors out):

〈εgeo〉 =

∫
dp2DS dλi εgeo(λi, p

2
DS)

dΓ
dp2DSdλi∫

dp2DS dλi
dΓ

dp2DSdλi

, (H.5)

where λi are the angular variables θ0, φ0 integrated over the full range and p2DS is
integrated in the allowed kinematic range. Note that for the annihilation decay case,
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Figure H.2: Comparison of the factorized (dashed) vs full (solid) approach for production
and decay through Z portal of a strongly interacting DS, for various production modes: DB
(left), DY (mid) and MD (right). The experiments considered are ICARUS-NuMI (blue),
DUNE-MPD (purple) and SHiP (green).

p2DS = M2 and θDS = 0 by momentum conservation, which simplifies the equation
above.

H.2.2 εgeo for DY
In DY mode the DS system is by construction directed along the original beam line
(the z direction). The boost of the DS system is γDS = EDS/

√
p2DS, where EDS is the

energy of the DS system in the lab frame. While pDS is already one of the variables
used in DY production, EDS is computed by first getting the DS energy in the DY CM
frame, EDS,CM =

√
s(x+p2DS/(sx))/2 using the DY variables introduced in Sec. 3.2.2,

and then boosting it to the lab frame with Lorentz parameter γCM = Ebeam/
√
s. This

gives EDS = xEbeam. Putting everything together, the boost factor to go from the
lab frame to the DS system is γDS = xEbeam/

√
p2DS. To get the average value of εgeo,

we compute the integral as in Eq. (H.5) with the appropriate distribution where
now we average over the kinematic variables x and p2DS.

H.2.3 εgeo for DB
DB mode is different from the DY mode because in general the DS system will be
produced at an angle with the beam-line. We will call θDS, φDS the pair of angles
indicating the direction of the radiated DS system relative to the beam line. Using
the kinematic variables introduced in Sec. 3.2.3, we have θDS = tan−1(pT/zEbeam).
The boost factor to go from the lab to the DS frame is γDS ≈ zEbeam/

√
p2DS. As

before, to get the average value of εgeo, we average over the kinematic quantities
z, p2T , and p2DS. we have checked that these values are in good agreement with the
εgeo for the average DS angle, as expected for very collimated DS excitations.
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H.3 Factorization approximation
In this appendix we compare the approximate method we delineated in the main
text with the correct procedure of doing the integral of the product of the differential
quantities (εgeo, cross-section, decay probability) without factorizing them.

In order to get the correct number of signal events, the differential cross section
dσ/dλi must be folded with nLDSP εgeo P1,dec, all of which are a function of kinematic
variables λi:

NS(ΛIR,ΛUV) =
NPOT

σpN

∫
dλi

dσ

dλi
nLDSP εgeo P1,dec . (H.6)

We call this procedure the full approach. We compute the integrals numerically,
using the CUBA integration tools [442]. The method used in the main text is
done instead by replacing the full integral with the average εgeo and using average
kinematic quantities to estimate the decay probability and the average nLDSP

2:

NS ≈ NPOT
σS
σpN

nLDSP(〈λi〉)P1,dec(〈λi〉) 〈εgeo〉 . (H.7)

where the average is defined by a weighted integral over the differential cross-
section/decay-width (e.g. see Eq. (H.5)). We call this approach the factorized
approach. The advantage of this approach is that the production integral must
be done only once, and not repeated for each (ΛIR,ΛUV) pair: the dependence on
them is essentially factorized. In particular, for a fixed production portal, this al-
lows changing the decay portal, without having to redo the production integral from
scratch. This is particularly useful when exploring all the various combinations of
production and decay portals.

To compare the factorized and the full approach, and to show that the factorized
approach is very efficient, in Fig. H.2 we show the comparison for DB, DY and
radiative meson decay K → π + DS, for the strongly coupled DS, for DUNE, SHiP
and ICARUS. The two approaches are in very good agreement. The factorized
approach is conservative at most, and can miss rare events appearing in the tails of
distributions (see e.g. ref. [443]). However for the purposes of the present work, the
factorized approach suffices.

2We have checked that this procedure agrees very well (percent level) to a true average of nLDSP.
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Appendix I

Details of Fisher matrices

Fisher matrices are a powerful tool to forecast how strongly can future experiments
constrain the parameters of a given cosmological model [444], without having access
to any kind of data (real or simulated). The idea is based on the properties of the
Maximum Likelihood Estimator (MLE) of the parameters that we want to constrain.
The discussion follows the second edition of [445]. We do not aim here for rigor, but
to get the intuition behind the Fisher formalism.

Consider a cosmological model described by a set of unknown parameters, collec-
tively denoted as θ, that we want to constrain. Assume that the real world is well
described by the chosen model with a specific set of “true” parameters, denoted as
θ0. The experiment will be able to measure a set of observables Oexp

k , indicated
by the index k, for which there is a known covariance matrix σkk′ . For these ex-
perimental observables there is a known theoretical expression as a function of the
parameters Oth

k (θ). Assume that the future experiment we want to forecast has a
gaussian likelihood, so that its log-likelihood, given a realization of the data, is:

χ2(θ) =
∑
k,k′

(
Oexp
k −Oth

k (θ)
) (
σ−1
)
kk′

(
Oexp
k′ −O

th
k′ (θ)

)
. (I.1)

The quantity in Eq. (I.1) is maximized by the MLE θ̂, which asymptotically converge
to the true parameter θ0. Then we can expand the likelihood around this point, and
get the following expression for the likelihood function:

χ2(θ) ' χ2(θ0)+

+ (θ − θ0)i(θ − θ0)j
∑
k,k′

∂2Oth
k (θ0)

∂θi∂θj

(
σ−1
)
kk′

(
Oexp
k′ −O

th
k′ (θ0)

)
+

+ (θ − θ0)i(θ − θ0)j
∑
k,k′

∂Oth
k (θ0)

∂θi

(
σ−1
)
kk′

∂Oth
k′

∂θj
(θ0) ,

(I.2)

where we set to 0 the first order term since the likelihood derivative vanishes when
evaluated at the MLE by definition, and we used the fact that the only quantities
that depends on the parameters are the Oth. If the sample is large enough, we can
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expect the likelihood to reach its expected value. The only quantities in Eq. (I.2)
that are stochastic are the Oexp, and since we assume the theory to correctly model
the data,

E [Oexp] = Oth(θ0) . (I.3)
This implies that

E
[
χ2(θ)

]
= χ2(θ0) + (θ − θ0)i(θ − θ0)j

∑
k,k′

∂Oth
k (θ0)

∂θi

(
σ−1
)
kk′

∂Oth
k′

∂θj
(θ0) . (I.4)

The quantity

Fij ≡
∑
k,k′

∂Oth
k (θ0)

∂θi

(
σ−1
)
kk′

∂Oth
k′ (θ0)

∂θj
(I.5)

is the Fisher matrix. Its importance lies in the fact that it is an estimator of the
inverse covariance of the MLE θ̂, and hence it gives an estimate of the constraining
power of a future survey. Since it does not depend on any data, it can be computed
theoretically in a given model.

Notice that the estimator for β is expected to be highly non gaussian: β > 0 by
assumption, but its MLE is 0 in a ΛCDM cosmology, with a variance of order 10−3.
In this case, the 95% credibility interval for the 1D posterior is found to be at 1.64σ
rather than the usual 2σ [446]. The result cannot be generalized without further
assumptions to get the 95% regions for the 2D posteriors. We will neglect this
subtlety, noting that the standard procedure is more conservative.

I.1 Fisher matrix for the Power Spectrum (real
space)

We want to compute the Fisher matrix for Oth = Pg(k) in real space, for which we
already reported the computation in Chapter 4. We must define what is Oexp, as its
covariance matrix enters the computation. Practically speaking, given a dataset an
estimator P̂g of the power spectrum can be defined by averaging modes in a narrow
shell in Fourier space:

(2π)3δ
(3)
D (~k1 + ~k2)P̂g ≡

1

V̂2

∫
qi∈Ii

d3q1
(2π)3

d3q2
(2π)3

(2π)3δ
(3)
D (~q1 + ~q2)δg(~q1)δg(~q2) , (I.6)

where the integrals over the module of q’s are in a narrow window (denoted as Ii)
centered around the respective ki of width ∆k , and V̂2 is the normalized volume (in
Fourier space) over which the average is taken:

V̂2 =

∫
qi∈Ii

d3q1
(2π)3

d3q2
(2π)3

(2π)3δ
(3)
D (~q1 + ~q2) '

1

2π2
k21∆k , (I.7)

where we used ∆k � k1. It can be shown that the expectation value of P̂ (k) is
P (k).
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We must now study the covariance of P̂ , which plays the role of Oexp in Eq. (I.1).
This is done by applying Wick theorem when computing the ensemble averages
of products of the Gaussian fields δ(~qi). It can be shown that the covariance for
different modes k 6= k′ is 0, while

Var
[
P̂g(k)

]
=

4π2

V k2∆k
P 2
g . (I.8)

The Fisher is then obtained by taking the derivatives of Oth
k = P (k) with respect to

the parameters, and summing over all modes. The parameters of the model for Pg
at 1-loop in real space are:

{ωb, As, ns, τreio, H0, Ω̃d, β, (N,α0, b1, b2, bK)i} , (I.9)

where N = 1/n̄, α the counterterm, and the parameters outside the parenthesis are
common to all the nbin redshift bin, while the ones inside the parenthesis exist in
nbin copies, one for each bin. The smallest mode of the sum kmin is taken to be equal
to the smallest mode available for a given redshift bin:

kmin =
2π

V 1/3
, (I.10)

where V is the spatial volume of the redshift bin. The same value is used for the
width of the bin ∆k, and for the step-size between the different modes appearing
in the sum. The largest mode kmax in the sum is taken to be the largest integer
multiple of ∆k such that:

kmax <
1√
Σ
, Σ =

1

6π2

∫
dkPm,L . (I.11)

With this procedure, the Fisher matrix can be obtained for each of the nbin resdhift
bins of a given survey. Fisher matrices of different redshift bins can be combined
by considering the nbias biases of different redshifts as distinct rows and columns of
the combined Fisher matrix. In this way, the combined Fisher is a square matrix of
side Ntot, where

Ntot = ncosmo + nbin × nbias . (I.12)
The entries corresponding to the common parameters (in this case the cosmological
ones), are obtained by summing over all the Fisher matrices. The entries corre-
sponding to a redshift-dependent bias are obtained by cosidering only the entries of
the respective Fisher, without summing. Notice we are assuming power spectra in
different bins to be completely uncorrelated.

I.2 Fisher matrix for the Power Spectrum (red-
shift space)

We are now ready for the Fisher of the Pg in redshift space. The RSD corrections
make Pg depend non-trivially on the line of sight component of the chosen veck. It
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is customary to project this dependence onto multipoles:

Pg,RSD(k, µ) '
∑
l=0,2,4

Ll(µ)Pl(k) , (I.13)

where L are Legendre polynomials and Pl the multipoles. As mentioned in Chap-
ter 4, we include the first 3 non-zero multipoles in the computations (l = 0, 2, 4).
We can now apply what learnt in Sec. I.1. We refer to [354] for the full expression
of the 1-loop power spectrum (see also [447] for a model independent approach).
The difference with real case is that now there are two extra counterterms, one for
each allowed µ structure [337]. Now the sum of the Fisher matrix runs also over the
possible cosine of the angle with respect to the line-of-sight µ.

I.3 Fisher matrix for the Bispectrum (real space)
The arguments are very similar to the ones presented in Sec. I.1. The difference
now is that the sum runs over all possible triangle configurations in Fourier space.
In real space the bispectrum does not depend on the orientation of the triangle in
the sky, but only on its shape, which is uniquely determined by the module of the
three sides k1, k2, k3 The estimator playing the role of Oexp is defined as follows:

(2π)3δ
(3)
D (~k1 + ~k2 + ~k3)B̂g ≡

≡ 1

V̂3

∫
qi∈Ii

dq31
(2π)3

dq32
(2π)3

dq33
(2π)3

(2π)3δ
(3)
D (~q1 + ~q2 + ~q1)δg(~q1)δg(~q2)δg(~q3) ,

(I.14)

with the normalization factor defined as:

V̂3 =

∫
qi∈Ii

d3q1
(2π)3

d3q2
(2π)3

d3q3
(2π)3

(2π)3δ
(3)
D (~q1 + ~q2 + ~q3) '

8π2

(2π)6
k1k2k3∆k

3 . (I.15)

Notice that also here in the thin shell limit two different triangle configurations are
uncorrelated. The variance for a given configuration is:

Var
[
B̂g(k1, k2, k3)

]
= f(k1, k2, k3)

π

k1k2k3
Pg(k1)Pg(k2)Pg(k3) =

= f(k1, k2, k3)
π

k1k2k3

(
b21Pm,L(k1) +

1

n̄

)(
b21Pm,L(k2) +

1

n̄

)(
b21Pm,L(k3) +

1

n̄

)
(I.16)

where f is a function that is equal to 2 for strictly isosceles triangles, 6 for equilateral
triangles and 1 if the three sides are all different in module.

The sum runs over all possible triangle with sides that are integer multiples of ∆k.
Here kmax is taken conservatively to be 0.11h/Mpc, and kmin = ∆k.

We can combine the Fisher information of Bg in real space with the on for Pg 1-loop
in real space. At the order in perturbation theory that we are interested, the Bg

and Pg are uncorrelated: the connected 5 point function is 0 at this order.
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Also, when combining Bg with Pg of the same survey, we consider all the biases in
a given redshift bin to be in common between the two observables, so that their
information gets summed. The only exception to this is the number density n̄g.
Indeed in Pg the SN terms appear through the contraction of two stochastic operators
ε. In Bg instead it appears through the contraction of quadratic stochasti biases,
δε and ε2, with the product of two linear biases, δ · ε and ε · ε respectively. Since
the various SN terms come from different operators1, they are in principle different
biases. However, for Bg we will only retain one since there is not enough constraining
power to fix them both. So we take the two SN terms with same fiducial but
treat them as distinct biases, without summing their information together (which is
equivalent to set the fiducial of the various additional biases to 1 but let them vary
independently).

1In [359] the constant SN in the bispectrum is the square of the SN of the power spectrum.
THis difference does not change substantially our results: our approach is more conservative since
we have one extra free paramete.
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Appendix J

Asymmetric DM details

In this Appendix we report some details of the computations done in Chapter 5.

J.1 Golden Class models
In GC models the fermions are taken to be in the fundamental representation of
SU(N)DC, and to be vector-like representations under the SM. In particular, it’s
assumed that the SM representations must be in SU(5) fragments. In table J.1 we
list the possible DCquarks out of which GC models are built.

SU(5) SU(3)c SU(2)L U(1)Y charge name
1 1 1 0 0 N
5̄ 3̄ 1 1/3 1/3 D

1 2 -1/2 0,1 L
10 3̄ 1 -2/3 -2/3 U

1 1 1 1 E
3 2 1/6 2/3,-1/3 Q

15 3 2 1/6 2/3, -1/3 Q
1 3 1 0,1,2 T
6 1 -2/3 -2/3 S

24 1 3 0 -1,0,1 V
8 1 0 0 G
3̄ 2 5/6 4/3,1/3 X
1 1 0 0 N

Table J.1: List of possible DCquarks. Tilded DCquarks have same SU(N)DC representa-
tion ( i.e. the fundamental), but conjugate SM representations with respect to the untilded
counterparts.

In Table J.2 we list the various golden class models identified in the original work
[42].
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DCq content Allowed NDC DM candidates
NDF = 3

Ψ = V 3 V V V =3
Ψ = N ⊕ L 3,...,14 NNDC∗

NDF = 4
Ψ = V ⊕N 3 V V V, V NN =3, V V N =1

Ψ = N ⊕ L⊕ Ẽ 3,4,5 NNDC∗=1
NDF = 5

Ψ = V ⊕ L 3 V V V =3
Ψ = N ⊕ L⊕ L̃ 3 NLL̃=1

= 4 NNLL̃, LL̃LL̃=1
NDF = 6

Ψ = V ⊕ L⊕N 3 V V V, V NN =3, V V N=1
Ψ = V ⊕ L⊕ Ẽ 3 V V V =3
N ⊕ L⊕ L̃⊕ Ẽ 3 NLL̃, L̃L̃Ẽ=1

= 4 NNLL̃, LL̃LL̃, NẼL̃L̃=1
NDF = 7

Ψ = L⊕ L̃⊕ E ⊕ Ẽ ⊕N 3 LLE, L̃L̃Ẽ, LL̃N, EẼN = 1

Ψ = N ⊕ L⊕ Ẽ ⊕ V 3 V V V, V NN = 3, V V N = 1

NDF = 9

Ψ = Q⊕ D̃ 3 QQD̃ = 1
NDF = 12

Ψ = Q⊕ D̃ ⊕ Ũ 3 QQD̃, D̃D̃Ũ = 1

Table J.2: SU(N)DC golden-class models as classified in [42]. For each model we specify
the allowed number of dark colors which guarantee the perturbativity of the SM gauge group
up to MP, and the DM DCb candidate with the corresponding SU(2)L representation. A
∗ denotes a higher spin representation.
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J.2 Complete asymmetry parameter
In order to compute the asymmetry Eq. (5.23), we first need to evaluate:

δ ≡ |M|2 − |M|2 = −4(IH + IL) , (J.1)

where IH (IL) collects the contributions coming from the interference of the loop
diagrams in Fig. 5.3 with the tree-level one with φH (φL) in the internal line. They
are given, respectively, by:

IH =
Im[λ∗LHHλHLLy

∗
LyH ]

x− 1

(
α2

α2 − 1

|yH |2

16π

1

x− 1
+ 4|yH |2DHL1 + 2|yL|2DLL2

)
+

+
Im[λ∗LHHλLLLy

∗2
L y

2
H ]

x− 1

(
α2

α2 − 1

α2

16π(α2x− 1)
+ 2DLL1

)
+

+ Im[λ∗HLLλLLLy
∗
LyH ]

α2

α2 − 1

|yL|2α4

16π(α2x− 1)2
− Im[λLHHλ

∗
HHHy

∗
LyH ]

2|yH |2DHH2

x− 1
(J.2)

IL =
Im[λ∗LHHλHLLy

∗
LyH ]

α2x− 1

(
1

α2 − 1

|yL|2

16π

α2

α2x− 1
− 2|yH |2DHH1 − 4|yL|2DHL2

)
+

+
Im[λHLLλ

∗
HHHy

∗2
L y

2
H ]α

2

16π(α2x− 1)(x− 1)

1

α2 − 1
+

2 Im[λ∗HLLλLLLy
∗
LyH ]|yL|2α2

α2x− 1
DLL2 +

+ Im[λLHHλ
∗
HHHyHy

∗
L]

1

α2 − 1

|yH |2

16π(x− 1)2

(J.3)

where x ≡ (pµN1+p
µ
N2)

2

M2
H

, pN1 and pN2 being the momenta of the final fermions, and

α = MH

ML
. The functions Dij1,2 ≡ D

ij
1,2

(
pN1

MH
, pN1

MH
, ML

MH

)
are the imaginary parts of the

diagrams 5.3e and 5.3f, respectively, and are given by:

Dij1 = Im

∫ d4l

(2π)4

Tr
[
/pN1/pN2

/l(/pH − /l)
]

l2(pH − l)2((pH − l − pN2)2 −M2
i )((l − pN1)2 −M2

j )

 (J.4)

Dij2 = Im

∫ d4l

(2π)4

Tr
[
/pN1/pN2

(/l − /pN1
)(/pH − /l − /pN2

)
]

(l2 −M2
i )((pH − l)2 −M2

j )(pH − l − pN2)2(l − pN1)2

 (J.5)

where pH is the 4-momentum of the initial φH scalar, and i, j run over the scalar
flavors. These integrals have been evaluated by means of Package-X, setting mN =
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0. Despite the different combination of couplings in the above interference terms,
there are only three independent phases, as expected from Eq. (5.11). Indeed, if we
define:

arg[λ∗LHHλHLLy∗LyH ] ≡ θ1, arg[λ∗LHHλLLLy∗2L y2H ] ≡ θ2, arg[λLHHλ∗HHHy∗LyH ] ≡ θ3
(J.6)

then the phases in the remaining combinations of couplings are given by:

arg[λ∗HLLλLLLy∗LyH ] = θ2 − θ1, arg[λHLLλ∗HHHy∗2L y2H ] = θ1 + θ3 (J.7)

In Eq. (J.2), Eq. (J.3) we have omitted the color factors to avoid cluttering. To
properly account for them, each function Dij1,2 (related to box diagrams) must be
multiplied by C ′

DC = −27, while the other terms (related to bubble diagrams) by
CDC = 24. Once we plug the previous expressions into Eq. (5.23) and perform the
integral over phase space, we get the asymmetry generated in our benchmark model
with the complete set of parameters. Instead, if we set λLLL = λHLL = 0 we recover
Eq. (5.24).
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