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Abstract

With the increasing deployment of Machine Learning (ML) models in many
socially-sensitive predictive tasks, there is a growing demand for reliable and
trustworthy predictions. For example, the Artificial Intelligence (AI) Act of
the European Union rules that “[h]igh-risk AI systems shall be designed and
developed in such a way that they achieve, in the light of their intended pur-
pose, an appropriate level of accuracy [and] robustness”.
One way to accomplish these requirements is to allow ML models to abstain
from making a prediction when there is a high risk of making an error. Among
the different approaches that build abstaining systems, the selective prediction
framework adds a selection mechanism to the ML model, which selects those
instances for which the model will provide a prediction. Selective prediction
aims at balancing the fraction of abstained instances versus the improvement
in predictive performance on the selected ones.
In this thesis, we address three main challenges faced by current approaches
in selective prediction. First, we tackle the limitations of model-specific ap-
proaches by proposing model-agnostic heuristics for both the selective classifi-
cation and the selective regression tasks. Second, we depart from distributive
metric losses (such as accuracy), which are not well-suited in the case of im-
balanced classes, by devising an approach to optimize the AUC metrics. The
approach is used in a deployed credit scoring system for labeling predicted
scores with uncertainty ratings. Third, we clarify the relative strengths and
weaknesses of the state-of-the-art approaches, also including those introduced
in this thesis, by an extensive and throughout empirical evaluation.
The effectiveness of the methods proposed in the thesis is supported by theo-
retical foundations and experimental results.
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Chapter 1

Introduction

In the last decade, the adoption of Machine Learning (ML) models has been
increasing in a plethora of application domains. Together with the impres-
sive achievements of ML, many concerns have been raised about the potential
harms to individuals and society at large, especially when these systems are
used for socially sensitive scenarios. E.g. ML models are often unintelligible to
humans, or “black boxes” [1]. This may hide many forms of biases embedded
in the models [2]. Making ML trustworthy means tackling multiple dimen-
sions, including reliability, ethical adherence, transparency, and the capacity
to build trust in users and stakeholders [3].
Trustworthiness is one of the main goals of the recent EU Regulatory frame-
work on Artificial Intelligence (AI) [4], which identifies four different levels of
risk associated with AI usage: minimal, limited, high, and unacceptable risk.
AI systems categorized as unacceptable are banned: these include applications
that harm the safety of people and human rights, e.g. social scoring by a gov-
ernment. The three remaining categories have to meet increasingly binding
obligations before being deployed. In particular, “[h]igh-risk AI systems shall
be designed and developed in such a way that they achieve, in the light of their
intended purpose, an appropriate level of accuracy [and] robustness”. High-
risk AI systems pertain to socially sensitive domains, including: healthcare,
where predictions might be used to determine treatments [5]; justice, where
predictions can assess the risk of recidivism [6]; hiring, where predictions can
determine rankings of candidates or explain their turnover intention [7, 8];
credit scoring, where predictions are routinely used to estimate the probability
of repaying a debt [9].
In all such high-risk contexts, the goal is to reduce AI systems’ error-proneness
because AI errors can have severe consequences. For example, consider a bank
that uses ML to score the credit risk of loan applications. In such a setting,
an error in predictions could translate into money loss for the bank, or to an
unjust denial of credit to applicants.
A long-standing approach to reduce errors in predictions consists of allowing
ML models to refrain from making a prediction when not confident enough.
This idea dates back to the 1970s, with the seminal paper by Chow [10], which
introduced the reject option. Such a strategy is inherent in human reasoning
when facing an unknown phenomenon. For example, human bankers who are
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unsure about a specific loan application do not (have to) provide an answer
as soon as they are asked. Indeed, they may require additional financial doc-
uments to verify the loan’s feasibility or they may ask for expert consultation.
This approach allows for minimizing the risk of a wrong evaluation.
Likewise, allowing ML models to predict only when confident enough helps
mitigate the risks of wrong predictions. On the one hand, the reject option
idea allows for achieving better predictive performances over the accepted in-
stances. On the other hand, rejected instances can be dealt with in other ways.
Human experts can be involved in the loop to oversee difficult instances, e.g.
a banker can oversee the difficult-to-evaluate loan applications. Alternatively,
the prediction task can be demanded to more complex ML models, possibly us-
ing additional and costly-to-compute features. Moreover, predictors that can
abstain increase trust in AI systems [11], which is in the direction of satisfying
the ethical and legal concerns we mentioned in the beginning.
To build abstaining predictors, two main approaches emerge from the liter-
ature: ambiguity rejection and novelty rejection [12]. The former focuses on
rejecting the instances for which the ML model is uncertain. The latter avoids
making predictions on instances unlikely to occur given the statistical dis-
tribution of training data. To make this distinction clearer, let us consider
the example provided in Figure 1.1, where we have trained a Support Vector
Machine (SVM) to distinguish between pink diamond-shaped points and blue
circle-shaped ones. The SVM draws a hyperplane in the feature space that
separates the two kinds of points, i.e. the black dashed line. This hyperplane
determines which prediction will be provided for each point: if an instance
falls above the black dashed line, it will be considered as a blue circle-shaped,
while it will be considered a pink diamond-shaped otherwise. However, there
are still some points that would be wrongly classified. Ambiguity rejection ad-
dresses this concern, by avoiding providing predictions for those instances that
are close to the decision boundary, as highlighted in Figure 1.2. In this case,
we would avoid predicting on the instances falling in the orange area delimited
by the blue dotted lines. On the other hand, novelty rejection can be applied
to instances for which the models has not been sufficiently trained about, as
shown in Figure 1.3. Here abstention occurs for black-crossed instances, which
are far away from the distribution of the training data.

1.1 Thesis Goals and Contributions
In this thesis, we will focus on selective prediction [13], which is the most popu-
lar framework of ambiguity rejection. Selective prediction extends ML models
with a selection function (reject option/strategy) to determine whether or not
a prediction should be accepted. The selection function selects the instances
where the model is confident enough that it is not making mistakes. If a suf-
ficiently high-level confidence is not reached, the selective predictor abstains
from providing a forecast – e.g., a risk score in a credit evaluation application
or a diagnosis in a healthcare application. A trade-off arises between absten-
tion and model performance: the more we allow for a model to abstain, the
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Figure 1.1: Canonical SVM Classifier. Instances above the black line are
predicted as blue circle-shaped instances, while those below are predicted as
pink diamond-shaped.

Figure 1.2: Ambiguity Rejection example. Abstention occurs for those in-
stances within the orange area delimited by the two blue dotted lines, i.e.
those close to the decision boundary.

Figure 1.3: Novelty Rejection example. Abstention occurs for the cross-marked
instances within the orange area, i.e. those far from the original data.
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more we will expect correct predictions over selected instances [13].
Existing approaches in selective prediction suffer from a few shortcomings,
some of which will be addressed in this thesis. More specifically, we envision
the following research requirements:

Req. 1: several selective prediction methods are model-specific, e.g., they work
only for neural networks [14, 15, 16, 17, 18, 19, 20]. This setting translates
into selective predictors that share the strengths and weaknesses of the
base models. Hence, model-agnostic approaches are highly sought, be-
cause, instead, they can be adapted to different base models and settings;

Req. 2: the canonical choice in evaluating selective predictors is through distribution-
based loss functions, where the loss is defined on the distribution of la-
bels. The typical scenario considers accuracy over accepted instances,
or selective accuracy [13]. However, there are cases where ranking-based
loss functions, such as the Area Under the ROC Curve (AUC) [21], are
more informative, e.g., when the classes are imbalanced. This is a com-
mon scenario in several high-risk domains (e.g., finance and healthcare).
Thus, novel approaches to selective predictions are required to explicitly
optimize for the AUC;

Req. 3: despite the appeal of the selective prediction approach, little atten-
tion has been devoted to its usage in real-life applications [11]. For in-
stance, practitioners might be interested in understanding how to equip
ML models with a reject option to allow for self-assessing uncertainty of
predictions;

Req. 4 the empirical evaluation of the majority of approaches in the literature
is limited. For instance, many papers account in experiments only a small
number of baselines and/or focus on specific kinds of data [14, 15, 22,
16, 17, 18, 19, 20, 23]. A better understanding of the actual strengths
and limitations of existing approaches is a useful to both researchers and
practitioners.

In this thesis, we address the requirements above with the following contribu-
tions:

• regarding Req. 1, we propose a few model-agnostic heuristics:

– for the selective classification task, we develop an approach called
SCross, which is based on cross-fitting and an improved second-
order quantile estimator;

– for selective regression, we devise methods based on different sample-
splitting strategies, which prevent the selective regressors to overfit;

• concerning Req. 2, we introduce the problem of improving the discrimi-
native power of binary probabilistic classifiers once abstention is allowed.
We propose a theoretical approach specifc for the AUC, and we devise
two algorithms to implement such a strategy;
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• regarding Req. 3, we present LSP, a deployed credit scoring system that
is specific to the leasing industry. LSP addresses multiple objectives de-
fined by various stakeholders. In particular, we use selective classification
methods to embed the prediction of a ML model with a self-awareness
assessment;

• we address Req. 4 by benchmarking deep neural network approaches
for selective classification. We extensively compare 18 baselines over 44
datasets and evaluate their strengths and weaknesses under different set-
tings.

1.2 Outline of the Thesis
The thesis starts by introducing the framework of selective prediction in Chap-
ter 2. We provide a brief yet comprehensive formal background and overview
closely related research areas, pointing out similarities and differences.
In Chapter 3, we present the SCross methodology to perform selective classifi-
cation, while in Chapter 4 we present the model-agnostic heuristics for selective
regression. Both Chapters address Req. 1.
In Chapter 5, we tackle Req. 2 by presenting the AUC-based selective classi-
fication framework.
In Chapter 6, we present the Leasing Score Prediction (LSP) project and how
to use selective classification to self-assess uncertainty, answering to Req. 3.
In Chapter 7, we describe the benchmarking of deep neural network selective
classifiers, addressing Req. 4.
To conclude, Chapter 8 summarizes the thesis’s contributions and highlights
some research directions for future works.

1.3 List of Publications
A brief summary of the thesis project was accepted for the AAAI Doctoral
Consortium 2023 and published as:

• Andrea Pugnana (2023). Topics in selective classification. In AAAI, pages
16129-16130. AAAI Press, 2023.

The work behind Chapter 3 was published as:

• Andrea Pugnana and Salvatore Ruggieri. A Model-agnostic Heuristics for Se-
lective Classification. In AAAI, pages 94619469. AAAI Press, 2023.

The work behind Chapter 5 was published as:

• Andrea Pugnana and Salvatore Ruggieri. AUC-based selective classification.
In AISTATS, volume 206 of Proceedings of Machine Learning Research, pages
24942514. PMLR, 2023.

The work behind Chapter 6 was published as:
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• Giuseppe Cianci, Roberto Goglia, Riccardo Guidotti, Matteo Kapllaj, Roberto
Mosca, Andrea Pugnana, Franco Riccotti, and Salvatore Ruggieri. Applied
data science for leasing score prediction. In IEEE Big Data, pages 16871696.
IEEE, 2023.

A preliminary version of Chapter 7 was published as:

• Andrea Pugnana, Lorenzo Perini, Jesse Davis, and Salvatore Ruggieri. Deep
Neural Network Benchmarks for Selective Classification. In Verifying Learning
AI Systems (Verilearn) Workshop, ECAI, 2023.

and an extended version is currently under consideration for journal publica-
tion.



Chapter 2

Background

This chapter introduces the main concepts used throughout the thesis and po-
sitions the selective prediction task within the related literature. In Section
2.1, we will introduce a standard notation and present the two main ways to
perform abstention, i.e. ambiguity rejection and novelty rejection. Section 2.2
summarises how abstention can be performed within the ambiguity rejection
framework, focusing mainly on the theoretical aspects of the selective predic-
tion task. Section 2.3 presents the main methods to perform novelty rejection.
We explore ethical concerns deriving from the reject option in Section 2.4. Fi-
nally, in the last Section 2.5, we briefly overview other fields closely related to
abstaining predictors.

2.1 General background
Let X be an d-dimensional input space, Y be the target space and P (X; Y ) be
the probability distribution over X � Y . Generally speaking, we will denote
random variables with capital letters (e.g. X), while we refer to their realiza-
tions using lowercase letters (e.g. x). If Y takes a finite number of values - i.e.
Y = f1; : : : ;mg - we deal with a classification problem, otherwise if Y = R
we deal with a regression task. Given a hypothesis space H of functions that
maps X to Y , the goal of a machine learning model (a learner) is to find the
hypothesis h 2 H (i.e., a classifier or a regressor) that minimizes the risk:

R(h) =

Z
X �Y

l(h(x); y)dP(x; y) = E[l(h(X); Y )]; (2.1)

where l : Y � Y ! R is a user-specified loss function and P is the probability
measure linked to the joint distribution P over the space X � Y . Because
P (X; Y ) is generally unknown, it is typically assumed that we have access to
an i.i.d. sample Tn = f(xi; yi)gni=1. This allows us to estimate an empirical
counterpart of risk R(h), called empirical risk:

R̂(h j Tn) =
1

n

nX
i=1

l(h(xi); yi) (2.2)
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It can be used to learn a predictor ĥ1, such that

ĥ 2 arg min
h2H

R̂(h j Tn) (2.3)

Under the classification framework, we define the Bayes Optimal Classifier as:

hB 2 arg min
ŷ2Y

X
y2Y

P (Y = yjX = x)l(ŷ; y) (2.4)

For example, in a binary classification setting (i.e. when Y = f0; 1g), the
Bayes Optimal classifier can be further characterized as

hB(x) = 1f�(x) � 1=2g; (2.5)

where �(x) = P (Y = 1jX = x). More generally, we will refer to the score
sy : X ! [0; 1] as a function that aims to estimate the conditional probability
function, i.e. sy(x) � P (Y = yjX = x). In this case, the score is also known
as a probabilistic classifier.
Because the learned model is prone to making mistakes, one can extend the
canonical setting to include a selection mechanism that allows the predictor
to refrain from offering a forecast for those instances likely to be misclassified.
If the predictor does not provide a forecast for an instance, a label can be
assigned in another manner such as by asking a user to check it by hand
or employing another, more expensive model (e.g., one which requires more
features, or which takes longer to make a prediction).

2.2 Ambiguity Rejection
As shown in Figure 2.1, within the Ambiguity Rejection setup, we can devise
two main ways to learn abstaining predictors, i.e. selective prediction (SP) and
learning to reject (LtR). In the next subsections, we will provide an overview
of both frameworks.

2.2.1 Selective Prediction
Formally, a selective predictor is a pair (h; g) where h is a standard predic-
tor and g : X ! f0; 1g is a selection function that determines whether h’s
prediction is provided or the model abstains (or rejects):

(h; g)(x) =

(
h(x) if g(x) = 1

abstain otherwise:
(2.6)

We refer to selective classification (SC) whenever h is a classifier: in this
case, we call the selective predictor a selective classifier. We refer to selective
regression (SR) when h is a regressor. The selective predictor employed in such

1We will use the terms model and predictor interchangeably in the rest of the work.
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Figure 2.1: A hierarchy of methods to build abstaining predictors.

a task is called selective regressor. In practice, rather than directly learning the
selection function in Eq. 2.6, one approximates it by (1) learning a confidence
function2 �h : X ! [0; 1] (sometimes called soft selection [14]) that measures
how likely it is that the predictor h is correct, and (2) setting a threshold
� 2 [0; 1] that defines the minimum confidence for providing a prediction,
yielding

g(x) = 1f�h(x) > �g (2.7)
To prevent the selective predictor from abstaining on too many (test) instances,
SP methods also consider the coverage metric, which is defined as

�(g) =

Z
X
g(x)dPX(x) = E[g(X)]; (2.8)

where PX is the probability measure associated to the marginal probability
PX over X . In simpler words, the coverage is the expected probability mass
of the non-rejected region. Non-rejected instances are commonly referred to
as either accepted or selected, and we will use these terms interchangeably.
Another core measure of the selective prediction framework is the risk over the
accepted region, commonly called the selective risk and defined as:

R(h; g) =
E[l(h(X); Y )g(X)]

�(g)
= E[l(h(X); Y )jg(X) = 1] (2.9)

2A good confidence function �h should rank instances based on descending loss, i.e., if
�h(xi) � �h(xj) then l(h(xi); yi) � l(h(xj); yj).
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The inherent trade-off between coverage and risk can be summarized by a
risk-coverage curve [13]. Moreover, such a trade-off allows framing the se-
lective prediction task according to two different formulations: the bounded
improvement model and the bounded abstention model [24].
In the bounded improvement model, the problem is formulated by fixing an
upper bound � - the target risk - to the selective risk and then looking for a
selective predictor that maximizes coverage [14], i.e.:

Problem 1 (Bounded-improvement model). Given a target risk �, an optimal
selective predictor (h; g) parametrized by (��;  �) can be defined as:

arg max
�; 

�(g ) s.t. R(h�; g ) � � (2.10)

Conversely, in the bounded-abstention model, we fix a lower bound c for cov-
erage (called target coverage) and then look for a selective predictor that min-
imizes selective risk [15], i.e.:

Problem 2 (Bounded-abstention model). Given a target coverage c, an opti-
mal selective predictor (h; g) parameterized by ��,  � can be defined as:

arg min
�; 

R(h�; g ) s.t. �(g ) � c (2.11)

The empirical counterpart of coverage and selective risk are respectively de-
fined as the empirical coverage:

�̂(gjTn) =

Pn
i=1 g(xi)

n
;

and the empirical selective risk:

R̂(h; gjTn) =
1
n

Pn
i=1 l(h(xi); yi)g(xi)

�̂(gjTn)

These can be used to learn the selective predictor by plugging them in (2.10)
or (2.11). Finally, we call coverage-calibration the post-training procedure
of estimating the threshold � in (2.7) for the target coverage c specified in
Eq. 2.11. This is generally done by estimating the (1� c) � 100-th percentile of
the confidence function over a held-out calibration dataset.

Selective classification

Optimal selective classifiers have been mainly studied from a theoretical point
of view. The main results for the bounded-improvement model come from the
seminal paper by El-Yaniv and Wiener [13], who presented a comprehensive
analysis to build an optimal selective classifier. Their analysis requires a noise-
free environment, where they aim to maximize the coverage while ensuring that
the selected risk is zero. The authors present a comprehensive analysis of the
risk-coverage curves in the Probably Approximately Correct (PAC) framework,
offering a detailed definition of both the lower and upper bounds. Geifman
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and El-Yaniv [14] propose an algorithm that achieves optimal (in a PAC sense)
results by thresholding the confidence function. Nevertheless, they do not
consider how to obtain the confidence function, relying on commonly used
approaches like the softmax response.
When moving to the bounded-abstention setting in a noisy binary setting,
Denis and Hebiri [25] provide an optimal strategy to build a selective classi-
fier using confidence sets3 when considering the 0-1 loss namely l(h(X; Y ) =
1fh(X) 6= Y g. In the rest of the work, we will refer to the risk obtained using
the 0-1 loss as the error rate. The selective counterpart will be referred to as
the selective error rate.
We denote with �h a confidence set that outputs either fh(x)g - i.e. a singleton
with the prediction provided by the classifier h - or f0; 1g. The selective
classifier (h; g)� associated with �h can be set as:

(h; g)�(x) =

(
h(x) if card(�h(x)) = 1

abstain otherwise;
(2.12)

where card refers to the cardinality of confidence set �. In other words, the
selection function accepts instances only when �h outputs a singleton, namely
g�(x) = 1fcard(�h(x)) = 1g. Let us also define c-confidence sets as:
Definition 1 (c-confidence set). Let c 2 [0; 1]. Then the c-confidence set �c(�)
can be written as

�c(x) =

(
fhB(x)g if ’(x) � #c

f0; 1g otherwise;
(2.13)

where ’(x) = maxf1� �(x); �(x)g, #c = F�1
m (1� c) and F�1

m is the inverse of
the cumulative function of ’. Under this framework, the authors prove that
the selective classifier derived from a c-confidence set is optimal and can be
written as:

(hB; gm)(x) =

(
hB(x) if ’(x) � #c

abstain otherwise
(2.14)

Moreover, Denis and Hebiri [25] show that a plug-in estimator of such a selec-
tive classifier is a reliable strategy if we have a consistent estimator for ’.
Franc et al. [24] generalize the result proposing optimal strategies to build se-
lective classifiers also in the multiclass setting. Given the conditional expected
risk function �h(x):

�h(x) =
X
y2Y

p(Y = yjX = x)l(h(x); y); (2.15)

we can obtain an optimal selective classifier by setting the classifier as the Bayes
classifier hB(x), and consider the following (randomized) selection function:

gR(x) =

8><>:
1 if �h(x) < �

� if �h(x) = �

0 if �h(x) > �;

(2.16)

3Confidence sets are measurable functions � : X ! 2Y mapping from X to the powerset
of Y.
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where � h(x) is the conditional risk for classi�er h, � is a threshold that de-
termines acceptance, and� is the probability of providing a prediction when
the optimal selection function randomizes at the boundary case, i.e. when
� h(x) = �. Depending on whether we frame the problem as in Problem1 or as
in Problem 2, Franc et al. [24] show how to de�ne and estimate the pair(�; � ).
For instance, under the bounded abstention framework, when considering a
binary classi�cation task and the 0-1 loss, the selective functiongR equalsgm

in (2.14).
From a practical perspective, in recent years, several neural network archi-
tectures - e.g. [15, 18, 20, 17] - have been proposed to solve the bounded-
abstention problem. For an extensive characterization of these existing meth-
ods, we refer to Chapter7.2, where we provide a comprehensive analysis of
DNN-based approaches, categorizing them depending on how their selection
function is built.

Selective Regression

While several results were developed for selective classi�cation, limited atten-
tion has been devoted to the problem of selective regression. The main contri-
butions in this setting are due to Zaoui et al. [26], where the authors provide
a series of theoretical results for selective regression when the loss function
is the mean squared error (MSE). More precisely, let us de�ne the regression
function as f (x) = E[Y j X = x] and the conditional variance function as
� 2(x) = E[(Y � f (x))2 j X = x]. Zaoui et al. [26] show that the optimal strat-
egy can be obtained by directly thresholding the conditional variance� 2(x),
i.e.

(f; g )(x) =

(
f (x) if � 2(x) < � reg

abstain otherwise
(2.17)

Furthermore, if we assume that the cumulative distribution function of� 2(x)
(denoted asF� 2 (x )) is continuous, we can estimate the optimal threshold� reg

achieving coveragec. We denote the inverse of the cumulative functionF � 1
� 2 (X )

de�ned on u 2 [0; 1] as F � 1
� 2 (X )(u) = inf f t 2 R : F (t) � ug, then � reg is such

that
� reg = F � 1

� 2 (x )(c) (2.18)

In simpler words, the optimal selective regressor associated with a target cover-
agec forecasts whenever the variance is below� reg , which equals thec� quantile
of the � 2(x) function. Such a value can be estimated using an (unlabelled)
calibration set, through the coverage-calibrationprocedure.

2.2.2 Learning to Reject

SC can be seen as one of the two main ways to achieve ambiguity rejection,
as the focus is on trading o� coverage and selective risk. The other main
framework is commonly referred to as Learning to Reject (LtR) or cost-based
abstention [24] and is based on the seminal work by Chow [10]. Similarly
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to SC, LtR aims at learning a pair (classi�er, rejector) such that the rejector
determines when the classi�er predicts, limiting the predictions to the region
where the classi�er is likely correct. LtR methods learn the trade-o� between
abstention and prediction through a parametera, representing the cost of
abstention. Given the costa, one can de�ne the expected riskRB (h; g; a) as:

RB (h; g; a) =
Z

X �Y
(l (h(x); y)g(x)) + ((1 � g(x)) a) dP(x; y) (2.19)

The goal then becomes to �nd the pair(h; g) such that the expected risk
RB (h; g; a) is minimized. More formally,

Problem 3 (Cost-based model [22]). Given the cost of rejectiona, an optimal
pair classi�er-rejector (hB ; gB ) can be de�ned as:

arg min
h;g

RB (h; g; a) (2.20)

Multiple approaches have been proposed to solve this task. For instance, Chow
[10] provides an optimal strategy in the caseP(X ; Y) is known, and the loss is
the 0-1 loss. The extension to the case whereP(X ; Y) is not known is discussed
by Herbei and Wegkamp [27], where the plug-in approach is considered to es-
timate the conditional probability P(Y jX ). Fumera et al. [28] study the usage
of multiple thresholds for the binary setting, where there might be di�culties
in estimating the conditional distribution of the minority class.
While the LtR methods presented so far are model-agnostic with respect to the
choice of the algorithm employed for estimatingh, many proposed approaches
exploit the peculiarities of di�erent algorithms. For instance, Hellman [29]
presents how to extend k-Nearest Neighbour classi�ers (kNN) to include a
reject option. Given the cost for rejectiona, the proposed method looks at
the k nearest neighbours of a certain instance and abstention is prescribed if
k0 < k=2 nearest neighbours belong to a di�erent class than the majority of
the neighbours. The optimalk0 depends on the value ofa. Fumera and Roli
[30] devise an approach to learn Support Vector Machines with an embedded
reject option in the binary setting. By including the cost of rejectiona in
the 0-1 loss, they de�ne the training task as a non-convex optimization prob-
lem and they propose an algorithm to solve it. Cordella et al. [31] propose
the usage of a linear performance function to train neural networks that are
able to reject. Such a function is based on a linear combination of the mis-
classi�cation cost and the rejection costa. Similarly, Sundararajan and Pal
[32] propose the Conservative Perceptron Learning Rule algorithm to embed
perceptrons with a reject option. Such an algorithm trains a hyperplane with
a bandwidth for rejection and, by restricting the bandwidth within a certain
range, it is guaranteed to converge to a solution. Cortes et al. [33] study how
ensembling techniques could be used within LtR, by providing a theoretical
analysis of bounds and a boosting-style algorithm to perform LtR in the binary
setting. Fischer et al. [34] investigate optimal rejection methods for classi�ers
that partition the input space, such as prototype-based classi�ers, support
vector machines, or decision trees. More precisely, they consider (un)certainty
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metrics, such as the distance to the closest decision boundary, and propose
methods to determine optimal local thresholds on given data, linking the LtR
problem to the Knapsack problem [35].
We conclude by highlighting that LtR deviates from SC in two major aspects.
First, the rejection strategy does not rely on con�dence functions, but it is
based on the parameter costa. De�ning such a parameter is not straightfor-
ward, and it is heavily context-dependent [25]. Second, LtR methods are not
meant to tackle the problem of minimizing a risk given a target coveragec. A
more in-depth theoretical analysis for both LtR and SC can be found in [24],
where the authors show that both frameworks share similar optimal strategies.

2.3 Novelty Rejection

While LtR methods and SC are typically used to performambiguity rejection,
an alternative approach is to abstain from making predictions on instances
that are unlikely to be seen in the distribution generating the training data.
This approach is commonly referred to asnovelty rejection [36, 37].
Such a rejection strategy is especially sought whenever the training and the
test distribution di�ers [ 12]. For instance, in the healthcare context, der Pias
et al. [38] use a LOF-based rejector [39] to avoid providing predictions for
patients that are younger than the ones used to train the model.
Overall, we can distinguish di�erent ways to build novelty rejectors. A popu-
lar approach is to use a rejector that is trained independently from the �nal
classi�er. For example, one can estimate the marginal densityP(X ) and re-
ject if the probability of a novel instance is below a certain threshold� novelty .
The intuition is that such an approach quanti�es the likelihood of a speci�c
instance belonging to a feature space that closely resembles the training set
one. Several methods have been considered for such a purpose: Landgrebe
et al. [40] propose the usage of Gaussian Mixtures Models (GMM) to estimate
the marginal density and then perform rejection depending on these values.
Resorting to deep neural networks, Nalisnick et al. [41] consider the usage of
Normalizing Flows, while Wang and Yiu [42] employ Variational Autoencoders
to estimate the marginal densityP(X ).
Another option is to employ a one-class classi�cation model that learns to
encapsulate the training dataset and �ag as novelty all the instances falling
out of this region [43].
Alternatively, some external rejectors assign scores representing the novelty of
an example and abstain when such a score is above a certain level: Liang et al.
[44] show that employing temperature scaling [45] and adding small perturba-
tions to the input help separate the neural network softmax score distributions
for out-of-distribution (o.o.d.) instances from in-sample ones, allowing for more
e�ective detection of novel examples. Kühne et al. [46] combine a deep learn-
ing model with an Autoencoder following these steps: �rst, the novel instance
to evaluate is passed through a previously trained Autoencoder to obtain a
reconstructed input. Intuitively, if the original instance is from the training
set, then the autoencoder should be able to properly reconstruct the instance,



2.4. CONCERNS FROM ABSTAINING CLASSIFIERS 15

making the reconstructed instance similar to the original data. Then both
the reconstructed input and the original instance are passed through the deep
learning model, which provides two �nal predictions to compare. Thus, if the
predictions are similar, then the example likely belongs to the training set.
Finally, another option is to use a con�dence-based approach. Di�erently from
the ambiguity rejection framework, here a popular choice is to approximate the
class conditional density functionP(X = x j Y = y) [36]. We can then de�ne
a con�dence function as:

� nov = max
y2Y

P(X = x j Y = y) (2.21)

The intuition is straightforward: the higher the value of � nov the more likely
the sample is a common one [47]. In order to estimate the con�dence function,
one can rely on the usage of GMM, as done for example by Vailaya and Jain
[48], or on heuristics, such as the distance from the closest prototype [49].

2.4 Concerns from abstaining classi�ers

The usage of the reject option introduces a few concerns, such as fairness and
explainability of the rejection strategy. For the sake of completeness, in this
section, we review the main concerns raised by introducing a reject option and
some of the current approaches to tackle them.

Fairness. The attention devoted to building fair AI systems has been in-
creasingly growing in the last decade [50].
When introducing a reject option, one might be interested in evaluating if such
a solution is unfair towards some protected groups. For example, one wants
to avoid the selective predictor rejecting only members of a speci�c minority
group.
For the selective prediction framework, only a few of works try to address
these concerns. For instance, Jones et al. [51] were the �rst to show that even
if accuracy increases overall for accepted instances, there might be some pro-
tected groups that are negatively a�ected by the introduction of an abstention
mechanism. To address this issue, Lee et al. [52] propose a surrogate loss that
computes the performance on di�erent subgroups of instances. This loss is
employed to train a neural network that enforces a su�ciency condition to
avoid unfair results. Shah et al. [53] propose a similar strategy for selective re-
gression under fairness criteria. A di�erent approach is proposed by Schreuder
and Chzhen [54], who provide a theoretical characterization of the selective
classi�cation framework when introducing a fairness constraint in Problem2.

Explainability. Explainable AI methods [1] are increasingly used to over-
come the di�culty of interpreting AI outputs. In particular, adding explana-
tions to rejections allows for characterizing the areas where the predictor is
not con�dent enough.
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To the best of our knowledge, the current literature on explaining the selection
mechanism is limited. Fischer et al. [34] propose a reject option for natively
interpretable models such as prototype-based ones. This allows directly char-
acterizing the reject option. We point out that such a strategy is not always
viable, e.g. when the con�dence is obtained through a complex AI system.
Alternatively, one can consider black-box explanation methods for explaining
the abstention decision. For instance, Artelt et al. [55] consider counterfactual
explanations to explain reject options of learning vector quantization classi-
�ers. Moreover, Artelt and Hammer [56] propose semi-factual explanations for
the reject option, which yields a model-agnostic approach at the expense of
potentially high complexity. Finally, Artelt et al. [ 57] present a model-agnostic
framework to improve abstaining classi�ers with explanation mechanisms. In
particular, they pair a conformal predictor4 with local surrogates computed for
the region of interest. This allows one to consider model-agnostic explainable
methods such as counterfactual, semi-factual, and factual approaches.

Decision aids. The deployment of AI systems as a support for decision-
making has been increasingly discussed in the literature. Multiple studies sug-
gest that the AI system can induce some cognitive bias in the human decision-
maker [58]. For instance, Green and Chen [59] study the e�ectiveness of using
an ML-based risk assessment model as a decision aid in a controlled experi-
ment. Their results suggest that the human participants (i) were incapable of
accurately assessing the validity of their predictions or the risk assessment's
predictions; (ii) did not adjust their level of trust in the risk assessment tool
based on its performance; (iii) displayed prejudice in their interactions with
the risk assessment model.
Although these concerns apply also to abstaining predictors, to the best of
our knowledge, only Bondi et al. [11] examine the impact of using a selective
predictor on human performance. Utilizing real-world data, the authors show
that human evaluations are a�ected by how information is conveyed. Specif-
ically, their attention is directed towards (i) whether humans have access to
the AI system's prediction and (ii) whether they are provided the AI system's
decision to defer. Through the manipulation of these communications com-
ponents, they show that it is possible to have a substantial impact on human
performance. In particular, their �ndings suggest that performance can be
enhanced by alerting the human about the decision to defer while withholding
the AI's prediction.

Robustness and adversarial attacks. Robustness refers to the extent to
which an AI system operates reliably and accurately under harsh conditions.
In particular, we are interested in the system's ability to maintain its integrity
and operate e�ectively in challenging settings, e.g. adversarial attacks, distur-
bances, and data contamination [60].
A few works tried to enhance the robustness of an AI system to adversarial
attacks via the reject option. For instance, Laidlaw and Feizi [61] present a

4See Section2.5.2 for a brief overview.
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technique known as Combined Abstention Robustness Learning (CARL ) to
simultaneously train a classi�er and determine the speci�c region of the input
space where it should abstain. They demonstrate that training withCARL
can lead to a classi�er that is both more accurate and more resilient.
Pang et al. [62] show it is possible to distinguish correctly classi�ed inputs
from misclassi�ed ones. For such a purpose, they combine two intercon-
nected measures, namely the prediction scoresy and the true con�dence, i.e.
sytrue � P(Y = ytrue jX = x), which refers to the score assigned to the ground-
truth value ytrue . In their work, they provide a way for estimating a recti�ed
con�dence that represents true con�dence and using it to train a selected clas-
si�er in an adversarial manner.
Balcan et al. [63] introduce a random feature subspace threat model and show
that classi�ers lacking the capability to reject are susceptible to this adversary.
However, by enabling the classi�er to abstain, such as through a thresholded
nearest-neighbor algorithm, these attacks can be e�ectively countered.
Chen et al. [64] theoretically analyze the strati�ed rejection setting and de-
vise a novel defense approach, called Adversarial Training with Consistent
Prediction-based Rejection (CPR ) for building an abstaining classi�er that
mitigates the exposure to adversarial attacks.

2.5 Related Work

In this section, we brie�y introduce some of the �elds related to the Selective
Prediction framework.

2.5.1 Uncertainty Quanti�cation

Traditionally, uncertainty estimation has been closely associated with stan-
dard probability and probabilistic predictions in the statistical realm. How-
ever, in the �eld of machine learning, new challenges have arisen, such as trust,
robustness, and safety, requiring the development of novel methodological ap-
proaches. For instance, when dealing with abstaining predictors, we would like
to abstain over those instances where the model is more uncertain.
Typically, in statistics, one can distinguish between aleatoric uncertainty and
epistemic uncertainty [65]. Aleatoric uncertainty, also known as statistical un-
certainty, pertains to the concept of randomness. It encompasses the variabil-
ity in the results of an experiment that arises from essentially random factors.
For example, when one rolls a die, the data-generating procedure in such an
experiment contains a random component that cannot be mitigated by any
other source of information. In contrast, epistemic uncertainty, also known as
systematic uncertainty, arises from a lack of knowledge (e.g. about the best
model to consider). Unlike aleatoric uncertainty, epistemic uncertainty can be
reduced (in principle) by acquiring more information.
There are multiple ways to categorize methods of estimating uncertainty. For
an in-depth review of uncertainty estimation in the machine learning �eld, re-
fer to Hüllermeier and Waegeman [66]. A common distinction is between set-



2.5. RELATED WORK 18

valued prediction and uncertainty quanti�cation methods. The former meth-
ods provide a set of predictions that comprise the true value with a speci�ed
(desired) level of con�dence. Conversely, uncertainty quanti�cation methods
generally provide a single prediction and equip it with additional information
about how that prediction is certain.
We will discuss in more detail one of the most popular set-valued methods, i.e.
conformal prediction, in the next subsection, while for the remainder of this
paragraph, we will brie�y overview some uncertainty quanti�cation methods.
A popular approach for uncertainty quanti�cation is to estimate directly a
probabilistic classi�er s : X ! [0; 1]: in the case of classi�cation this translates
into estimating the conditional probability for each classy 2 Y ; while for the
regression task, it means estimating a density function onR.
To train a probabilistic classi�er, one can typically minimize suitable losses,
such as proper scoring rules [67]. However, one often obtains (at best) pseudo-
probabilities that do not accurately re�ect the underlying true probability.
Hence, several calibration methods have been proposed to scale these learned
scores into proper probabilities. Typically, these techniques work as follows:
�rst, they learn a mapping from the learned scores to the unit interval. Then,
the learned mapping can be applied ex-post to the scores to obtain proper
probabilities. Popular methods include binning [68, 69], isotonic regression
[70], logistic scaling [71], temperature scaling [45] and parametric forms of
scaling [72, 73]. We refer to de Menezes e Silva Filho et al. [74] for a complete
overview of di�erent calibration techniques.
Another widely adopted method for uncertainty quanti�cation is ensembling
[75]. The core idea is to train multiple models, which will provide multiple pre-
dictions. Averaging these predictions enables one to improve predictive perfor-
mance. Moreover, one can exploit the multiple models to construct measures
of uncertainty. This approach has proven successful in various applications,
including selective classi�cation [23], monitoring model degradation [76], de-
tecting misclassi�cations [77], and addressing adversarial attacks [78], among
others.
Alternatively, one can rely on Bayesian approaches. For instance, Seeger [79]
introduces Gaussian Processes that generalize the Bayesian inference for mul-
tivariate (but �nite-dimensional) random variables to inference for (in�nite-
dimensional) functions. Other popular Bayesian approaches rely on neural
networks, including Bayesian Neural Networks [80, 81, 82], approximate vari-
ational techniques (e.g. Dropout Variational Inference [83]) and methods that
try to distinguish between aleatoric and epistemic uncertainty [84, 85].
To conclude, a connection between the two kinds of uncertainty - i.e., aleatoric
and epistemic - and the rejection types - i.e., ambiguity and novelty- can be
drawn. As highlighted by Hendrickx et al. [12], ambiguity rejection resembles
aleatoric uncertainty since the di�culty of providing a prediction for a speci�c
instance can arise due to the intrinsic probabilistic nature of the relationship
betweenX and Y. On the other hand, we can pair novelty rejection to epis-
temic uncertainty because the novelty of a certain instance comes from the fact
that we did not see (enough) similar examples in the training set. Hence, we
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can reduce the uncertainty around novel instances by enlarging our training
data.

2.5.2 Conformal Prediction

Conformal Prediction (CP) [86] is one of the most popular set-valued uncer-
tainty prediction methods.
More formally, given a training setTn with n samplesf (X i ; Yi )gn

i =1 drawn from
an unknown distribution P on X � Y , a nominal error level� and a new i.i.d.
instance(X n+1 ; Yn+1 ), a conformal predictor is a con�dence set̂� n : X ! 2Y

such that:
P

�
Yn+1 2 �̂ n (X n+1 )

�
� 1 � � (2.22)

The most straightforward way to build such sets relies on thresholding the
so-calledconformal score, a function v : X � Y ! R that increases whenever
a prediction is uncertain.
For example, given a probabilistic classi�ers : X ! [0; 1]Y , one can set the
conformal score asv(x; y) = 1 � sytrue (x), wheresytrue (x) � P(Y = ytrue jX =
x) is the estimated probability for the true class conditional distribution. We
emphasize that estimating this quantity requires access to the true class value
ytrue , which is only available at training time5. Afterward, one can use a
calibration dataset to compute a quantileq̂ such that it covers 100_(1 � � )%
of the scoressytrue . The prediction set is then built including all the softmax
values sy that overcome the thresholdq̂. Vovk [87] advocates the usage of
a cross-�tting strategy to avoid splitting available data into a training set
and a calibration dataset. Theoretical guarantees for such a strategy can be
found in Kim et al. [88]. Other choices for conformal scores are possible: for
instance, Martinez et al. [89] propose the usage of in�uence functions as valid
conformal scores. In this way, one is guaranteed that at least a100_(1 � � )%
of the instances are above the level1 � q̂. This method (called inductive
conformal prediction) was proposed by Papadopoulos et al. [90], who provided
the theoretical guarantees for such a strategy.
There are some similarities with selective prediction, as the conformal score is
closely related to the concept of con�dence function. However, the main dif-
ference with SC is that CP focuses on quantifying the uncertainty associated
with predictions rather than aiming to minimize selective risk (maximize cov-
erage) given a target coverage (error rate) [19]. Moreover, while the con�dence
function maps from the feature spaceX to R, the conformal score is generally
de�ned as a function mapping fromX � Y to R, as it requires ground truth
values.
Some attempts have tried to merge abstaining predictors and the conformal
prediction framework: for instance, in [91], CP is used to give guarantees over
the selective error rate in an SC scenario by: (i) training a conformal predictor
(e.g., SVC [92]), (ii) calibrating its con�dence levels, (iii) setting a selection
threshold over the con�dence or p-values generated by the conformal predictor.

5For example, if one faces a binary classi�cation task,s will output scores for two classes,
i.e. s0 and s1. If ytrue = 1 , then sy true = s1, otherwise sy true = s0.
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Another example is the work by Feng et al. [93], where the authors build
models that can either provide prediction sets or abstain.
To conclude, for a more in-depth overview of conformal prediction, we refer to
Angelopoulos and Bates [94].

2.5.3 Learning to Defer

Learning to Defer (LtD) [95] is a generalization of LtR, where rather than in-
curring a rejection cost, the AI system can defer instances to human expert(s).
Compared with LtR and SC, one of the main di�erences is that the expert's
predictions might be wrong under the LtD framework.
This is generally modeled using a cost function[96]: by denoting with lM and
lH the loss functions connected with the ML model and the human(s), the loss
function in (2.19) can be generalized to

RB (hM ; hH ; g) =
Z

X �Y
(lM (hM (x); y)g(x))+((1 � g(x)) lH (hH (x); y)) dP(x; y);

(2.23)
where hM and hH represent the predictions made by the ML model and the
human(s) respectively.
Thus, by including human experts in the loop, one aims to �nd an optimal
selection strategy for the whole human-AI system. Roughly speaking, such a
strategy decides whether to make the model predict, which results in a cost
equal to the model loss, or defer the prediction to the user, which incurs the
user cost. From a theoretical perspective, De et al. [97] show that the problem
of learning under human assistance when choosing a ridge regression as a
base predictor is NP-hard. By reformulating the problem using submodular
functions, they devise a greedy algorithm with some theoretical guarantees.
Similar results also hold for the classi�cation setting when considering margin-
based classi�ers, as shown in De et al. [98]. Okati et al. [99] provide a formal
characterization of the speci�c scenarios where a predictive model can take
advantage of including humans in the loop. They show that standard ML
models that are trained to predict over all the instances may be suboptimal
when it comes to LtD, proposing a deterministic threshold rule to determine
when the AI system or the human has to predict.
Due to the di�culties in directly optimizing 2.23, several attempts provide
surrogate losses to learn predictors that are able to defer to experts: Mozannar
and Sontag [96] propose a method that jointly learns both the rejector and the
ML predictor with some generalization bounds; Verma et al. [100] consider the
problem of deferring to a multitude of experts; Mozannar et al. [101] provide
a Mixed Integer Linear Programming formulation to solve the problem in the
linear setting and a novel surrogate loss that is realizable and consistent.



Chapter 3

A Model-Agnostic Heuristics for
Selective Classi�cation

The goal of this chapter is to introduce an alternative way to perform selective
classi�cation, answering toReq. 1. We propose a model-agnostic method that
builds the selective classi�er by exploiting a cross-�tting strategy. We show
the goodness of this approach through extensive experiments. This chapter is
based on the work [102] presented at AAAI 2023.

3.1 Introduction

Given the pressing demand for trustworthy AI systems in various sensitive
contexts, building selective classi�ers that achieve state-of-the-art results is
highly sought. As mentioned in the previous chapter, many methods rely
on architecture-speci�c solutions to build selective classi�ers. In particular,
starting from Geifman and El-Yaniv [14], researchers have been proposing
novel approaches that are tailored to DNNs, e.g. in the case of SelectiveNet
(SelNet ) [15] and Self-Adapting Training (SAT ) [18].
Although DNNs have enabled unprecedented advances in several domains, such
as computer vision and natural language processing, they are not a panacea.
For instance, tree-based algorithms still outperform them when considering
tabular data [103], which are used in several sensitive settings, e.g. bank-
ing [104].
Due to this, there is an uprising need for selective classi�ers that can adapt
to various domains, without relying on peculiar model characteristics. In this
chapter, we present a simple yet e�ective heuristics addressing these concerns.
Our contribution consists of a model-agnostic approach that transforms any
base probabilistic binary classi�er into a selective (probabilistic binary) classi-
�er.
Inspired by popular techniques in causal inference [105] and conformal predic-
tion [87, 88], we propose an algorithm, calledSCross , exploiting a cross-�tting
strategy. First, SCross splits the available data intoK folds. Second, it trains
a classi�er overK � 1 folds and predicts the con�dence values over the remain-
ing K -th fold. Finally, it stacks (all) the predicted con�dence values altogether
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to approximate the con�dence over the full dataset. These can be used to esti-
mate the bounds on prediction con�dence for which the base classi�er should
abstain.
The estimation of the bounds relies on theoretical results on quantile estima-
tion [106], which guarantee a second-order improvement over sample quantile
estimation. Moreover, the cross-�tting approach allows one to exploit the
whole training sample to directly calibrate the selection function, without re-
quiring an external validation set.
We evaluate our approach through extensive experimentation on eight real-
world datasets, comparingSCross with the standard PlugIn baseline, which
is model-agnostic but requires a validation set, and with the state-of-the-art
approachesSelNet and SAT .
The rest of the chapter is organized as follows: we present our approach in
Section3.2, while Section3.3.1 reports experimental results. We �nally sum-
marize our contribution in Section3.4.

3.2 Model-Agnostic Heuristics

3.2.1 Preliminaries

We focus our analysis on probabilistic binary classi�ers, whereY = f 0; 1g
and h(x) = 1(s(x) > 1=2). Here, the score s(x) 2 [0; 1] is an estimate of
the posterior probability P(Y = 1jX = x). We assume that the algorithm
and hyperparameters for �tting h are given. Apart from this assumption,
our approach for lifting h to a selective classi�er(h; g) will be completely
agnostic to the speci�c algorithm and hyperparameters. Speci�cally, we adopt
a selection functiong(x) = 1f � h(x) > � g, with the canonical choice of the
maximum of scores as con�dence function:

� h(x) = ' h(x) = max f s(x); 1 � s(x)g:

Our approach aims at determining a threshold� for the selective classi�cation
problem (2.11) that is a better estimate of the 100(1� c) percentile of ' h

than the one adopted by the state-of-the-art methods, namely the empirical
quantile of a sample. The estimate will be �better" in two respects.
First, we adopt a subsample quantile estimator with theoretical guarantees
to improve the variance of a full-sample quantile estimator. The theoretical
backbone of our approach is supported by the results by [106], reported next
for completeness.

Theorem 1 ([106], Theorem 3). Given a random sample distributed according
to F , satisfying some regularity conditions, andK non-overlapping subsamples
of it, let q̂(� ) be the empirical� -quantile estimator ofF over the whole sample,
and �q(� ) a weighted average of the empirical quantile estimators ofF over
the subsamples. Fort 2 [0; 1], let us de�ne the linear combination ~q(� ) =
tq̂(� ) + (1 � t)�q(� ). The variance of ~q(� ) is minimized for t = 1=p

2, K = 2
and equally sized subsamples.
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Figure 3.1: The cross-�tting strategy

The sample quantileq̂(� ) is known to be asymptotically normal. A weighted
average of subsample quantiles�q(� ) is �rst-order equivalent to q̂(� ). The above
theorem states the conditions for minimizing the variance of (the second-order
term of) any linear combination of the two estimators.
As a second enhancement, we prevent setting apart a validation set from the
training set, as done in state-of-the-art methods, and then we will be able to
�t the classi�er h on the whole available training set. Since the goal is to
estimate quantiles over the (unknown) population of con�dence values of the
classi�er h, we approximate it by using a cross-�tting strategy, similar to the
double ML approach [105].

3.2.2 The SCross algorithm

Let us describe our approach.
Given a training setT , we partition T into K non overlapping strati�ed folds
T1; : : : ; TK , and we de�neT� k = T n Tk for k = 1; : : : ; K . For eachk, we train
a base probabilistic classi�ersk over T� k . We then compute the scoressk(x)
for x 2 Tk , and the con�dence values' sk (x) = max f sk(x); 1 � sk(x)g. Fig-
ure 3.1 brie�y summarizes this cross-�tting strategy. Let us de�ne ' sk (Tk) =
f ' sk (x) j x 2 Tkg, and ' (T ) = [ K

k=1 ' sk (Tk). Notice that ' (T ) is an approx-
imation of the (unknown) population of con�dence values of the classi�ers,
since eachsk is built on K � 1 strati�ed folds of the entire training set T which,
in turn, is a set of i.i.d. realizations fromD. For a target coveragec, we set
�̂ as as the100(1� c) percentile of the empirical distribution of ' (T ). Ac-
cording to Theorem1, to minimize the variance of the quantile estimator, we
then randomly partition ' (T ) in two subsets of equal size and we compute the
empirical 100(1� c) percentiles over each of them, denoting such percentiles
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Algorithm 1: SCross .�t()
Input : T = f X ; yg - training set,

S - base probabilistic classi�cation algorithm,
c - target coverage,
K - number of folds

Output: (h; g) - selective classi�er

1 T1; : : : ; TK  Strati�edKFold (T ; K ) // partitioning
2 for k 2 1; : : : ; K do // for each fold
3 T� k = T n Tk // training data
4 sk  S:f it (T� k) // train kth classifier
5 sk = sk :score(X k) // score data
6 ' k = maxf sk ; 1 � skg // compute confidence
7 '  [ K

k=1 ' k // store all the scores
8 �̂  perc('; 100(1� c)) // calculate �̂
9 ' 1; ' 2  KFold('; 2) // partitioning

10 �� 1  perc(' 1; 100(1� c)) // calculate �� 1;
11 �� 2  perc(' 2; 100(1� c)) // calculate �� 2

12 ~� = 1p
2
�̂ + (1 � 1p

2
)( 1

2 �� 1 + 1
2 �� 2) // final �� estimate

13 s  S:f it (T ) // classifier
14 h  lambda x : 1f s:score(x) � 1

2g // final classifier
15 g  lambda x : 1 f maxf 1 � s:score(x); s:score(x)g � �� g

// selection function

16 return (h; g)

as �� 1 and �� 2 respectively. The �nal estimator ~� is:

~� =
1

p
2

�̂ + (1 �
1

p
2

)(
1
2

�� 1 +
1
2

�� 2) (3.1)

We report the details of our approach in Algorithm1, which we nameSCross
for SelectiveCross -Classi�cation. Notice that the �nal classi�er h is built at
lines 13-15 on the full training setT . This is not strictly required, e.g., in the
case of an already trained classi�er.

3.3 Experimental Evaluation

3.3.1 Research Questions

To evaluate the e�ectiveness ofSCross we run several experiments, trying to
address the following questions:

Q1: Are the results comparable to state-of-the-art methods?

Q2: Are the results a�ected by the choice of the base classi�er?

Q3: Are the results a�ected by the choice of the parameterK ?
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The code to reproduce the experiments is available athttps://github.com/
andrepugni/SCross .

3.3.2 Experimental Settings

Datasets. We brie�y summarize the main characteristics of the experimental
datasets (7 tabular datasets and 1 image dataset) and the pre-processing steps
performed. A Jupyter notebook is provided for each dataset, including all the
pre-processing details.
Adult. We dropped from the raw census data [107] the instances with missing
values, because some base classi�ers do not deal with them. The categorical
features were one-hot encoded forSCross and Plug-In , while SelNet and
SAT learn embeddings over them. The �nal training set contains 30,162 in-
stances and 10 features (55 after one-hot encoding). The test set size is 15,060.
Lending. The Lending Club dataset1 regards loans in an online platform.
We considered instances whose loan status is eitherFully Paid or Charged O�
and used them as class labels. We removed redundant and non-informative
features and split instances as follows: the ones up to May 2017 are included
in the training set; the ones from June 2017 up to 2020 are included in the
test set. Categorical features were processed as for the Adult dataset. The
�nal training set contains 1,364,697 instances and 18 features (65 after one-hot
encoding). The test set size is 445,912.
CSDS1/2/3. The datasets CSDS1, CSDS2 and CSDS3 from [108] regard
defaults in repaying a loan: within six months for CSDS1 (data span over
15 months), within 2 months for CSDS2 (data span over 25 months), and
within three months for CSDS3 (data span over 16 months). All features are
anonymized. We removed those with missing values. We then used the time
feature to split the raw data into training and test set: for CSDS1, the thresh-
old was June 2017; for CSDS2, November 2017; and for CSDS3, November
2014. The training set of CSDS1 consists of 230,409 instances and 155 fea-
tures (test set size is 76,939). For CSDS2, the training set contains 37,100
instances and 35 features (test set size is 12,533). For CSDS3, the training set
contains 71,177 instances and 144 features (test set size 23,288).
GiveMe. The GiveMeSomeCredit dataset2 aims at predicting the �nancial
distress of a borrower within two years. As for CSDS datasets, we removed
features with missing values. The training and the test set were obtained by
strati�ed random sampling, and they contain 112,500 and 37,500 instances,
respectively, and 12 features.
UCICredit. This dataset from [107] concerns whether or not a credit card
holder will default in the next six months [109]. There are no missing values.
Training and test sets were obtained by strati�ed random sampling. The
training set includes 22,500 instances (7,500 for the test set) and 23 features.
CatsVsDogs. This dataset3 containing a collection of cats and dogs images.

1https://www.kaggle.com/wordsforthewise/lending-club
2https://www.kaggle.com/c/GiveMeSomeCredit
3https://www.kaggle.com/competitions/dogs-vs-cats



3.3. EXPERIMENTAL EVALUATION 26

The task here is to distinguish between the two species. The training and test
sets were split as described in [16]. There are no missing values. The training
set contains 20,000 images, each one of 64x64 pixels. The test set consists of
5,000 images.

Baselines. We compare our approach with a bounded-abstention version
of the plug-in rule [27] (Plug-In ), the SelNet method [15], and the SAT
method [18]. Plug-In uses the softmax function as the con�dence function, as
in our approach, but it computes the� parameter as the100(1� c) percentile
on a validation set, as in the case ofSelNet and SAT . Unlike those two
approaches,Plug-In is a model-agnostic method. Thus,Plug-In is a natural
baseline to evaluate the contribution of our cross-�tting approach.

Architectures and Hyperparameters. For tabular data, we train both
SelNet andSAT using a ResNet structure [104], while we use LightGBM [110]
as a base classi�er for bothSCross and PlugIn . We also evaluate how the
performances ofSCross are a�ected by the base classi�er choice, using a Lo-
gistic Regression, a Random Forest, a ResNet and an XGBoost classi�er. For
the image data (the CatsVsDogs dataset), we compare all the methods on the
same VGG architecture provided by [16] as the base classi�er. ForSCross
and PlugIn we train the network using cross-entropy loss; forSAT we use
the Self Adaptive Loss and all the parameters as in the selective implementa-
tion experiment of [18]; for SelNet we use its original loss function4 setting
parameters� and � to :50 and 32, as in [15]. For SelNet and SAT approach,
we set 300 epochs in training, Stochastic Gradient Descent as an optimizer, a
learning rate of:10 decreased by a factor:5 every 25 epochs, as in the original
papers. All the parameters of base classi�ers are left as the default ones. Re-
garding SCross , we �x K = 5 unless otherwise speci�ed. The validation sets
for SelNet and SAT consists of 10% of the training set as in their original
implementations.

Evaluation metrics. The metrics used for performance evaluation include
the empirical coverage, the empirical accuracy (1 minus the selective error
rate), and the elapsed training time. They are computed on a test set (25% of
available data) separated from the training set (75%). The split into training
and test sets is time-based when a timestamp feature is available and strati�ed
random otherwise. Performances are shown in the format �mean� stdev�,
where the mean and the standard deviation refer to 1,000 bootstrap runs over
the test set, as proposed in [111]. We follow the approach in [112] to test
whether di�erences across multiple classi�ers are statistically signi�cant at
:001signi�cance level.5

Hardware. Experiments were run on a machine with 96 cores equipped with
Intel(R) Xeon(R) Gold 6342 CPU @ 2.80GHz and two NVIDIA RTX A6000,

4See Chapter7.2 for a detailed description.
5We rely on the Python packageautorank [113] for statistical analysis.



3.3. EXPERIMENTAL EVALUATION 27

OS Ubuntu 20.04.4, programming language Python 3.8.12.

Comparing approaches. We compare the empirical coverage, the selective
accuracy, and the elapsed training time metrics (mean� stdev) for SCross ,
PlugIn , SelNet , and SAT . For each dataset, we consider di�erent target
coveragesc, ranging from :75 to :99. A value is shown in bold if the classi�er
is statistically signi�cantly better than others in the same row (i.e., empiri-
cal coverage closest to the targetc, highest empirical selective accuracy, and
shortest elapsed training time, respectively). In case of ties among classi�ers,
we report in bold all values of such classi�ers.

Limitations. Before discussing the experimental results, a clari�cation should
be made about the limitation of a fully fair comparison. First,SCross and
PlugIn can be compared using the same base classi�ers because they are both
model-agnostic. Similarly,SelNet and SAT can be compared to each other
because they are end-to-end learning, namely they �t the classi�er and the
selection function together. It is not possible, instead, to use the same trained
base classi�er for all of the four methods, asSelNet and SAT would re-train
it di�erently. For image data, where the base classi�er is a VGG architecture
for all four methods, we choose to set a standard cross-entropy loss in training
for SCross and PlugIn (see settings), which alleviates but does not solve
the problem raised. For tabular data, we choose to adopt as base classi�er a
gradient boosting tree classi�er, namely LightGBM, which is known to out-
perform DNNs, in general, [103, 114]. However, the selective accuracy of all
four methods for c = :99 is very close (see Table3.2). This means that the
performances of the LightGBM base classi�er and of the ResNet trained by
SelNet and SAT are very close to each other when considering zero or min-
imal rejection area. Other base classi�ers, including the ResNet architecture
adopted in SelNet and SAT , are also experimented with, and results will be
described later on.

3.3.3 Experimental Results

Q1: SCross performance. Let us start considering results in terms of
empirical coverage, as reported in Table3.1. Regarding empirical coverage,
SCross is the closest to target coveragec in 19 out of 48 cases, followed by
SelNet (17 out of 48), SAT (13 out of 48) and PlugIn (11 out of 48).
The largest violations occur for the CSDS1 and CSDS2 datasets, withSAT
performing the best in such two cases. A possible reason is the high imbalance
of the two datasets (12% and 2% of positive rate, respectively), which leads to
poor extreme quantile estimation. On the other hand,SAT performs poorly
on Lending, GiveMe and UCICredit, with considerable violations from target
coverages.
Regarding selective accuracy, we can see from Table3.2 that SCross per-
forms better in 27 out of 48 cases.PlugIn obtains performances close to
SCross on all the tabular datasets. SelNet and SAT obtain better perfor-
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Table 3.1: Empirical coverage forSCross and baselines (1,000 bootstrap runs
over the test set, results as mean� stdev).

Empirical Coverage
c SCross PlugIn SelNet SAT

A
du

lt

.99 .993 � (.001) .992� (.001) .991� (.001) .990 � (.001)

.95 .950 � (.002) .947 � (.002) .946� (.002) .941� (.002)

.90 .904 � (.003) .900 � (.003) .899 � (.003) .893 � (.003)

.85 .850 � (.003) .846 � (.003) .840� (.004) .850 � (.003)

.80 .802 � (.004) .794 � (.004) .786� (.004) .828� (.004)

.75 .746 � (.004) .743 � (.004) .741� (.004) .798� (.004)

Le
nd

in
g

.99 .994 � (.001) .995� (.001) .992 � (.001) 1.00 � (.000)

.95 .969 � (.001) .970 � (.001) .979� (.001) 1.00� (.000)

.90 .938 � (.001) .939� (.001) .918 � (.001) 1.00 � (.000)

.85 .908 � (.001) .909 � (.001) .931� (.001) 1.00� (.000)

.80 .879 � (.001) .880 � (.001) .897� (.001) 1.00� (.000)

.75 .849 � (.001) .850� (.001) .821 � (.001) 1.00 � (.000)

G
iv

eM
e

.99 .990 � (.001) .990 � (.001) .991 � (.001) .992 � (.001)

.95 .950 � (.002) .949 � (.002) .948� (.002) .988� (.001)

.90 .902 � (.002) .903 � (.002) .901 � (.002) .984 � (.001)

.85 .852 � (.002) .856 � (.002) .853� (.002) .961� (.001)

.80 .800 � (.003) .807 � (.003) .806� (.003) .955� (.002)

.75 .748 � (.003) .756� (.003) .750 � (.003) .950 � (.002)

U
C

IC
re

di
t

.99 .993 � (.001) .993 � (.002) .988 � (.002) 1.00 � (.000)

.95 .951 � (.003) .948 � (.003) .949 � (.003) 1.00 � (.000)

.90 .906 � (.004) .897 � (.004) .904 � (.004) .992 � (.002)

.85 .848 � (.005) .851 � (.005) .846 � (.005) .992� (.002)

.80 .797 � (.005) .803 � (.005) .806 � (.005) .992� (.002)

.75 .750 � (.005) .751 � (.006) .770 � (.005) .992� (.002)

C
S

D
S

1

.99 .980 � (.001) .980� (.001) .980� (.001) .986 � (.001)

.95 .917 � (.001) .918� (.001) .924� (.001) .934 � (.001)

.90 .849 � (.002) .853� (.002) .859� (.002) .869 � (.002)

.85 .790 � (.002) .792� (.002) .795� (.002) .805 � (.002)

.80 .736 � (.002) .737� (.002) .741 � (.002) .740 � (.002)

.75 .682 � (.002) .681� (.002) .680� (.002) .690 � (.002)

C
S

D
S

2

.99 .983 � (.002) .984 � (.002) .933 � (.003) 1.00� (.000)

.95 .916 � (.003) .927� (.003) .905� (.003) .934 � (.003)

.90 .834 � (.004) .851� (.004) .814� (.004) .875 � (.003)

.85 .761 � (.004) .773� (.004) .747� (.004) .812 � (.004)

.80 .687 � (.005) .715� (.005) .682� (.005) .761 � (.004)

.75 .620 � (.005) .651� (.005) .616� (.005) .703 � (.005)

C
S

D
S

3

.99 .991 � (.001) .992 � (.001) .992� (.001) .995� (.001)

.95 .955 � (.002) .957� (.002) .949 � (.002) .954 � (.002)

.90 .911 � (.002) .909� (.002) .906 � (.002) .904 � (.002)

.85 .865 � (.003) .859� (.003) .850 � (.003) .862 � (.003)

.80 .818 � (.003) .808 � (.003) .808 � (.003) .824 � (.003)

.75 .769 � (.003) .758 � (.003) .758 � (.003) .777� (.003)

C
at

sV
sD

og
s

.99 .992 � (.002) .997 � (.001) .923� (.004) .913� (.004)

.95 .960 � (.003) .979 � (.003) .855� (.006) .867� (.005)

.90 .922 � (.004) .948 � (.004) .809� (.006) .819� (.006)

.85 .889 � (.005) .912 � (.004) .795� (.006) .777� (.006)

.80 .846 � (.005) .869� (.005) .758 � (.007) .729 � (.007)

.75 .794 � (.006) .822� (.006) .720 � (.007) .682 � (.007)

# 20/48 11/48 17/48 12/48
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Table 3.2: Selective Accuracy forSCross and baselines (1,000 bootstrap runs
over the test set, results as mean� stdev).

Empirical Selective Accuracy
c SCross PlugIn SelNet SAT

A
du

lt
.99 .871 � (.003) .872 � (.003) .847 � (.003) .845� (.003)
.95 .888 � (.003) .888 � (.003) .856 � (.003) .845� (.003)
.90 .902 � (.003) .903 � (.003) .875 � (.003) .845� (.004)
.85 .919 � (.003) .920 � (.003) .894 � (.003) .845� (.004)
.80 .934 � (.003) .936 � (.003) .902 � (.003) .846� (.004)
.75 .950 � (.003) .950 � (.003) .923 � (.003) .845� (.004)

Le
nd

in
g

.99 .899 � (.001) .899 � (.001) .873 � (.001) .876� (.001)

.95 .910 � (.001) .909 � (.001) .880� (.001) .876� (.001)

.90 .924 � (.001) .923 � (.001) .891� (.001) .876� (.001)

.85 .938 � (.001) .937 � (.001) .900� (.001) .876� (.001)

.80 .951 � (.001) .951 � (.001) .918 � (.001) .876� (.001)

.75 .963 � (.001) .963 � (.001) .940 � (.001) .876� (.001)

G
iv

eM
e

.99 .942 � (.002) .942 � (.002) .939 � (.002) .937� (.002)

.95 .956 � (.002) .956 � (.002) .953 � (.002) .939� (.002)

.90 .967 � (.001) .967 � (.001) .964 � (.001) .940� (.002)

.85 .973 � (.001) .973 � (.001) .969 � (.001) .945� (.002)

.80 .978 � (.001) .977 � (.001) .971� (.001) .946� (.002)

.75 .981 � (.001) .980 � (.001) .975� (.001) .946� (.002)

U
C

IC
re

di
t

.99 .814 � (.005) .814 � (.005) .813 � (.005) .813� (.005)

.95 .827 � (.005) .826 � (.005) .818� (.005) .813� (.005)

.90 .839 � (.005) .838 � (.005) .829� (.005) .814� (.005)

.85 .855 � (.005) .849 � (.005) .848� (.005) .814� (.005)

.80 .867 � (.005) .863 � (.005) .859� (.005) .814� (.005)

.75 .875 � (.005) .872 � (.005) .867� (.005) .814� (.005)

C
S

D
S

1

.99 .863 � (.002) .863 � (.002) .862 � (.002) .861� (.002)

.95 .875 � (.002) .875 � (.002) .873 � (.002) .872� (.002)

.90 .885 � (.002) .885 � (.002) .882 � (.002) .882� (.002)

.85 .892 � (.002) .892 � (.002) .890 � (.002) .889� (.002)

.80 .899 � (.002) .898 � (.002) .897� (.002) .896� (.002)

.75 .904 � (.002) .904 � (.002) .903 � (.002) .902� (.002)

C
S

D
S

2

.99 .982 � (.002) .982� (.002) .984 � (.002) .982 � (.002)

.95 .985 � (.002) .983 � (.002) .985 � (.002) .984 � (.002)

.90 .985 � (.002) .984 � (.002) .986 � (.002) .984 � (.002)

.85 .986 � (.002) .985 � (.002) .986 � (.002) .986 � (.002)

.80 .987 � (.002) .986 � (.002) .987 � (.002) .986 � (.002)

.75 .987 � (.002) .986 � (.002) .987 � (.002) .987 � (.002)

C
S

D
S

3

.99 .816 � (.003) .816 � (.003) .809 � (.003) .810� (.003)

.95 .827 � (.003) .826 � (.003) .819� (.003) .821� (.003)

.90 .841 � (.003) .841 � (.003) .835 � (.003) .836� (.003)

.85 .855 � (.003) .856 � (.003) .849 � (.003) .849� (.003)

.80 .869 � (.003) .871 � (.003) .862 � (.003) .859� (.003)

.75 .883 � (.003) .884 � (.003) .874 � (.003) .872� (.003)

C
at

sV
sD

og
s

.99 .972 � (.003) .964� (.003) .980� (.003) .988 � (.002)

.95 .982 � (.002) .963� (.003) .988� (.002) .990 � (.002)

.90 .989 � (.002) .962� (.003) .993 � (.002) .990 � (.002)

.85 .993 � (.002) .962 � (.003) .992� (.002) .990� (.002)

.80 .994 � (.002) .960� (.003) .995 � (.002) .990 � (.002)

.75 .994 � (.002) .959� (.004) .997 � (.002) .990 � (.002)

# 36/48 24/48 9/48 4/48
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Table 3.3: Elapsed Training Time forSCross and baselines.

Elapsed Training Time
c SCross PlugIn SelNet SAT

A
du

lt

.99 1.84 0.21 2059.5 1087.9

.95 1.84 0.21 2064.9 1087.9

.90 1.84 0.21 2066.6 1087.9

.85 1.84 0.21 2065.5 1087.9

.80 1.84 0.21 2059.2 1087.9

.75 1.84 0.21 2072.1 1087.9
Le

nd
in

g

.99 13.21 2.44 8932.8 7668.3

.95 13.21 2.44 8935.0 7668.3

.90 13.21 2.44 8916.4 7668.3

.85 13.21 2.44 8919.7 7668.3

.80 13.21 2.44 8911.0 7668.3

.75 13.21 2.44 8903.2 7668.3

G
iv

eM
e

.99 1.64 0.27 2419.8 1364.4

.95 1.64 0.27 2628.4 1364.4

.90 1.64 0.27 2282.7 1364.4

.85 1.64 0.27 2281.2 1364.4

.80 1.64 0.27 2277.6 1364.4

.75 1.64 0.27 2276.4 1364.4

U
C

IC
re

di
t

.99 1.31 0.19 1719.4 871.9

.95 1.31 0.19 1677.1 871.9

.90 1.31 0.19 1684.3 871.9

.85 1.31 0.19 1675.1 871.9

.80 1.31 0.19 1691.2 871.9

.75 1.31 0.19 1681.0 871.9

C
S

D
S

1

.99 6.13 1.06 4933.4 2888.3

.95 6.13 1.06 5158.1 2888.3

.90 6.13 1.06 5145.6 2888.3

.85 6.13 1.06 5151.3 2888.3

.80 6.13 1.06 5154.9 2888.3

.75 6.13 1.06 5152.4 2888.3

C
S

D
S

2

.99 1.33 0.23 668.5 351.4

.95 1.33 0.23 669.4 351.4

.90 1.33 0.23 668.7 351.4

.85 1.33 0.23 668.6 351.4

.80 1.33 0.23 671.0 351.4

.75 1.33 0.23 657.9 351.4

C
S

D
S

3

.99 5.25 0.80 1316.5 696.1

.95 5.25 0.80 1318.0 696.1

.90 5.25 0.80 1315.2 696.1

.85 5.25 0.80 1306.1 696.1

.80 5.25 0.80 1319.5 696.1

.75 5.25 0.80 1316.4 696.1

C
at

sV
sD

og
s

.99 18638.2 3239.8 3534.7 3767.1

.95 18638.2 3239.8 3580.7 3767.1

.90 18638.2 3239.8 3580.8 3767.1

.85 18638.2 3239.8 3573.2 3767.1

.80 18638.2 3239.8 3586.9 3767.1

.75 18638.2 3239.8 3580.2 3767.1

# 0/48 48/48 0/48 0/48
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mances on the image dataset (in 5 out of 6 target coverages): this is partly
due to the fact that SelNet and SAT cover considerably fewer instances than
the target coverage. Regarding the elapsed training time,PlugIn is, as one
would expect, the fastest method.SCross require K times the elapsed time
of Plug-In . Notice, however, that theK -fold approach of SCross can be
easily parallelized. Deep learning methods require extensive training time for
tabular data. A special mention is needed for the image dataset, where the
additional training of a sub-network for the selective function inSelNet and
SAT is moderate if compared to the training of the sub-network for the clas-
si�er (as in PlugIn ). In such a case,SCross is the slowest approach since
it requires training K models. Finally, sinceSCross , PlugIn , and SAT can
be trained only once for all the target coverages, the reported training time
is insensitive ofc. SelNet , instead, needs speci�c training for each target
coverage as the loss function directly takes it into account.In summary, for
tabular data, SCross outperforms its direct model-agnostic competitorPlu-
gIn as per coverage and accuracy, and with an elapsed training time that is,
in absolute terms, moderate. ConcerningSelNet and SAT , there is a clear
improvement as per selective accuracy and elapsed training time, while not
improving coverage over imbalanced datasets. For image data,SCross shows
better empirical coverage, but worse selective accuracy and elapsed training
time.

Q2: Impact of base classi�er in SCross. Let us now consider the im-
pact of di�erent base classi�ers in theSCross approach. We experiment with
Logistic Regression (Logistic), ResNet (ResNet) trained using cross-entropy
loss, Random Forest (RandomForest), and XGBoost (XGBoost). Results are
shown in Tables3.4 and 3.5. The empirical coverage trend at the variation of
the target coveragec appears uniform over the base classi�ers, except for a con-
sistently large violation for ResNet in the GiveMe and in the CSDS2 datasets
compared to the other base classi�ers. The simple Logistic model shows the
best empirical coverage (25 out of 42 times). As expected, empirical selec-
tive accuracy shows an opposite trend, with the more complex base classi�ers
ResNet and XGBoost showing the best performances.In summary, SCross
performs consistently w.r.t. the base classi�er, extending its predictive accu-
racy to the case of the reject option. Deviations from the target coverage are
lower for simpler models.

Q3: Impact of K on SCross. We investigate how the performances of
SCross depend on the numberK of folds in Algorithm 1. Recall that so far
we setK = 5. Table 3.6 shows the empirical coverage, while Table3.7 reports
selective accuracy for di�erent values ofK . We omit the elapsed training time
as it monotonically increases withK . Results show that the empirical coverage
and selective accuracy are contrasting objectives, as one would expect.K = 7
and K = 10 reach the best coverages, partly mitigating the low empirical
coverage problem for the imbalanced datasets CSDS1 and CSDS2. Instead,
for CatsVsDogs, smaller values ofK achieve minimal target coverage, while
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Table 3.4: Empirical Coverage forSCross with di�erent base classi�ers over
tabular datasetsk = 5, and 1,000 bootstrap runs over the test set, results as
mean� stdev.

Empirical Coverage
c Logistic ResNet RandomForest XGBoost

A
du

lt

.99 .989 � (.001) .991 � (.001) .989 � (.001) .992� (.001)

.95 .950 � (.002) .949 � (.002) .950 � (.002) .951 � (.002)

.90 .901 � (.003) .895 � (.003) .899� (.003) .903� (.003)

.85 .851 � (.003) .847 � (.003) .857� (.003) .857� (.003)

.80 .800 � (.004) .800 � (.004) .808 � (.004) .801� (.004)

.75 .752 � (.004) .753� (.004) .755� (.004) .749 � (.004)

Le
nd

in
g

.99 .992 � (.001) .994 � (.001) .996� (.001) .994� (.001)

.95 .958 � (.001) .969 � (.001) .970� (.001) .970� (.001)

.90 .917 � (.001) .937 � (.001) .927� (.001) .939� (.001)

.85 .878 � (.001) .906 � (.001) .893� (.001) .909� (.001)

.80 .842 � (.001) .875 � (.001) .861� (.001) .880� (.001)

.75 .809 � (.001) .845 � (.001) .824� (.001) .853� (.001)

G
iv

eM
e

.99 .991 � (.001) .999� (.001) .991� (.001) .990 � (.001)

.95 .949 � (.002) .752 � (.003) .952� (.002) .949 � (.002)

.90 .901 � (.002) .710 � (.003) .905� (.002) .902� (.002)

.85 .849 � (.002) .653 � (.003) .858� (.002) .849 � (.002)

.80 .799 � (.003) .586 � (.003) .801 � (.003) .799 � (.003)

.75 .750 � (.003) .525 � (.003) .767� (.003) .749� (.003)

U
C

IC
re

di
t

.99 .992 � (.002) .994 � (.001) .995� (.001) .989� (.002)

.95 .952 � (.003) .957 � (.003) .957� (.003) .955� (.003)

.90 .898 � (.004) .915� (.004) .906� (.004) .903 � (.004)

.85 .852 � (.005) .907� (.004) .850 � (.005) .851 � (.005)

.80 .798 � (.005) .795� (.005) .800 � (.005) .797 � (.005)

.75 .740 � (.005) .748 � (.005) .759 � (.006) .745� (.006)

C
S

D
S

1

.99 .986 � (.001) .984 � (.001) .985� (.001) .980� (.001)

.95 .923 � (.001) .932 � (.001) .932 � (.001) .921 � (.001)

.90 .855 � (.002) .878 � (.002) .871 � (.002) .851� (.002)

.85 .793 � (.002) .809� (.002) .820 � (.002) .792 � (.002)

.80 .736 � (.002) .749� (.002) .765 � (.002) .735 � (.002)

.75 .684 � (.002) .691� (.002) .700 � (.002) .681 � (.002)

C
S

D
S

2

.99 .978 � (.002) .968� (.002) .980� (.002) .984 � (.002)

.95 .902 � (.003) .865� (.003) .926� (.003) .928 � (.003)

.90 .819 � (.004) .760� (.004) .853� (.004) .860 � (.004)

.85 .744 � (.004) .664� (.005) .798 � (.004) .794 � (.004)

.80 .672 � (.005) .584� (.005) .724� (.004) .729 � (.005)

.75 .605 � (.005) .508� (.005) .619� (.005) .669 � (.005)

C
S

D
S

3

.99 .990 � (.001) .990 � (.001) .992 � (.001) .991� (.001)

.95 .951 � (.002) .949 � (.002) .963 � (.002) .953� (.002)

.90 .901 � (.002) .896 � (.003) .918� (.002) .903� (.002)

.85 .847 � (.003) .845� (.003) .860� (.003) .852 � (.003)

.80 .795 � (.003) .795 � (.003) .816 � (.003) .805 � (.003)

.75 .744 � (.003) .751 � (.003) .772 � (.003) .756� (.003)

# 22/42 9/42 9/42 13/42
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Table 3.5: Selective Accuracy forSCross with di�erent base classi�ers over
tabular datasetsk = 5, and 1,000 bootstrap runs over the test set, results as
mean� stdev.

Empirical Selective Accuracy
c Logistic ResNet RandomForest XGBoost

A
du

lt

.99 .850 � (.003) .847� (.003) .841� (.004) .872 � (.003)

.95 .863 � (.003) .861� (.003) .854� (.004) .886 � (.003)

.90 .879 � (.003) .877� (.003) .871� (.003) .901 � (.003)

.85 .894 � (.003) .893� (.003) .885� (.003) .916 � (.003)

.80 .910 � (.003) .906� (.003) .899� (.003) .933 � (.003)

.75 .923 � (.003) .921� (.003) .915� (.003) .949 � (.003)

Le
nd

in
g

.99 .849 � (.001) .885� (.001) .877� (.001) .903 � (.001)

.95 .862 � (.001) .894� (.001) .887� (.001) .913 � (.001)

.90 .878 � (.001) .907� (.001) .904� (.001) .927 � (.001)

.85 .894 � (.001) .919� (.001) .918� (.001) .941 � (.001)

.80 .911 � (.001) .931� (.001) .933� (.001) .955 � (.001)

.75 .927 � (.001) .944� (.001) .949� (.001) .966 � (.001)

G
iv

eM
e

.99 .936 � (.002) .934� (.002) .939� (.002) .941 � (.002)

.95 .943 � (.002) .949� (.002) .953� (.002) .955 � (.002)

.90 .946 � (.002) .952� (.002) .962� (.001) .966 � (.001)

.85 .949 � (.002) .956� (.002) .969� (.001) .973 � (.001)

.80 .952 � (.002) .958� (.002) .974� (.001) .978 � (.001)

.75 .955 � (.002) .959� (.002) .976� (.001) .981 � (.001)

U
C

IC
re

di
t

.99 .787 � (.005) .817 � (.005) .811 � (.005) .808� (.005)

.95 .801 � (.005) .826 � (.005) .823 � (.005) .818� (.005)

.90 .823 � (.005) .837 � (.005) .838 � (.005) .836� (.005)

.85 .841 � (.005) .839� (.005) .852 � (.005) .850 � (.005)

.80 .852 � (.005) .861 � (.005) .859 � (.005) .861 � (.005)

.75 .858 � (.005) .871� (.005) .865� (.005) .872 � (.005)

C
S

D
S

1

.99 .861 � (.002) .861� (.002) .854� (.002) .862 � (.002)

.95 .873 � (.002) .872� (.002) .865� (.002) .874 � (.002)

.90 .882 � (.002) .880� (.002) .873� (.002) .884 � (.002)

.85 .891 � (.002) .889 � (.002) .879� (.002) .891 � (.002)

.80 .896 � (.002) .896� (.002) .885� (.002) .897 � (.002)

.75 .902 � (.002) .901� (.002) .889� (.002) .903 � (.002)

C
S

D
S

2

.99 .983 � (.002) .983 � (.002) .983 � (.002) .982 � (.002)

.95 .984 � (.002) .985 � (.002) .984 � (.002) .983� (.002)

.90 .985 � (.002) .986 � (.002) .985 � (.002) .984� (.002)

.85 .986 � (.002) .987 � (.002) .986 � (.002) .984� (.002)

.80 .986 � (.002) .988 � (.002) .986 � (.002) .984� (.002)

.75 .986 � (.002) .988 � (.002) .987 � (.002) .985� (.002)

C
S

D
S

3

.99 .811 � (.003) .808� (.003) .810� (.003) .812 � (.003)

.95 .823 � (.003) .820 � (.003) .818� (.003) .823 � (.003)

.90 .838 � (.003) .835 � (.003) .831� (.003) .838 � (.003)

.85 .854 � (.003) .851� (.003) .847� (.003) .855 � (.003)

.80 .869 � (.003) .865 � (.003) .859� (.003) .868� (.003)

.75 .882 � (.003) .876 � (.003) .873� (.003) .882 � (.003)

# 6/42 10/42 2/42 31/42
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Table 3.6: Empirical coverage results forSCross with di�erent K , and 1,000
bootstrap runs over the test set, results as mean� stdev.

Empirical Coverage
c K = 2 K = 3 K = 5 K = 7 K = 10

A
du

lt

.99 .992 � (.001) .991 � (.001) .993 � (.001) .992� (.001) .992� (.001)

.95 .950 � (.002) .949 � (.002) .950 � (.002) .951 � (.002) .951 � (.002)

.90 .906 � (.003) .904 � (.003) .904 � (.003) .904 � (.003) .904� (.003)

.85 .849 � (.003) .850� (.003) .850� (.003) .850 � (.003) .850 � (.003)

.80 .798 � (.004) .801 � (.004) .802 � (.004) .802� (.004) .801 � (.004)

.75 .745 � (.004) .747 � (.004) .746 � (.004) .746� (.004) .747� (.004)

Le
nd

in
g

.99 .995 � (.001) .995� (.001) .994 � (.001) .995 � (.001) .994� (.001)

.95 .970 � (.001) .969� (.001) .969 � (.001) .970 � (.001) .970� (.001)

.90 .939 � (.001) .938� (.001) .938 � (.001) .938 � (.001) .938� (.001)

.85 .909 � (.001) .908� (.001) .908 � (.001) .908 � (.001) .908� (.001)

.80 .880 � (.001) .879� (.001) .879� (.001) .879� (.001) .878 � (.001)

.75 .850 � (.001) .849� (.001) .849� (.001) .849� (.001) .849 � (.001)

G
iv

eM
e

.99 .990 � (.001) .990 � (.001) .990 � (.001) .990� (.001) .990 � (.001)

.95 .948 � (.002) .949� (.002) .950 � (.002) .950 � (.002) .950 � (.002)

.90 .901 � (.002) .901 � (.002) .902 � (.002) .901 � (.002) .902 � (.002)

.85 .853 � (.002) .852� (.002) .852 � (.002) .852 � (.002) .853� (.002)

.80 .797 � (.003) .799� (.003) .800 � (.003) .800 � (.003) .801 � (.003)

.75 .744 � (.003) .746� (.003) .748� (.003) .747� (.003) .749 � (.003)

U
C

IC
re

di
t

.99 .992 � (.002) .993 � (.001) .993� (.001) .993� (.001) .993� (.001)

.95 .950 � (.003) .951 � (.003) .951 � (.003) .953 � (.003) .953� (.003)

.90 .903 � (.004) .906 � (.004) .906� (.004) .907� (.004) .903 � (.004)

.85 .849 � (.005) .851 � (.005) .848 � (.005) .853� (.005) .849� (.005)

.80 .795 � (.005) .795� (.005) .797� (.005) .801 � (.005) .797 � (.005)

.75 .745 � (.005) .745� (.005) .750 � (.005) .754 � (.005) .751 � (.005)

C
S

D
S

1

.99 .979 � (.001) .979� (.001) .980� (.001) .981 � (.001) .981 � (.001)

.95 .917 � (.001) .918 � (.001) .917 � (.001) .917� (.001) .917� (.001)

.90 .850 � (.002) .849 � (.002) .849� (.002) .848� (.002) .849� (.002)

.85 .792 � (.002) .791 � (.002) .790� (.002) .790� (.002) .790� (.002)

.80 .739 � (.002) .737 � (.002) .736� (.002) .736� (.002) .736� (.002)

.75 .684 � (.002) .682 � (.002) .682� (.002) .682� (.002) .682� (.002)

C
S

D
S

2

.99 .983 � (.002) .983� (.002) .983� (.002) .984� (.002) .984 � (.002)

.95 .902 � (.003) .915� (.003) .916� (.003) .919 � (.003) .918 � (.003)

.90 .791 � (.004) .824� (.004) .834� (.004) .836 � (.004) .836 � (.004)

.85 .686 � (.005) .736� (.004) .761� (.004) .765 � (.004) .764 � (.004)

.80 .597 � (.005) .657� (.005) .687� (.005) .692 � (.005) .691 � (.005)

.75 .521 � (.005) .586� (.005) .620� (.005) .623� (.005) .624 � (.005)

C
S

D
S

3

.99 .990 � (.001) .990 � (.001) .991 � (.001) .991 � (.001) .991 � (.001)

.95 .953 � (.002) .953 � (.002) .955 � (.002) .955� (.002) .955� (.002)

.90 .907 � (.002) .907 � (.002) .911� (.002) .910� (.002) .910� (.002)

.85 .861 � (.003) .862 � (.003) .865� (.003) .865� (.003) .863� (.003)

.80 .813 � (.003) .815 � (.003) .818� (.003) .817� (.003) .817� (.003)

.75 .766 � (.003) .768 � (.003) .769� (.003) .769� (.003) .768� (.003)

C
at

sV
sD

og
s

.99 .997 � (.001) .992� (.002) .992� (.002) .991 � (.002) .990 � (.002)

.95 .976 � (.003) .963� (.003) .960� (.003) .950 � (.004) .948 � (.004)

.90 .956 � (.003) .926� (.004) .922� (.004) .901 � (.005) .889 � (.005)

.85 .938 � (.004) .884� (.005) .889� (.005) .855 � (.005) .793 � (.006)

.80 .923 � (.004) .833� (.006) .846� (.005) .774 � (.006) .718 � (.007)

.75 .909 � (.005) .775 � (.006) .794 � (.006) .691� (.007) .658� (.007)

# 15/48 12/48 12/48 15/48 16/48



3.3. EXPERIMENTAL EVALUATION 35

Table 3.7: Selective Accuracy results forSCross with di�erent K , and 1,000
bootstrap runs over the test set, results as mean� stdev.

Empirical Selective Accuracy
c K = 2 K = 3 K = 5 K = 7 K = 10

A
du

lt

.99 .872 � (.003) .872 � (.003) .871 � (.003) .872 � (.003) .872 � (.003)

.95 .888 � (.003) .888 � (.003) .888 � (.003) .887 � (.003) .887� (.003)

.90 .901 � (.003) .902 � (.003) .902 � (.003) .902 � (.003) .902 � (.003)

.85 .920 � (.003) .920 � (.003) .919� (.003) .919� (.003) .919� (.003)

.80 .935 � (.003) .934 � (.003) .934� (.003) .934� (.003) .934� (.003)

.75 .950 � (.003) .949 � (.003) .950� (.003) .949� (.003) .949� (.003)

Le
nd

in
g

.99 .899 � (.001) .899 � (.001) .899 � (.001) .899 � (.001) .899 � (.001)

.95 .910 � (.001) .910 � (.001) .910 � (.001) .910 � (.001) .910� (.001)

.90 .923 � (.001) .924� (.001) .924 � (.001) .924 � (.001) .924� (.001)

.85 .937 � (.001) .937� (.001) .938 � (.001) .937 � (.001) .938 � (.001)

.80 .950 � (.001) .951� (.001) .951� (.001) .951� (.001) .951 � (.001)

.75 .962 � (.001) .963� (.001) .963� (.001) .963� (.001) .963 � (.001)

G
iv

eM
e

.99 .942 � (.002) .942� (.002) .942 � (.002) .942 � (.002) .942 � (.002)

.95 .957 � (.002) .957 � (.002) .956� (.002) .956� (.002) .956� (.002)

.90 .967 � (.001) .967 � (.001) .967� (.001) .967� (.001) .967 � (.001)

.85 .973 � (.001) .973 � (.001) .973 � (.001) .973 � (.001) .973� (.001)

.80 .978 � (.001) .978 � (.001) .978 � (.001) .978� (.001) .978� (.001)

.75 .981 � (.001) .981 � (.001) .981 � (.001) .981 � (.001) .981 � (.001)

U
C

IC
re

di
t

.99 .814 � (.005) .814 � (.005) .814� (.005) .814� (.005) .814� (.005)

.95 .827 � (.005) .827 � (.005) .827 � (.005) .826 � (.005) .826� (.005)

.90 .840 � (.005) .839 � (.005) .839� (.005) .839� (.005) .840 � (.005)

.85 .855 � (.005) .854 � (.005) .855 � (.005) .854 � (.005) .855 � (.005)

.80 .867 � (.005) .867 � (.005) .867 � (.005) .866 � (.005) .867 � (.005)

.75 .875 � (.005) .876 � (.005) .875 � (.005) .875� (.005) .875� (.005)

C
S

D
S

1

.99 .863 � (.002) .863 � (.002) .863 � (.002) .862 � (.002) .863� (.002)

.95 .875 � (.002) .875 � (.002) .875 � (.002) .875� (.002) .875� (.002)

.90 .885 � (.002) .885 � (.002) .885� (.002) .885� (.002) .885� (.002)

.85 .892 � (.002) .892� (.002) .892 � (.002) .892 � (.002) .892 � (.002)

.80 .899 � (.002) .899 � (.002) .899 � (.002) .899 � (.002) .899 � (.002)

.75 .904 � (.002) .904 � (.002) .904 � (.002) .904 � (.002) .904 � (.002)

C
S

D
S

2

.99 .983 � (.002) .983 � (.002) .982 � (.002) .983 � (.002) .983 � (.002)

.95 .985 � (.002) .985 � (.002) .985� (.002) .984� (.002) .985� (.002)

.90 .986 � (.002) .986 � (.002) .985� (.002) .985� (.002) .985� (.002)

.85 .987 � (.002) .986 � (.002) .986� (.002) .986� (.002) .986� (.002)

.80 .988 � (.002) .987 � (.002) .987� (.002) .987� (.002) .987� (.002)

.75 .987 � (.002) .988 � (.002) .987 � (.002) .988 � (.002) .988 � (.002)

C
S

D
S

3

.99 .817 � (.003) .817 � (.003) .816 � (.003) .816� (.003) .817 � (.003)

.95 .828 � (.003) .828 � (.003) .827 � (.003) .827� (.003) .827� (.003)

.90 .842 � (.003) .842 � (.003) .841 � (.003) .841� (.003) .841� (.003)

.85 .856 � (.003) .856 � (.003) .855 � (.003) .855� (.003) .856� (.003)

.80 .870 � (.003) .870 � (.003) .869� (.003) .869� (.003) .869� (.003)

.75 .884 � (.003) .883 � (.003) .883� (.003) .883� (.003) .883� (.003)

C
at

sV
sD

og
s

.99 .971 � (.003) .971� (.003) .972� (.003) .972� (.003) .972 � (.003)

.95 .978 � (.003) .980� (.003) .982 � (.002) .982 � (.002) .982� (.002)

.90 .983 � (.002) .987� (.002) .989� (.002) .991� (.002) .992 � (.002)

.85 .988 � (.002) .992� (.002) .993� (.002) .994� (.002) .994 � (.002)

.80 .990 � (.002) .994� (.002) .994� (.002) .994� (.002) .995 � (.002)

.75 .991 � (.002) .994� (.002) .994� (.002) .995� (.002) .996 � (.002)

# 32/48 19/48 19/48 10/48 23/48
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larger values do not. Empirical selective accuracy is almost insensitive toK
for tabular datasets, except for CSDS2 and CSDS3, for which lowerK 's are
preferable. On the contrary, largerK 's perform better for the image dataset.
In summary, the default valueK = 5 for SCross is a good option to trade o�
the contrasting metrics of empirical coverage, selective accuracy, and elapsed
training time.

3.4 Conclusions

We proposed a simple-to-implement, e�ective, model-agnostic heuristics to
lift a probabilistic binary classi�er to a selective classi�er with a minimum
target coverage. The approach is supported by a theoretical result on quantile
estimation, which shows that using a linear combination of quantile estimates
over the full sample and estimates on subsamples provides a better second-
order estimator. Our approach does not require a separate validation set, as
the PlugIn method. Experiments show thatSCross (with LightGBM as
a base classi�er) outperforms state-of-the-art DNN-speci�c methods, such as
SelNet and SAT , on the analyzed tabular data.



Chapter 4

Model-Agnostic Heuristics for
Selective Regression

In this chapter, we addressReq. 1, by devising novel approaches to perform
selective regression in a model-agnostic way. We propose a few algorithms to
achieve such a goal, by building on state-of-the-art uncertainty quanti�cation
techniques. We extensively evaluate the proposed methods over a large and
diverse set of data, showing the e�ectiveness of our approach. The chapter is
based on a working paper, which is currently under review.

4.1 Introduction

Selective prediction allows machine learning systems to refrain from forecast-
ing, adding the option to abstain whenever the risk of mispredicting is too
high.
While selective classi�cation has received considerable attention in the past
decade, the problem of selective regression remains relatively understudied.
Existing approaches for selective regression primarily rely on either deep-
learning-based methods [15, 115] or on the ability to estimate the conditional
variance function [26]. As a result, a few concerns might arise: for instance,
deep neural network methods are outperformed by tree-based methods when
one has to deal with tabular data, which are thede factostandard in several
industry domains. As a consequence, methods relying on deep neural network
architectures could be suboptimal. Moreover, the model-agnostic state-of-the-
art method proposed by Zaoui et al. [26] estimates both the regression function
and the conditional variance on the same training data. This double usage of
training data is known as �double-dipping� and it is prone to over�tting con-
cerns [116].
Furthermore, due to the limited scope of empirical evaluations in current state-
of-the-art methods, there is a lack of practical insights into the e�ectiveness
and applicability of existing techniques, hindering the development of robust
and reliable selective regression models.
This chapter aims to address these concerns by presenting a few model-agnostic
methods that rely on uncertainty quanti�cation techniques. These methods
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are tested over a large and diverse set of 93 datasets. Our extensive experimen-
tal evaluation shows that the proposed methods outperform existing model-
agnostic baselines.

4.2 Current Limitations

Let us recall that f (x) = E [Y jX = x] is the regression function and� 2(x) =
E[(Y � f (x))2 j X = x] is the conditional variance function.
As recalled in Section2.2.1, Zaoui et al. [26] show that an optimal selective
regressor1 can be built by thresholding the conditional variance function� 2(x),
which measures the uncertainty around the prediction.
Given a training setTtrain , their approach (PlugIn-REG ) estimates a regres-
sor f̂ on Ttrain by minimizing:

1
ntrain

X

i 2T train

(yi � f̂ (x i ))2; (4.1)

wherentrain refers to the number of instances in the training setTtrain . Then, it
estimates the conditional variance function̂� 2(x) � E

�
(Y � f (X ))2 j X = x

�

by �tting another regression using the training set squared residualse2
i =�

yi � f̂ (x i )
� 2

as the target variable.
This procedure might introduce biases in the estimation, as shown for instance
by [117]. This is because the true residualsei = yi � f (x i ) become correlated
with f (x i ) � f̂ (x i ). As a result, the observed residualsy � f̂ (x i ) have an
arti�cially low variance. More precisely, the bias introduced by equation4.1 is

E
h
(Y � f̂ )2

i
� E

�
(Y � f )2

�
= E

h
(Y � f + f � f̂ )2

i
� E

�
(Y � f )2

�
=

= � 2E
h
(Y � f )( f̂ � f )

i
+ E

h
(f � f̂ )2

i
(4.2)

The �rst term represents the bias deriving from estimating bothf̂ and �̂ 2

on the same training data. Such a concern is especially relevant whenever
we employ regularized estimators, e.g. boosting or penalized neural networks,
because the regularization prevents the variance from exploding, but it intro-
duces biases in the estimators [105]. A possible solution to this challenge is
to use a di�erent sample to estimate the two functions. In this case, the bias
term goes to zero [117, 116]. This observation motivates the choices of our
proposed algorithms to perform selective regression.

4.3 Model-Agnostic Heuristics

Since the usage of the same training data for estimating both the regressor and
the conditional variance function is prone to over�tting concerns, we propose to

1This is the optimal strategy when considering the Mean Squared Error (MSE ) loss

function, de�ned as MSE = E
h
(Y � f (X ))2

i
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build selective predictors exploiting widely known sample splitting strategies,
i.e. cross-�tting and non-parametric bootstrap.

4.3.1 Cross-�tting for Selective Regression

To mitigate the bias shown in equation4.2, we �rst consider cross-�tting.
This strategy is widely used in causal inference [105, 116] and conformal pre-
diction [87] to handle over�tting issues. Moreover, the approach presented in
Chapter 3 was shown to be successful in building model-agnostic selective clas-
si�ers. We proposed two variants of cross-�tting, as illustrated in Alg. 2 and
3, respectively. We call the two variantsSCross-ENS and SCross-POOL .
Both approaches require a labeled training setTtrain to train the selective re-
gressor and an unlabeled validation setTval to calibrate the selection function
to target coveragec. SCross-ENS divides the training set in two folds: one
is used to estimating a regression function, while the other one for the con-
ditional variance function. Then the role of the folds is swapped to regain
full e�ciency [ 105]. One can �nally obtain the �nal estimators by averaging
the trained models (lines 7-8). As for thePlugIn-REG approach, one can
calibrate the selection function using a held-out dataset (lines 10-11).SCross-
POOL is a modi�cation of the same principle. Rather than considering two
folds, it splits the available data into K folds. Second, it trains a regression
function over K � 1 folds and predicts the squared residuals over the remaining
K -th fold (lines 2-6). Third, it stacks these predicted residual values altogether
and uses them to train the conditional variance function (lines 8-9). Finally,
a calibration set is used to estimate the �nal selection function (lines 10-12).
For both strategies, the residuals are estimated using a di�erent set, which is
independent from the one used to train the regressor. This mitigates the risks
of over�tting deriving from double dipping the training data.

4.3.2 Bootstrap for Selective Regression

Another strategy relies on a di�erent sample splitting approach, namely non-
parametric bootstrap. We will consider a variation of the state-of-the-art
Doubt uncertainty estimation method by Mougan and Nielsen [76], which
is sketched by Algorithm4 and brie�y described here for completeness. First,
the authors assume the following relationship between the true values and the
model predictions:

Y = f (X ) + e(X ) (4.3)

Here e(X ) is assumed to have zero mean and with a �nite variance. Second,
they split e(X ) into model variance noise, observation noiseand model bias.
Third, they estimate these di�erent parts using bootstrap samples (lines 4-
21, Alg. 4), avoiding the double usage of the training data. Finally, they
combine these estimates in a prediction setC(X ). Under mild assumptions
on f , Mougan and Nielsen [76] show that the obtained C(X ) converges in
distribution to e(X ) as the number of training samples and bootstraps tend
to in�nity. This is because Doubt 's prediction set shares similar asymptotic
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Algorithm 2: SCross-ENS .�t() (ensemble)
Input : Ttrain = f X train ; y train g - training set,

Tval = f X val g - unlabelled validation set,
S - base regression algorithm,
V - base regression algorithm for variance
c - target coverage

Output: (f; g ) - selective regressor

1 T1; : : : ; TK  KFold(Ttrain ; 2) // partitioning in two folds

2 for k 2 1; 2 do // for each fold

3 T� k  T n T k // training data

4 f k  S :f it (T� k) // train k th regressor

5 ek  (yk � f k :score(X k))2 // residual over k� th fold

6 � 2
k  V :f it (X k ; ek) // fit conditional variance � 2

k

7 f:score  lambda x : 1
2

P 2
k=1 f k :score(x) // regression function

8 � 2:score lambda x : 1
2

P 2
k=1 � 2

k :score(x) // conditional variance

9 � 2
val  � 2:score(X val ) // compute � 2 values on validation

10 �̂  perc(� 2
val ; 100(c)) // calculate �̂

11 g  lambda x : 1 f x : � 2:score(x) � �̂ g // compute g

12 return (f; g )

properties of the prediction interval introduced in Kumar and Srivastava [118,
Section 4.1.3].
Hence, as for cross-�tting methods, we devise two variants relying onDoubt .
First, we notice that since convergence in distribution implies convergence of
quantiles (see, e.g., Theorem 2A in Parzen [119]), the above implies that the
resulting prediction intervals built using the quantiles ofC(X ) are asymptot-
ically correct. Consequently, we consider the width of the prediction interval
obtained from C(X ) as a con�dence measure to build the �nal selection func-
tion. This is because, the larger the interval, the more uncertainty around
the prediction. Thus, abstention should be preferable. We call this approach
Doubt-Int , which is detailed in Algorithm 5. The inputs are a training
set Ttrain , a validation set Tval , a base regression algorithmS, the number of
bootstrap samplesB, the (l; u) quantiles for the interval width, and a target
coveragec. Doubt-Int �ts the Doubt algorithm over the training set (line
1). After Doubt is �tted, Doubt-Int computes the interval width of the
prediction set C(X ) (lines 2-4) for each instance in the validation set. The
obtained interval widths are used to estimate a threshold̂� (line 5). Finally,
Doubt-Int builds the selection function as follows (line 6): if an instance
has an interval width larger than the estimated�̂ , it is rejected, otherwise the
prediction is provided.
As a second option, we consider a slight modi�cation toDoubt-Int , called
Doubt-Var , which is detailed in Algorithm 6. The algorithm follows the
same steps asDoubt-Int , but rather than considering the interval width as
a measure of uncertainty, it computes the variance of the prediction setC(X )
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Algorithm 3: SCross-POOL .�t() (pooled)
Input : Ttrain = f X train ; y train g - training set,

Tval = f X val g - unlabelled validation set,
S - base regression algorithm,
V - base regression algorithm for variance
c - target coverage

K - number of folds
Output: (f; g ) - selective regressor

1 T1; : : : ; TK  Strati�edKFold ((X ; y); K ) // partitioning

2 for k 2 1; : : : ; K do // for each fold

3 T� k  T n T k // training data

4 f k  S :f it (T� k) // train k th regressor

5 ek  (yk � f k :score(Tk))2 // residual over k� th fold

6 � 2
k  V :f it (X k ; ek) // fit conditional variance � 2

k

7 e  [ K
k=1 ek // stack all residuals

8 f  S :f it (Ttrain ) // estimate f

9 � 2  V :f it (X train ; e) // estimate � 2

10 m  � 2:score(X val ) // compute � 2 values on validation

11 �̂  perc(m; 100(c)) // calculate �̂

12 g  lambda x : 1 f x : � 2:score(x) � �̂ g // compute g

13 return (f; g )

(lines 2-4). The intuition is similar: the larger the variance ofC(X ), the
more uncertainty around the prediction, thus abstention is preferable. In our
empirical evaluation, we show that this heuristics is a valid alternative to the
PlugIn-REG approach proposed by Zaoui et al. [26].

4.4 Experimental Evaluation

4.4.1 Research Questions

We present in this section the experiments to validate our proposed methods,
addressing the following questions:

Q1 Do the proposed approaches achieve state-of-the-art performance for se-
lective regression in terms of Mean Squared Error?

Q2 Do the proposed approaches achieve state-of-the-art performance for se-
lective regression in terms of Coverage Violations?

Q3 Are the results to Q1 a�ected by the regression algorithm used for pre-
diction?
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Algorithm 4: doubt .�t() [ 76]
Input : Ttrain = f X train ; y train g - training set,

S - base regression algorithm,
B - number of bootstraps

Output: f - �tted regressor
C - errors prediction set

1 f  S :f it (Ttrain ) // train the regressor on Ttrain

2 etrain  y train � f:score(X train ) // compute training residuals

3 T1; : : : ; TB  Bootstrap(Ttrain ; B ) // bootstrap samples

4 for b 2 1; : : : ; B do // for each fold

5 T� b  T n T b // validation data

6 f b  S :f it (Tb) // train bth regressor

7 e� b  (y � b � f b:score(X � b)) // residuals for T� b

8 eboot  [e� 1; : : : ; e� B ] // stack all bootstrap residuals

9 for i 2 1; : : : ; 99 do // for each percentile

10 qi;boot  perc(eboot ; i ) // compute quantile i for eboot

11 qi;train  perc(etrain ; i ) // compute quantile i for etrain

12 qtrain  [q1;train ; : : : ; q99;train ] // store train quantiles

13 qboot  [q1;boot ; : : : ; q99;boot ] // store bootstraps quantiles

14 NoInfo  1=n 2
train

P n train
i =1

P n train
j =1 (yi � f:score(x i ))2 // no info coefficient

15 num j mean(qtrain ) � mean(qboot )j // numerator overfitting rate

16 den  j NoInfo � mean(qtrain )j // denominator overfitting rate

17 OverFitRate  num
den // compute overfitting rate

18 w  :632
1� 0:368� OverFitRate // compute adjusted :632 bootstrap weight

19 res  (1 � w) � qtrain + w � qboot // estimate bias and observation noise

20 �f B  lambda x : 1=B
P B

b=1 f b:score(x) // mean of f b regressors

21 ~eb  f b:score(x) � �f B :score(x) // estimate model variance noise

22 ~e  [~e1; : : : ~eB ] // store all model variance noises predictors

23 return f; ~e; res

Algorithm 5: Doubt-Int .�t()
Input : Ttrain = f X train ; y train g - training set,

S - base regression algorithm,
B - number of bootstraps,
(l; u) - quantiles for prediction intervals,
Tval = f X val g - unlabelled validation set,
c - target coverage

Output: (f; g ) - selective regressor

1 f; ~e; res  Doubt :f it (Ttrain ; S; B ) // train Doubt on Ttrain

2 C  lambda x : ~e:score(x) + res // return the prediction error set

3 C:interval (x ; l; u)  lambda x : perc(C(x); u) � perc(C(x); l )
// return prediction interval width for x

4 Cval  C:interval (X val ; l; u) // compute widths for all X val

5 �̂  perc(Cval ; 100(c)) // calculate �̂

6 g  lambda x : 1 f x : C:interval (x ; l; u) � �̂ g // compute g

7 return (f; g )

4.4.2 Experimental Settings

Datasets. We consider 93 tabular regression datasets, comprehending real
data from existing regression benchmarks [120, 103] and the 51 US states
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Algorithm 6: Doubt-Var .�t()
Input : Ttrain = f X train ; y train g - training set,

S - base regression algorithm,
B - number of bootstraps,
Tval = f X val g - unlabelled validation set,
c - target coverage

Output: (f; g ) - selective regressor

1 f; ~e; res  Doubt :f it (Ttrain ; S; B ) // train Doubt on Ttrain

2 C  lambda x : ~e:score(x) + res // return the prediction error set

3 C:variance(x)  lambda x : variance(C(x)) // return the variance of C(x )

4 Cval  C:variance(X val ) // compute variance for all instances in X val

5 �̂  perc(Cval ; 100(c)) // calculate �̂

6 g  lambda x : 1 f x : C:variance(x) � �̂ g // compute g

7 return (f; g )

data in folktables [121]. We include applications from di�erent domains,
such as �nance, healthcare, and natural sciences. To limit the computational
e�ort, we follow the approach of [103] by limiting the training sample size to
50; 000 instances. For larger datasets, we randomly sample instances without
replacement. We additionally exclude datasets with a sizen � 1000, to have
enough data to test di�erent target coverages. We further detail the datasets'
characteristics in the AppendixA. We apply target encoding to categorical
variables and employ feature Min-Max normalization to account for the varying
ranges in the feature distributions. We run experiments using �ve di�erent
seeds and consider the average results over these runs2.

Baselines. As we employ tabular datasets, in which tree-based methods such
as gradient boosting have been shown to achieve better performance [104, 103],
we compare our approach to other non-deep learning model-agnostic methods
from the literature. The baselines we compare with are:

ˆ PlugIn-REG , a model-agnostic method introduced by Zaoui et al. [26].
We recall PlugIn-REG works as follows: given a target coveragec,
training samples(Ttrain ) and unlabelledcalibration samplesTcal � PX , it
estimates the selective regressor by �tting a regression function̂f on Ttrain .

Next, the training residualse2
train :=

�
Ytrain � f̂ (X train )

� 2
are computed.

It then �ts another regression function �̂ 2 on (X train ; e2
train ) and compute

the predicted conditional variance valueŝ� 2(X train ) of the calibration set
Tcal . Lastly, it uses these values to calibrate the selective regressor;

ˆ Mapie , a method that estimates the uncertainty around predictions using
the conformal prediction technique from Kim et al. [88], Romano et al.
[122], Xu and Xie [123]. It �rst �ts the regressor over the training set. It
then uses the CV+ technique [124] with K = 5 to produce prediction sets
at 95%, and we consider the width of the provided prediction interval as

2Since we do not use large neural networks and we limit the sample sizes, this procedure
is feasible, conversely to the experimental approaches of other chapters.
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